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Preface 

The five editors of this volume are delighted to present here the Proceedings of the third 

event in the Robophilosophy Conference Series, held February 14–17, at the University 

of Vienna, Austria. After the first two events in this series, which took place in Aarhus 

in 2014 and 2016, this volume collects the results of an intense, exciting and very pro-

ductive research exchange that featured close to 100 research presentations and brought 

together about 250 researchers from all over the world.  

The Robophilosophy 2018 conference, entitled Envisioning Robots in Society—Pol-

itics, Power, and Public Space, prominently focused on societal, economic, and political 

issues related to social robotics, including the organization of work and labor, policy, 

education, economics, law, medicine and care, and the arts. Within these and other socio-

political domains social robots will appear in ever more intelligent, connectable, and ex-

tensive ways, producing artificial agents that function in ever more complex physical and 

social surroundings, and transform the practices and organizations in which they are em-

bedded. This raises a host of difficult and highly complex questions for policy-makers, 

engineers, and researchers. Which socio-political, socio-cultural, economic, and ethical 

challenges will we humans be confronted with as social robots are included into a grow-

ing number of contexts of everyday life? How can philosophy and other disciplines con-

tribute to asking these questions and addressing these challenges?  

Our conference was to send yet another signal to researchers, policy makers, engi-

neers, and corporations that this is the time to (pro)actively engage with these issues and 

realize that they jointly share the burden of responsibility for shaping the course of the 

“robot revolution”.  

The papers in this volume address the difficult questions of the impending socio-

cultural changes due to the ‘robot revolution’. They ask these questions in different ways, 

ranging from reflections on the future of the economy and work to ethical questions about 

responsibility and philosophical discussions about the moral status of artificial agents. 

The Proceedings offer an interesting spectrum of the questions, answers, and approaches 

that currently are at the center of both academic and public discussions. We are confident 

that the short contributions collected here advance the state of the art and are helpful to 

researchers and policy makers alike, as well as of interest for other stakeholders. 

As the Robophilosophy Conference Series in general, these Proceedings aim to pre-

sent philosophical and interdisciplinary humanities research in and on social robotics that 

can inform and engage with policy making and political agendas—critically and con-

structively. During the conference we explored how academia and the private sector can 

work hand in hand to assess benefits and risks of future production formats and employ-

ment conditions. We have talked about how research in the humanities, including art and 

art research, and research in the social and human sciences can contribute to imagining 

and envisioning the potentials of future social interactions in the public space. We hope 

that the contributions in this volume will further discussion and exchange on the difficult 

yet eminently important questions that arise when we envision the introduction of robots 

into our societies. 
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What Robots Still Can’t Do 
(With Apologies to Hubert Dreyfus) 
r: Deconstructing the Technocultural 

Imaginary 
Simon PENNYa,1 

a
 School of Arts, University of California, Irvine 

Keywords. Anthropomorphism, art history, social robots, robot ethics 

Abstract of Keynote 

1. To Anthropomorphize is Human 

It is not well known, outside art-historical and archaeological circles, that classical 
(Greek, Roman, Egyptian, etc.) sculpture was polychromed (painted) to look as lifelike 
as possible. Often gemstones were used to simulate eyes. In the seventeenth century, 
clockwork automata (such as the “the writer” by Pierre and Henri-Louis Jaquet-Droz, 
and Jean-Frédéric Leschot 1768-1774) emulated not just human appearance but 
sophisticated skills such as writing or playing piano. In the 1970s in the USA, Duane 
Hanson, using advanced plastic resins, produced astonishingly lifelike sculptures of 
ordinary people.  
 

•� General thesis: Anthropomorphism has been a characteristic of human culture 
for millennia. 

 
Art has always exploited the most sophisticated available technologies. The current 

generation of AI and anthropomorphic robotics are just the most recent iteration of this 
trend. The idea that inanimate matter can come to life is, it seems, as old as humanity 
itself: Pygmalion and Galatea, The Golem, Pinocchio, Frankenstein. Characters like Star 
Trek’s Data are our versions of an old, old preoccupation. Why are we so driven to make 
machines that look like us, or some idealized version of us? Anthropomorphic robotics 
is not just a technology, it is our technological vehicle for our myths. In 1995, I wrote a 
short article for the 150th anniversary issue of Scientific American subtitled “why do we 
want our machine to seem alive?” (main title “Living Machines”, September 1995). It 
seemed a relevant question then. It seems more relevant now.  

                                                        
1 Simon Penny, Professor of Arts and Informatics, School of Arts, University of California, Irvine. E-

mail: penny@uci.edu; simonpenny.net 

o
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2. What is the Sense in Gendering Machines?  

It is important to recognize that whatever the technology involved, these ‘robots’ are also, 
always representations. Representations of desires and fears, fantasies, taboos or social 
norms. David Hanson’s Sophia and the robot sex dolls now on the market are troublingly 
alike in their representation of an ‘ideal’ woman, in (simulated) age and appearance. 
Ageism, sexism, genderism—like some out-of-control teenage id, the robotics industry 
is guilty of them all. These things fuel the popular imagination. Hardcore engineers will 
dismiss such concerns as trivial. And business people will say their products are driven 
by market forces. We sell what sells. 

A contemporary artist has a more sophisticated take on the whole idea. Jordan 
Wolfson’s (Female Figure) is a highly sexualized robotic representation which 
simultaneously undermines eroticism. It is “[…] this psychologically horrifying, abject 
animatronic woman who gyrates to pop songs while fixing her predatory stare on the 
viewer. In terms of disjuncture, she’s both the witch and snow white at once, a young 
woman and a crone, male and female, real and fake.” [1, italics in the original] 

The image of the human/machine—from Maria in Fritz Lang’s Metropolis, to C3PO 
to Terminator—has provided a foil for concerns about technology and society. But now, 
the images of our technocultural imaginary are inscribed upon—or embodied as—the 
technology itself. Technology becomes art. And given the emulations of behaviour made 
possible by sensors, computational and robotic technologies, anthropomorphism extends 
beyond appearance, beyond bodily dynamics, to speech, gesture and personality. Again, 
art has already explored the possibilities, from the chilling HAL in Kubrick’s 2001, to 
the pathetic Marvin in Douglas Adam’s Hitchhikers Guide to the Galaxy. 

3. What Is a Social Robot? What Has the Ethics? 

Machines can operate in social contexts. But are those technologies themselves ‘social’? 
What does it mean to be ‘social’? Conventionally we speak of ‘social media’—media 
that facilitate sociality. But that media is not itself ‘social’. There is a lack of precision 
in many discussions of the ethics of social robotics. The social robots of the 21st century 
are very like the clockwork automata of the 17th century. The ‘writer’ writes in beautiful 
script. He can (be programmed to) write different things. But does he know what he is 
doing? When you ask Siri “what is social robotics?” she performs a web search. If being 
a social creature implies self-awareness, there is no such thing as social robotics. So let’s 
be more precise and speak of machines which give a good impression of taking part in 
social interactions. 

In yet another film scenario (Her), a guy falls in love with a robot. We probably do 
not want a robot to fall in love with us, or conversely, to develop a nasty grudge against 
us. (But drones will choose their own targets and self-driving cars will choose who to run 
over. That technological trajectory is, it seems, a given). But a self-driving car with road 
rage?—Not a pleasant thought. Can you imagine a robot bickering with you like your 
teenage son or daughter? It’s bad enough that Microsoft Word thinks it knows better 
about some spelling or punctuation, and autocorrects, but can you imagine a word 
processor with OCD? A robot that won’t step on the cracks on the pavement? Or refuses 
to take plane flights? No, we don’t want this. Remember Marvin the paranoid android—
a chronically depressed robot who was disgusted by self-satisfied automatic doors?  

There’s something quaint and reassuring about the discrete humanoid robot. We 
believe we know where it begins and ends. Here our instinct for anthropomorphism 
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betrays us. The extent of our own individuality is a subject for philosophical debate, but 
in the realm of robotics, individuality is a redundant concept. Not in the sense of 
personality, but in the sense of distributed systems. We seem to foster a misguided idea 
that robots, social robots, are like us, quasi-autonomous individual actors. A robot, be it 
your self-driving car or the drone flying overhead, is a node or an end-effector in a 
dispersed, global network. If we ignore this larger context, we delude ourselves.  

We have lots of clever machines around us: phones, cars, surveillance systems, but 
do we want them to be, like US corporations, legally persons? We need to be very clear 
whether we’re talking about robots that have ethics, or robots that have been programmed 
to function according to an agreed ethical code. I have no problem with the latter. The 
former seems to imply selfhood. The ascription of selfhood, awareness or consciousness 
to machines is problematic. Some seem to think that computer sentience is an inevitable 
result of continued technological development in the path we are already on. When asked 
when we would achieve true artificial intelligence (Kurzweil’s singularity), John 
Haugeland pithily responded: “When a computer gives a damn”.2 He went on to argue 
that there is no reason to assume (and lots of reason not to assume) that we can get there 
from here (here being Boolean procedures running under a von Neumann architecture, 
axiomatically rooted in the matter/information dualism). I agree with Daniel Dennett, a 
conscious or self-aware computer is not something we necessarily want or should want.  

It is symptomatic of the technocentric nature of conversations about the ethics of 
social robotics that we think the problem, and its solution, lies in AI (bad AI or better 
AI). This is consistent with the technological pragmatism and lack of reflexivity which 
has characterized the discipline of AI since its inception, as Philip Agre made clear two 
decades ago [2]. 

References 

[1]� A.M. Goldstein, “Jordan Wolfson on transforming the ‘pollution’ of pop culture into art”, Artspace 
Magazine April 10, 2014. [www.artspace.com/magazine/interviews_features/qa/jordan_wolfson_ 
interview-52204 (June 05,.2018)]. 

[2]� P.E. Agre, “Toward a critical technical practice: lessons learned in trying to reform AI” in: G. Bowker, 
L. Gasser, L. Star & B. Turner (eds.), Social Science, Technical Systems, and Cooperative Work: Beyond 
the Great Divide, New York & London, 1997, 131-158. 
 
 

                                                        
2  In an interview in the film “Being in the World”: https://www.imdb.com/title/tt1515195 

(June.05,.2018). 
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Ethics in Action—Considerations on 
Autonomous and Intelligent Systems

Raja CHATILAa,1

aInstitut des Systèmes Intelligents et de Robotique, Sorbonne Université, Campus
Pierre et Marie CURIE, France

Keywords. Autonomous systems, bias, values, ethical and responsible technology  
machine ethics.

Abstract of Keynote

Ethical, legal and societal issues (ELS) raised by the development of intelligent, and 
autonomous systems have gained increasing interest both in the general public and in the 
involved scientific communities.

The development of applications often based on opaque deep learning programs that 
are prone to bias, the wide exploitation of personal data, growing automation, or 
applications and use cases such as personal robots, autonomous cars or autonomous 
weapons, are feeding a wide debate on multiple issues such as: the future of employment, 
privacy and intimacy protection, autonomous decision-making, moral responsibility and 
legal liability of robots, imitation of living beings and humans, the status of robots in 
society, affective relationship with robots, human augmentation, etc.

The question in developing autonomous and intelligent system technologies, which 
might have an unprecedented impact on our society, is finally about how to make them 
aligned with fundamental human values, and targeted towards increasing the wellbeing 
of humanity.

From the perspective of the designers of such systems, two main issues are central. 
Firstly, research methodologies and design processes themselves: how to define and 
adopt an ethical and responsible methodology for developing these technological 
systems so that they are transparent, explainable and so that they comply with human 
values? This involves several aspects that transform product lifecycle management 
approaches. Secondly, when decisions are delegated to so-called autonomous systems, 
is it possible to embed ethical reasoning in their decision-making processes?

The talk will give an overview of these issues, inspired by the ongoing reflection 
and work within the IEEE Global Initiative on Ethics of Autonomous and Intelligent 
Systems.

1 Raja Chatila, Institut des Systèmes Intelligents et de Robotique, Sorbonne, Université, Campus Pierre 
et Marie CURIE, 4 place Jussieu, CC 173, 75252 Paris cedex 05, France. E-mail: chatila@isir.upmc.fr
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Studies on Interactive Robots 
Hiroshi ISHIGUROa,b,1 

a
 Graduate School of Engineering Science, Department of Systems innovation, Osaka 

University, Japan 
b

 Hiroshi Ishiguro Laboratory, Advanced Telecommunications Research Institute 
International, Japan 

Keywords. Androids, interaction, intention/desire, emotions, consciousness 

Abstract of Keynote 

Robotics used to be divided into two main fields: Navigation and Manipulation. These 
fields study and develop only those robots that are optimized for the use in factories. 
Together with researchers in other countries, I have established a new field of inquiry: 
Interaction. I started studying human-robot interaction and developed a humanoid 
interactive robot designed for ordinary use. Furthermore, I was the first in the world to 
design and develop realistic humanlike robots called androids. 

In this talk, I will introduce interactive and communicative personal robots and 
androids and discuss these technologies and scientific issues. More concretely, I will 
discuss intention/desire, experiences, emotion and consciousness with respect to robots 
and androids. 

                                                        
1 Hiroshi Ishiguro, Osaka University, Graduate School of Engineering Science, Department of Systems 

innovation, 1-3 Machikaneyama, Toyonaka, Osaka 560-8531, Japan. E-mail: ishiguro@irl.sys.es.osaka-u.ac.jp�
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The Precariat in Platform Capitalism 
Guy STANDINGa,1 

a
 School of Oriental and African Studies, University of London, UK 

Keynote. Platform capitalism, precariat, robotization, income inequality, labor 
policy 

Abstract of Keynote 

The combination of globalization, neo-liberal economic policies and an ongoing 
technological revolution is generating a global labor market and producing a global class 
structure in which the precariat is the growing mass class. After defining the precariat, 
this presentation will consider how app-driven platform capitalism, and the growing use 
of AI and more sophisticated robots, is dragging millions more into the precariat through 
three distinctive forms of labor relation. These may be called, first, the concierge 
economy, second, cloud labor, and third, zero-hour or on-call employment. Each are 
facing growing economic and social insecurity, but in different ways, and each will be 
affected by the advance of robotization, including a new phenomenon, heteromation. 
The presentation will argue that the platform corporations are essentially labor brokers, 
or rentiers, and that their business practices are transforming labor and work, while 
accentuating income inequality and pervasive economic insecurity. It will conclude with 
some policy recommendations that have yet to be presented by politicians of either right 
or left. 

                                                        
1 Guy Standing, SOAS University of London, Thornhaugh Street, Russell Square, London WC1H OXG, 

United Kingdom. E-mail: guystanding@standingnet.com 

Envisioning Robots in Society – Power, Politics, and Public Space
M. Coeckelbergh et al. (Eds.)

IOS Press, 2018
© 2018 The authors and IOS Press. All rights reserved.

doi:10.3233/978-1-61499-931-7-8

8



Three Challenges of AI for Society (and 
How (Not) to Address Them) 

Catelijne MULLERa,1 
a

 European Economic and Social Committee (EESC), Belgium 

Keywords. Artificial Intelligence, ethics, policy 

Abstract of Keynote 

It is virtually undisputed that AI can have significant benefits for society: applications 
can be used to make farming more sustainable and production processes more 
environmentally friendly, improve the safety of transport, work, and the financial system, 
provide better medical treatment, and in countless other ways. Indeed, it could even 
potentially help eradicate disease and poverty. But the benefits associated with AI can 
only be achieved if the challenges surrounding it are also addressed. In my capacity as 
Rapporteur on Artificial Intelligence of the European Economic and Social Committee, 
I have identified eleven areas where AI raises societal concerns, ranging from ethics, 
safety, transparency, privacy, and standards, to labor, education, access, laws and 
regulations, governance, democracy, and also warfare and superintelligence. In my 
keynote speech I will zoom into three of these challenges and offer some suggestions on 
how (not) to address them. 
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The EU Perspective on Robotics and AI: 
Economic, Research, and Policy Aspects 

Juha HEIKKILÄa,1 
aHead of Robotics and Artificial Intelligence Unit, Directorate-General for 

Communications Networks, Content, and Technology, European Commission 

Keywords. European Commission, artificial intelligence 

Abstract of Keynote 

The keynote will address aspects of the European Commission activity in the field, with 
a mainly non-technological focus. It outlines the overall rationale for EU action in the 
field and its objectives, giving background to the research and innovation funding to the 
area and highlighting the economic, societal, and policy perspective. This will be done 
with reference to Europe’s position in the international context. The Presentation will 
also take up aspects of the Commission’s thinking and the future outlook of AI.  
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The Moral, Legal, and Economic Hazard of 
Anthropomorphizing Robots and AI 

Joanna BRYSONa,1 
aDepartment of Computer Science, University of Bath, UK 

Keywords. Artificial intelligence, information communications technology, policy 

Abstract of Keynote 

Computation, unlike mathematics, is a physical process that takes time, energy, and 
space. Humans have dominated this planet’s ecosystem by learning to share and 
consolidate the outcome of their computation in an unprecedented way. Now we have 
augmented this processing with artificial intelligence (AI) and other information 
communications technology (ICT). The impact on our society is so spectacular that our 
institutions are struggling to keep pace, including the social sciences that might help us 
understand the promises and risks of our new situation. In this talk I will describe the 
theoretical biology of increasing communication between intelligent agents, and suggest 
changes to our individual, collective, political, and economic behavior that might be the 
consequences of the increasing presence of AI in our lives. Anthropomorphizing—that 
is, overidentifying with, and / or facilitating such overidentification—in most cases only 
exacerbates the complexity of forming coherent policy around these consequences. I will 
close with a series of policy recommendations concerning governance of and legal status 
for intelligent ICT, economic redistribution, individual and collective security, and 
intellectual diversity. 
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Service Robots from the Perspectives of 
Information and Machine Ethics 

Oliver BENDELa,1 
a

 School of Business FHNW, Switzerland 

Abstract. Service robots are becoming ever more pervasive in society-at-large. 
They are present in our apartments and our streets. They are found in hotels, hospi-
tals, and care homes, in shopping malls, and on company grounds. In doing so, var-
ious challenges arise. Service robots consume energy, they take up space in ever 
more crowded cities, sometimes leading us to collide with them and stumble over 
them. They monitor us, they communicate with us and retain our secrets on their 
data drives. In relation to this, they can be hacked, kidnapped and abused. The first 
section of this article presents different types of service robots—like security, 
transport, therapy, and care robots—and discusses the moral implications that arise 
from their existence. Information ethics and machine ethics will form the basis for 
interrogating these moral implications. The second section discusses the draft for a 
patient declaration, by which people can determine whether and how they want to 
be treated and cared for by a robot. However, individual specifications may violate 
personal interests or the business interests of the hospital or nursing home. The au-
thor argues such a patient declaration will be vital in a world ever more impacted by 
these service robots. 

Keywords. Service robots, ethics, information ethics, machine ethics, moral ma-
chines, patient declaration 

1.�Introduction 

This contribution introduces different service robots and then brings out ethical questions 
that refer to specific service robots. The author will approach the implications of service 
robots from two perspectives: information ethics and machine ethics. He will discuss 
different service robots, like transport robots, therapy robots, and care or nursing robots. 
While noting that service robots offer some great opportunities, this article will focus on 
the ethical risks. In the second section, the paper focusses on therapy and nursing robots. 
The author introduces the concept of a patient declaration and discusses the opportunities 
and risks it has. 

First, it will be important to differentiate information and machine ethics. Infor-
mation ethics deals with the morality of the members of the information society. It re-
searches how these moral agents behave, or should behave, in moral terms, when offering 
or using information and communication technologies, information systems, and digital 
media [5]. Technology ethics, business ethics, and medical ethics are further examples 
for the classical fields of applied ethics. 
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Machine ethics refers to the morality of semi-autonomous or autonomous machines, 
certain robots, bots or software systems [5]. They become special moral agents; depend-
ing on their objective and their behavior, we can call them moral or immoral machines. 

In recent years, the author has developed several artifacts of machine ethics [2]. 
These include GOODBOT and BESTBOT (chatbots that respond to the user’s statements 
in a morally adequate manner), LIEBOT (a chatbot that can systematically lie) and LA-
DYBIRD (a vacuum cleaning robot that rescues certain insects). 

2.�Service Robots from an Ethical Perspective 

Service robots are becoming more prevalent in households, leisure gardens, shopping 
malls, hospitals, and nursing homes [3]. They take over both simple and complex activ-
ities; they inform, support and monitor people. We can distinguish between: (a) domestic 
robots, (b) therapy and care or nursing robots, (c) security and surveillance robots, (d) 
transport and delivery robots, (e) information and navigation robots, and (f) entertain-
ment and toy robots. In addition, there are military robots, space robots, and robots for 
scientific purposes, which could also be referred to as service robots. The use of service 
robots raises serious ethical questions that will be investigated in the following sections 
[3, 7]. 

Household and garden robots help in the household or garden, as vacuum cleaning 
and mowing robots, pool robots, or window and barbecue cleaning robots. They are 
widespread and almost as common as washing machines and dishwashers. An example 
is JISIWEI i3, a vacuum cleaning robot. It has a surveillance camera, a motion detector 
and is Wi-Fi capable. It can be controlled via app and delivers a live stream of the apart-
ment to the user’s smartphone. 

The following questions arise from the perspective of the classical fields of applied 
ethics:  

•� How are we supposed to deal with the possibility that the robot sucks in and 
kills small animals? 

•� How should we deal with personal data collected in private space by the pro-
vider or the manufacturer of the robot? 

•� What if information about the apartments or houses that the robot cleans is col-
lected and passed on? 

 
The following questions arise from the perspective of machine ethics:  
•� Should the vacuum cleaning robot spare small animals like ladybirds for moral 

reasons? 
•� Should it have a menu to set its morality (which could allow it to kill vermin)? 
•� Should it be able to exclude the residents from surveillance? 

 
Care or nursing robots support, and in more extreme case replace, human nurses [3]. 

They administer the drugs and food that people in care need, and help them with mobility 
issues, like getting up or lying down. They entertain patients and can act as auditory and 
visual interfaces between patients and human nurses. Some have language skills, or are 
able to learn in general, and are intelligent within certain limits. Well-known products 
and prototypes of these kind of robots are Care-O-bot and Robear. Care-O-bot is the 
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‘product vision’ (or just the prototype) of a mobile robot assistant that gives active sup-
port to people in their home. It has a loudspeaker, microphones for speech recognition 
and cameras for facial and gesture recognition. It can show different moods via its dis-
play.  

Facial or face recognition is the automated recognition of a face in the environment 
or in an image. More systematically, it is the automated identification, measurement, and 
description of the features of a face in order to recognize a person (“face recognition” in 
the strict sense) or gender, health, origin, age or emotional situation (“emotion recogni-
tion”). 

The following questions can be asked from the perspective of the classical fields of 
applied ethics:  

•� Who is responsible for incorrect care given by a care robot? 
•� Will a nursing robot help to avoid the kind of shame that you might have if 

humans were caring for you? 
•� What should happen to personal data that is collected in private or semi-public 

spaces for analysis by the provider or the nursing home? 
•� What about the insights gained with facial and voice recognition? 
•� Is the robot primarily a competitor or a support for nursing staff? 

 
The following questions arise from a machine ethics perspective:  
•� Should the nursing robot be designed to look like a human or an animal? 
•�  Should it remind patients that it is just a machine? 
•�  Should it simulate emotions and sympathy? 
•�  How should it deal with feelings that patients develop towards it? 
•�  How should it prioritize tasks (e.g., if several patients need to be supervised 

simultaneously)? 
•�  How will it react if a patient wants it to kill him or her? 
 
In her master thesis at the School of Business FHNW, Christine Fahlberg found that 

some patients would prefer to be washed in their intimate areas by a robot than by a 
human [8]. Whether the machine should emphasize that it is a machine in this context is 
an important question. The GOODBOT, mentioned in the introduction, had a meta-rule 
that required exactly this [6]. In certain conversations, it said: “Sorry, I’m just a machine, 
you need a person, please call this number.” Some care robots could actually kill patients 
upon request, especially those that are collaborative robots in their essential elements. 

Therapy robots may support or replace therapists [3]. They can support or carry out 
therapies independently of humans. They can perform exercises with paraplegic patients, 
entertain dementia patients, and challenge them with questions and games. Some have 
mimicry, gesticulatory, and language skills, and can learn within certain limits. Well-
known products are Keepon and Paro. Paro is used in therapy to treat dementia and au-
tism in Japan, as well as in several European countries. It has sensors that record bright-
ness, temperature, noise, and touch. It responds to its name and is a self-learning system. 

The following questions can be asked from the perspective of the classical fields of 
applied ethics: 

•�  How can we differentiate therapy robots from robotic toys? 
•�  Who is responsible for the machine providing poor therapy? 
•�  What should happen to personal data that is collected in private or semi-public 

spaces for analysis by the provider or hospital? 
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•�  What if the robot were to reduce a patient’s social contact?  
•�  Is the robot primarily a competitor or a support for therapists? 
 
The following questions arise from a machine ethics perspective:  
•�  Does a therapy robot have to consider the patients’ needs and parameters? 
•�  Should it pretend to have feelings and sympathy? 
•�  How should it negotiate feelings that we develop towards it? 
•�  Should it make clear to patients that it is a machine? 

 
Security and surveillance robots are spreading across urban areas, in shopping malls 

and on company grounds, predominantly as rolling and flying machines [4]. Their job is 
to provide security for firms, visitors, and customers. Well-known products and proto-
types are REEM, AnBot, K5, and K3. 

REEM is a ‘Robocop’ that navigates autonomously in Dubai. It has a video camera, 
a face and a gesture recognition system. It can compare faces with a police database and 
read vehicle license plates. It is able to talk to customers and citizens in their language. 
Meanwhile, K5 is used in California, where it travels autonomously in shopping malls 
and on company grounds. It has a video camera, a face recognition system, several sen-
sors, a radar, and a microphone. It is equipped with artificial intelligence and reports 
criminal suspects to a central office. 

The following questions can be asked from the perspective of the classical fields of 
applied ethics:  

•�  Who is responsible for collisions between the robot and humans or animals? 
•�  How should the robot’s analysis and monitoring in this context be assessed? 
•�  What if the robot is hacked and used as a weapon? 
•�  Does a security robot undermine the respect we have for security staff? 
•�  Is it predominantly a competitor or a support for the security staff? 

 
The following questions arise from a machine ethics perspective:  
•�  Should a security robot be designed so that it is frightening, or so that it inspires 

confidence? 
•�  Should it be able to carry out actions, such as arrests, on its own? 
•�  Should it be allowed to use a weapon on its own and if so, in which cases and 

against which persons? 
 

There was an accident some time ago that brought these questions to stark reality. 
The K5 collided with a young boy in Silicon Valley and caused him bruises [3]. The 
Chinese colleague of the robot, the AnBot, has a stun gun. However, it cannot operate it 
itself. 

Transport and delivery robots convey items of all kinds, like parcels and purchases 
from one party (often the provider or broker) to another (often the customer) or they 
accompany and relieve pedestrians and cyclists of their burden [3]. Well-known products 
and prototypes of this are Gita and the robots of Starship Technologies. Gita transports 
parcels or foodstuffs. You will be able to admire the cylindrical machine on the public 
streets and walkways in the future. It can follow a person, or roll autonomously in an 
environment it has already mapped. Multiple cameras are embedded within its shell to 
aid this. The robots from Starship Technologies transport parcels or foodstuffs as well. 
They will be found on public roads and walkways in the future, where they will move 
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autonomously from A to B (partly remote controlled in some cases). They are also 
equipped with cameras and sensors. 

The following questions can be asked from the perspective of the classical fields of 
applied ethics: 

•�  Who is responsible if people stumble upon the transport robot or if animals bite 
into it? 

•�  How do you deal with the fact that the robots increase traffic, and thus com-
plexity, in cities? 

•�  What if the robot can look under the skirt or kilt, and the data it collects is stored 
and spread? 

•�  Is the robot a primarily competitor or a support for postmen and postwomen? 
 

The following questions arise from a machine ethics perspective:  
•�  Should transport robots avoid certain animals or behave defensively towards 

them? 
•�  Should they systematically exclude certain areas such as intimate areas or faces 

when analyzing the environment? 
•�  Should they refuse to transport certain things like drugs or weapons? 

 
That transport robots refuse to transport anything is, of course, science fiction. But 

in principle, you could teach them this ability. 
Entertainment and toy robots serve the entertainment and amusement of users, not 

only of children and young persons, but also adults [3]. They dance, sing, play music, 
etc. Some are humanoid, while others resemble animals. Well-known products of this 
kind are Aibo and Pepper. Pepper is an entertainment and toy robot, or a companion 
robot. It is found in households, shopping malls and care homes. It can recognize emo-
tions and react accordingly. It has four microphones, two HD cameras, a distance sensor 
and is Wi-Fi capable. 

Questions about Pepper from the perspective of the classical fields of applied ethics 
are:  

•� Should you leave children alone with Pepper, and if so, for how long? 
•�  What should happen to personal data that is collected in private or public spaces 

for analysis by the provider or a company? 
•� What if the robot gets hacked and a stranger sees through its “eyes”?  
•�  How do we deal with people who have feelings for Pepper? 
•�  Should Pepper’s emotion and voice recognition be used in retail to better un-

derstand the needs and personalities of customers? 
 

Questions on Pepper from a machine ethics perspective are:  
•�  Should Pepper show emotions although it does not have any? 
•�  How should it deal with feelings that we develop towards it? 
•� Should it speak more human-like to be more convincing? 
•�  Should it be able to refuse to do certain things, e.g. steal from other people, or 

kill a patient with a knife or a syringe? 
 

Stealing or killing is something Pepper might do well. Its hands correspond to our 
hands, and it can hold things of up to two kilos. 
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3.�Considering the Use of Service Robots 

Political, business and scientific forces must ensure that the robots do not consume too 
much energy, do not restrict our habitat and do not harm or kill us. Hacking is also a 
serious concern in this context. Politics and business must create spaces and situations 
where service robots are not present or where a robot quota exists, in order to avoid the 
risks mentioned. Some service robots should be banned in cities, such as transport robots. 

Service robots can improve our personal autonomy but they can endanger our infor-
mational autonomy by spying on us and monitoring us [4]. Face and voice recognition 
are particularly dangerous in this context. All these technological feats are also open to 
abuse in the form of hacking and misuse of data by creators. Again, politics and business 
must create spaces and situations where service robots are not present or where a robot 
quota exists. Certain functions may be prohibited. In the case of security, care and ther-
apy robots, people must be informed of how their data is being used, and there must be 
strict regulation.  

Business and science forces can create moral machines, but the moral skills of ser-
vice robots are not always practical and acceptable. Robots like ROBOCAR (a car that 
brakes for large and small animals) and LADYBIRD are plausible examples of moral 
machines [2]. They qualify animals as the owner would qualify animals. Autonomous 
cars that qualify or quantify people could be a bad idea, as it might lead to valuing one 
human over another. However, it would be very difficult to find appropriate rules that 
are supported by everyone. 

4.�Patient Declaration 

In 2016, the author put forward a proposal for a (supplement for a) patient declaration 
online (www.informationsethik.net). With this, one can determine whether one wants to 
be treated or cared for by a surgery robot, therapy robot or nursing robot. It is also pos-
sible to specify the contexts in which a robot would be allowed to operate. Such patient 
declarations should also be developed and made available by government agencies, hos-
pitals and nursing homes. 

The author will probably determine that he doesn’t want to be treated with Paro. The 
reason is very personal. He imagines himself holding Paro in his arms and smiling. And 
he doesn’t like that idea. He would prefer a cat or another pet. There are various argu-
ments against such an attitude: You should not make decisions about the future if you 
don’t know what the future will look like. If you want the robot when you get dementia, 
you have to have consented to it.  

But these arguments can also be answered: Not only your current well-being should 
be valued highly, but also the fundamental freedom to make independent decisions as 
long as this is possible. Furthermore, it is not feasible to satisfy every patient wish, e.g., 
if his or her wish would have unethical or illegal consequences, or if it would be finan-
cially impossible to fulfill. All in all, it must be possible to regulate a patient’s future 
with the help of a patient declaration. If the responsible persons can decide arbitrarily 
against the patient declaration, the patient declaration is fundamentally questioned. 
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5.�Summary and Outlook 

Service robots are becoming ever more prevalent in closed, semi-open, and open worlds. 
Questions arise from both information ethics (and other fields of applied ethics) and ma-
chine ethics. In [1] and [3] some of these questions are answered. Much remains to be 
done, however, and these issues must be discussed not only by science, but also by soci-
ety and political powers. 

Currently, the individual does not have many options for deciding whether he or she 
would use service robots or not. He or she can, of course, become politically active or 
become involved in non-governmental organizations to try and change this. But for most, 
this is not realistic. In the end, we need the help and insight of political, business, and 
scientific forces. If there are such opportunities in individual areas such as health care, it 
is essential to take them into account. One viable option is that proposed by the author: 
a patient declaration. 
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Transdisciplinary Reflections on Social 
Robotics in Academia and Beyond 

Glenda HANNIBALa,1 and Felix LINDNERb 

aInstitute of Visual Computing and Human-Centered Technology, Vienna University of 
Technology, Austria 

bDepartment of Computer Science, University of Freiburg, Germany   

1.�Transdisciplinary Research and Transdisciplinarity 

Social robotics is a multi-disciplinary field of research that aims to develop robots with 
built-in capacities to understand and display cues for social interaction and 
communication, as these skills are considered vital for any intelligent embodied agents 
that are meant to interact with and among humans. For this reason, these so-called 
“sociable robots” [1] or “socially intelligent robots” [2] are now developed to initiate and 
maintain engagement with humans on a regular basis, taking the role of assistants, peers, 
or companions in social contexts such as e.g. eldercare, education, service, entertainment, 
healthcare, or coaching. The relative success of social robotics is due to the integration 
of knowledge from multiple areas of research (e.g. biology, computer science, ecology, 
material science, sociology, psychology, anthropology, communication studies, 
philosophy, linguistics, design, performance art). Therefore social robotics is considered 
an inherently interdisciplinary field of research [3]. A recent trend in social robotics has 
been to actively include the targeted end-user groups in the design process, thereby 
developing robots as a product of participatory design [4-9]. Bringing together various 
knowledge groups and cultures is a serious challenge and still no productive solution has 
been found to ensure that the negotiation between the theory and methods in social 
robotics is advantageous to both the technical and social aspects. At the core lies the 
problem of how to agree on concepts, theories and methods that do not lead to a 
simplified understanding of sociality, interaction, and emotions due to the ease of 
implementation, while at the same time making sure that they are still open to empirical 
testability in both experimental and non-experimental setting. In order to develop robots 
that are truly “socially robust” [10] and “culturally robust” [11] tensions in the translation 
and collaboration between disciplinary conceptual frameworks, terminology, 
methodology, and daily practice need to be addressed in a way that goes beyond existing 
knowledge structures. Moreover, in social robotics it is possible to find many so-called 
“wicked problems” [12], that is extremely complex problems or situations that resist 
complete definition and require new methods of inquiry and processes of decision in 
order to be solved, which frequently results in further unanticipated issues. As an 
example of a wicked problem, Jacobsson and Cramer [13] point to the challenge of 
designing robots that are able to carry out non-specialized and non-predefined tasks in 
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order to address individual human needs. Hence, it is appropriate, if not necessary, to 
introduce the question of transdisciplinarity into the methodological discussion on social 
robotics. 

The basic idea and concept of transdisciplinary research has been around since the 
1970’s but it was only in the 1990’s that the notion of transdisciplinarity became more 
used and widespread, as academic, political, and scientific communities started adopting 
the concept to address concerns regarding sustainability and global environmental issues. 
During this time two different versions and programs of transdisciplinarity surfaced: one 
advocated by Nicolescu that placed emphasis on ethics, metaphysics, and even mystical 
thinking; the other proposed by Gibbons et al. who stressed the design and 
implementation of tangible solutions to concrete problems in society [14]. By combining 
the definitions of transdisciplinary research provided by Nicolescu and Gibbons et al. it 
is possible to arrive at its inclusive understanding where the theoretical (towards the 
consilience of knowledge) and practical (providing solutions for society) aspects of 
transdisciplinary research are covered together. According to Cummings [15, p. 22], the 
following could be said to be the main features of transdisciplinarity: 1) It starts with 
“real world”, persistent, or wicked problems. 2) Multiple actors are involved in 
identifying, defining, analyzing, and developing solutions for the problem. 3) Both 
explicit and tacit, academic and experiential, certified and non-certified knowledge is 
integrated in the process. 4) It is transformative in nature and, by involving all relevant 
actors, engages in both research and change. 5) The research process follows an emergent 
design. 

 This workshop addressed transdisciplinary research in social robotics. However, 
considering the above characterization, we were aware that the exact definition itself is 
of philosophical interest. A concern one could already consider, and which was put 
forward by Toomay et al., is that the notion of trandisciplinary research is sometimes 
being used simply as a buzzword for funding agents who want to ensure the impression 
of current research and thereby deflate the credibility of the idea of trandisciplinarity [15]. 
According to Popa et al., another and more practical concern that keeps some from 
encouraging transdisciplinary research is that the precise steps towards its realization 
have often been left vague and unresolved. This is due to disagreements between the 
partners concerning e.g. terminology and shared reference, diverse understanding of 
terms, as well as organizational and institutional obstacles [17]. The requirement for 
transdisciplinary work, where the humanities and social sciences are in charge, is 
therefore not only a question of disciplinary elucidation about its benefits and possible 
contributions to current and future social robotics project, but also a matter of developing 
the right financial, political, and educational infrastructures. 

2.�Workshop Aim and Structure 

2.1. Talks 

In the first part of the workshop two international speakers were invited to reflect on how 
to understand, practice, and foster transdisciplinary research in social robotics in 
academia and beyond. Drawing on their own experiences working within 
transdisciplinary projects, they were presenting their perspectives on how to improve and 
refine collaboration between the various disciplines within social robotics. 
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Erich Prem (eutema GmbH and University of Vienna): Strategic components for social 
robotics research: Lessons learned from transdisciplinarity in embodied AI and art 
 
It is striking how visions of the humanoid robot as presented in science fiction utopias 
and dystopias are driving social robotics research or at least are clearly present in some 
social robotics research programs. This is even more surprising since recent successful 
robotics research took inspiration from biology in the form of insects and other animals. 
I propose that the history of embodied AI and behavior-based robotics can be regarded a 
success story of robotics research that brought together researchers from a broad range 
of disciplines. I will point out some historical highlights and challenges about the 
collaboration of researchers in computer science, electrical engineering, ethology, 
biology, philosophy, and other fields. This flourishing field in the 1980s led to the advent 
of commercially successful robots such as autonomous vacuum cleaners and lawn 
mowers that are now commonplace and often seamlessly interact with humans. Such 
interdisciplinarity constitutes a huge challenge for academia, but also for research 
agencies and administration. Going even beyond academic disciplines, I will also present 
insights from the more recent interaction of art and robotics and propose elements of a 
methodology for productive transdisciplinary work in social robotics. I suggest taking 
inspiration from the animal world rather than views from science fiction to approach the 
human-robot relation more productively. 
 
Johanna Seibt, Christina Vestergård, Malene Damholdt (Research Unit for Robo-
philosophy, Aarhus University): Integrative Social Robotics, Transdisciplinarity, and 
Value-Driven Design 
 
The talk will introduce the RDD (research, design, and development process) paradigm 
of Integrative Social Robotics (ISR; Seibt 2016), relate it to “value-sensitive design” 
(Friedman, Kahn, Borning 2002) and “design for values” (van den Hoven 2005) and then 
discuss whether and in which sense ISR can aspire to generate a “transdisciplinary 
research framework” for social robotics applications. ISR aims to address the virtually 
impossible task of developing social robotics applications in a responsible fashion. Since 
human socio-cultural interactions are the most complex reality we know, the RDD in 
social robotics requires maximal interdisciplinary scope; moreover value experience is 
not only complex, but also highly contextual—stable projections of how people will 
experience an application are currently not possible. This creates a gridlock of the 
“regulation problem” and the “description project” in social robots. The model of ISR is 
to address this gridlock, e.g., by intertwining a mixed method approach (i.e., conducting 
experimental, quantitative, qualitative, and phenomenological research for the same 
envisaged application) with conceptual and axiological analysis. We illustrate some of 
the difficulties of this approach as we currently have encountered them in our research, 
and in relation to the methodological discussion in HRI research. In conclusion we 
consider possible implications of these difficulties for the form of interdisciplinarity of 
ISR. (See this volume, “Five Principles of Integrative Social Robotics”) 

2.2. Plenum Discussion 

In the second part of the workshop the participants engaged actively in a group discussion. 
The participants used their own disciplinary background and experiences of 
collaborating across various fields of research to contribute their view on how to make 

G. Hannibal and F. Lindner / Transdisciplinary Reflections on Social Robotics 25



social robotics transdisciplinary. During the discussion it was highlighted that it is 
necessary to rethink how to implement transdisciplinarity into daily research practice and 
education within social robotics. There were also discussions about how social robotics 
needs to create and make use of new narratives, where taking on a historical perspective 
could be a good starting point. Especially the period of Nouvelle AI, which emerged in 
the beginning of the 1990's, was mentioned as an example of fruitful interdisciplinary 
research, which furthered the development of robotics significantly. Moreover, the field 
of cognitive science was mentioned as a good role model for future development of social 
robotics as it productively integrates psychology, neuroscience, computer science, and 
philosophy. 
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Abstract. “Integrative Social Robotics” (ISR) is a new approach or general method 
for generating social robotics applications that are culturally sustainable (Seibt 
2016).  The paper briefly recapitulates the primary motivation for ISR.  Currently 
social robotics is caught in a compounded version of the Collingridge dilemma—a
triple gridlock of description, evaluation, and regulation tasks.  In a second step we 
describe how ISR can overcome this gridlock, presenting five principles that should 
guide the research, design, and development (RDD) process for applications in 
social robotics. Characteristic of ISR is to intertwine a mixed method approach (i.e., 
conducting experimental, quantitative, qualitative, and phenomenological research 
for the same envisaged application) with conceptual and axiological analysis in 
philosophy; moreover, ISR is value-driven and abides by the “non-replacement 
principle”: social robots may only do what humans should but cannot do.  In 
conclusion we suggest, with reference to a classification of different formats of 
pluridisciplinary research by Nersessian and Newstetter (2013), that ISR may 
establish social robotics as a new transdiscipline. 

Keywords. Integrative Social Robotics, Collingridge dilemma, D-E-R gridlock, 
ontology of social robotics, no-replacement principle, responsible robotics,
participatory design, value-sensitive design, design for values, care-centered value-
sensitive design, transdiscipline

1. Introduction

The label “Integrative Social Robotics” was introduced in 2015 to identify “a new 
approach” to the research, design, and development (RDD) process for applications in 
social robotics [1]. Social robotics and Human-Robot Interaction studies (HRI) are 
comparatively young fields that have been operating for more than a decade, without
clear demarcation of their domain and without established methodology (a first edited 
volume devoted entirely to method reflection in HRI is forthcoming only now, see [2]).  
“Integrative Social Robotics” (ISR) was developed in order to promote a more systematic 
and methodologically reflected approach to social robotics, an area that goes far beyond 

                                                          
1 Johanna Seibt, Department of Philosophy, Aarhus University, Jens-Christian Skous Vej 7, 8000 Aarhus 

C, Denmark. E-mail: filseibt@cas.au.dk

Envisioning Robots in Society – Power, Politics, and Public Space
M. Coeckelbergh et al. (Eds.)

IOS Press, 2018
© 2018 The authors and IOS Press. All rights reserved.

doi:10.3233/978-1-61499-931-7-28

28



the competences of engineers, and beyond the competences of any single discipline, for 
that matter, yet may become a core area of research and employment in the 21st century. 
To our knowledge, ISR is the first systematic attempt to provide the theoretical 
groundwork that is needed in order to establish social robotics as an interdisciplinary or 
even transdisciplinary research area. ISR is the first and so far only program that (i) 
maintains that the overall rational goal of social robotics must be the development of
culturally sustainable, i.e., value-preserving or value-enhancing applications; (ii) aims 
to describe in detail how we need to organize RDD process in social robotics in order to 
produce such applications; and (iii) provides the ontological, value-theoretical 
(axiological), epistemological, and metaphysical arguments that are needed to justify 
both (i) and (ii). 

In a nutshell, the basic argument for ISR and its general idea runs as follows. Social 
robotics is currently caught in a deadlock of normative-regulatory and descriptive 
tasks—or more precisely, a triple gridlock of description, evaluation, and regulation.
This deadlock cannot be resolved as long as tasks of description, evaluation, and 
regulation tasks are kept far apart in the RDD process. Currently social robotics and HRI 
research investigate what social robots can do, while robo-ethicists deliberate afterwards 
what robots should do. In contrast, according to the ISR approach we should ask what 
social robotics applications can and should do, from the very beginning. Given the rapid 
pace of the robotics industry, descriptive, evaluative, and regulatory questions in social 
robotics must be kept in close contact—in particular, normative considerations must not 
come after but before and throughout the development of a social robotics application, 
(subsequent evaluations of the new practices that ensue from the new application are of 
course also necessary).  Currently it is not possible to combine descriptive-theoretical 
and normative-practical questions in HRI and social robotics in the RDD process since 
both of these areas are problematically limited in their interdisciplinary scope—despite 
all good intentions on the side of the engineers, experts for the normative-practical (i.e. 
ethical and value-theoretic) questions do not contribute to the RDD process as such. In 
contrast, ISR is a research and production method that integrates robotics with empirical
research in the Human and Social Sciences as well as conceptual, phenomenological, 
and value-theoretic research in the Humanities. The resulting paradigm is user-driven 
design writ large: research, design, and development of social robotics applications are 
guided—with multiple feedback—by the reflected normative preferences of a cultural 
community, both the local community in the immediate context of the application and 
the embedding normative community, i.e., the society in which the normative and 
legislative discourse takes place that adaptively stabilizes a value system.

As a full-scale interdisciplinary research approach including experts on culture and 
values to ensure full-scale participatory design, ISR was envisaged in 2015 by the first 
author. The more concrete contours of ISR currently emerge, in a learning-by-doing 
format, in the context of a five-year research project funded by the Carlsberg Foundation
that involves 25 researchers from 14 disciplines. The aim of this short paper thus is to
present a somewhat more detailed version of ISR as researchers in this group currently 
understand ISR. 

We will proceed at follows. In the first section we briefly restate the argument that 
motivates the ISR approach, explaining in greater detail the “description problem” of 
social robotics and HRI. In the second section we set out five principles that formulate 
general guidelines for how to organize the RDD process according to ISR. In conclusion
we briefly mention two issues to be taken up by the longer version of this short paper. 
On the one hand, it will be instructive to clarify how ISR compares with other value-
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oriented design approaches. On the other hand, to understand the type of integration 
envisaged by ISR, we need to compare social robotics, as undertaken now versus as 
conducted in the form of ISR, with other recently established pluridisciplinary research 
areas such as biotechnology or bioinformatics.  Applying the classification worked out 
by N. Nersessian and W. Newstetter [3], we suggest that ISR not only will facilitate the 
transition of social robotics from a “multidiscipline” to a “interdiscipline”, but also may 
lead to the formation of a “transdiscipline”. 

2. The Motivation for ISR: The D-E-R Gridlock

Research communities in technology design and technology assessment are well familiar 
with a methodological problem that D. Collingridge formulated in 1980 [4].  
Collingridge observed that for certain technologies the following two conditions hold. 
First, the social impact of technology cannot be predicted before it is widely used; second, 
once it is widely used, the technology no longer can be removed. The two conditions 
create a practical dilemma in cases where the use of the technology is potentially harmful. 
Cases in point are fossil fuel driven combustion engines, smart phones, or web-based 
deep learning algorithms. In the case of combustion engines our grandparents resolved 
the dilemma by setting epistemic uncertainty aside and delivering to future generations 
the problem of how to undo a socially deeply entrenched technology with negative 
impact on the climate; in the case of smart phones or web-based AI we are currently 
faced with the dilemma of having to choose between safety and innovation—the socio-
cultural impact of these technologies on our linguistic and cognitive skills or our 
epistemic autonomy can only be assessed over the time-span of a generation, by which 
time potential damages may be irreparable and because of that societies at that time will 
be unable or unwilling to give up on smart objects or web-based decision support.

By contrast, in the research community in social robotics the Collingridge 
dilemma is rarely referred to. This is remarkable given that social robotics is a technology 
that faces a particularly exacerbated form of the Collingridge dilemma, as argued in [1]. 
In fact, social robotics faces a trilemma constituted by a triple gridlock of description, 
evaluation, and regulation tasks (D-E-R gridlock). To explain, ethical and legal 
regulations for the domestic and institutional use of social robotics applications should 
be based on research results that document the short-term and long-term effects of 
human-robot interactions on individuals and communities, that is, research results that 
evaluate these effects in psychological, anthropological, sociological, and ethical regards. 
Currently, however, such research is not available. HRI has constituted itself about a 
decade ago in an effort to provide part of the research that could be relevant for legal 
regulation, mainly with focus on psychological and therapeutic effects in individuals, 
and mainly short term—exceptional long-term studies investigate interactions between 
3-6 months, see e.g., [10, 11]. An important systematic part of the research 
documentation of the effects of human-robot interaction thus is still missing—especially 
research results collected with mixed methods integrative anthropological and value-
theoretic analyses. This generates the first element in the triple D-E-R gridlock.

But there is an additional and more profound shortcoming of HRI research: so
far it has been undertaken without a unified descriptive framework in which the 
capacities of robots are clearly described. Engineers typically describe what social robots 
‘do’ without clear distinctions between functional and so-called ‘intentionalist’
vocabulary. Most of the characterizations of the capacities of social robots, if taken 
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literally, falsely impute to the robot the sophisticated mental capacities that we associate 
with human intentionality or, in traditional philosophical terminology, with 
subjectivity—e.g., the capacity to represent, recognize, engage in speech acts, choose, 
agentively move (in accordance with agentive volitions), or apply normative judgement.
Robots are said to “act as” care-givers or companions, but also directly described with 
intention-implying action verbs such as “understand”, “disagree,” “greet”, “perform
rehabilitation therapy”, “work in retirement homes”, “give directions”, “recognize,” 
“respond”, “cooperate,” “communicate”, etc. But the inadvertent use of intentionalist 
vocabulary even occurs in classifications of social robots; for documentation and a more 
detailed discussion see [1, 12, 13].

HRI thus is still saddled with the “description problem in social robotics” [1],
which we will restate here supplying more argument, as follows. In the literature there 
are currently four main strategies for the description of a robot’s non-instrumental
capacities (in interactions with humans):

(1) Uncommented metaphorical extension: Robotic capacities are described 
with verbs for intentional actions—robots are said to ‘answer’, ‘greet’, 
‘guide’, ‘advise’, ‘remind’, etc. These descriptions are literally false, 
relative to the conceptual norms that currently hold for the correct usage of 
these verbs, but authors apparently take it to be ‘understood’ that such
deviations from conceptual norms are acceptable metaphorical extensions 
which do not need explicit justificatory commentary.

(2) Design for deception: As in (1) robotic capacities are described with verbs 
for intentional actions, but explicitly from the point of view of the person 
interacting with the robot: “We refer to this class of autonomous robots as 
social robots, i.e., those that people apply a social model to in order to 
interact with and to understand. This definition is based on the human 
observer’s perspective” [14. p, 168]. The person who interacts with the 
robot is supposed to misunderstand the robotic motions and acoustic 
productions as actions of answering, greeting, guiding, reminding, advising
etc. The deceptive display of intentional actions is the expressed aim of the 
design of the robot: “Believability is the goal. Realism is not necessary”
[15, p. 52].

(3) Behaviorist reduction: Robotic capacities are characterized with 
intentionalist vocabulary on the explicit assumption that the common 
conceptual norms do not apply for the robot. Here authors expressly are 
committed to Behaviorism in philosophy of mind and hold that in their 
scientific use, these verbs do not imply that the agent has intentions and 
beliefs but merely describe parts of behavioral patterns (in a sense of 
‘behavior’ that applies to lower animals, i.e., agents without intentions).

(4) Fictionalist interpretation: robotic capacities are characterized with 
intentionalist vocabulary as part of a description of a make-belief scenario. 
The person interacting with the robot is described as having accepted the 
conventions of a fictional context and understand robotic motions and 
acoustic productions as if these were answers, greetings, beckoning, 
reminders, etc.

Each one of these strategies for describing robotic motions is highly problematic. Ad (1):
Uncommented metaphorical extensions are only admissible in scientific contexts when 
the domain clearly implies non-literal use—atoms can be said to ‘donate’ electrons since 
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they are clearly not the kind of entity that could have or simulate human intentions or 
other human mental states (unless one subscribes to an untenable variety of 
panpsychism). But in scientific contexts such as AI and social robotics that pertain to the 
analysis, modelling, or simulation of human cognition such uncommented metaphorical 
extensions violate common norms of responsible use of scientific terminology. The fact 
that roboticists fully understand that robots currently are far from  simulating the internal 
processes of human cognition is not sufficient to justify the uncommented usage of 
intentionalist vocabulary—they are muddling the waters of future interdisciplinary 
discourse and, in fact, of progress within their discipline (how to distinguish a robot that 
‘answers’ in the metaphorical sense from a future one that operates with a software based 
on a linguistic theory of pragmatics and really answers?).

Ad (4): While strategy (1) makes false statements about the robot, the
fictionalist interpretation falsely describes the interactions between robot and human—
neither from the first person perspective nor from the third person perspective can human 
robot interactions be understood as fictional social interactions. The phenomenological 
content in first person perspective—the ‘what it is like’—of an interaction under the 
explicit mutual convention of fictionality contains that aspect of fictionality. 2 If a 
situation is defined as a make-believe scenario, i.e., as a play, the participants of the play 
experience their actions as contributions to a fiction. For example,. a greeting on stage is 
experienced as play-acting-in-the-mode-of-a-greeting. By contrast, the phenomenal 
experience of a person interacting with a robot, i.e., a scenario where no fictionality 
convention has been put in place, does not contain the fictionality of the action as part of 
the agentive experience. Here the person is not play-acting but ‘playing along’ with 
attempts at social interactions (by a child, animal, or robot) and typically experiences 
herself or himself in an assistive mode, perhaps mixed with feelings of slight 
embarrassment for the clumsiness of the interaction partner. From the third person 
perspective the fictionalist interpretation fails even more clearly, since there is no such 
thing as a fictional social interaction. All social interactions are real once they are 
performed, since they are performative acts akin to promises—there are social 
interactions that establish fictionality and maintain fictionality (the play-acting), but no 
fictional social interactions (for details of this argument see [12] and especially [13]).

Ad (2) and (3): The second and third strategy for characterizing robotic 
capacities are more promising, since they do not involve falsehoods. To begin with 
strategy (3), here intentionalist verbs are used merely to refer to typical behavioral 
patterns that are commonly exhibited when people performs certain social actions 
(answering, greeting etc.). But even if this usage of intentionalist verbs is consistently 
applied one-sidedly, only for the robot but not for the human, the resulting descriptions
are extremely coarse-grained—does it depend, for example, on pitch and prosody 
whether the sounds that the robots produced fit the behavioral pattern of a greeting or an 
answer? Strategy (2), design for deception, faces just the same problem. Here the use of 
intentionalist vocabulary is justified since it describes the desired misperceptions of 
robotic motions by the person interacting with the robot. In technical philosophical terms, 
this strategy uses intentionalist verbs (answers, explains, greets, etc.) as response-
dependent predicates—in essence, strategy (2) amounts to the proposal that sentences
such as ‘the robot answers’ should be interpreted just like ‘this piece of Sachertorte is 
delicious’ or ‘this surface is red’ as claims about response dependency (roughly: ‘X is F’ 
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careful hermeneutic presentation in the hope of immediate plausibility.
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just in case ‘a person has the tendency to respond to X with the predicate ‘F’ (or: tends 
to be appeared to F-ly by X’). However, response-dependent descriptions of robotic 
capacities are very coarse-grained—there are many ways in which a robot can elicit in a 
person the interpretational model of a social interaction. Moreover, a description of 
robotic capacities in terms of response-dependent predicates would only be useful if the 
degree of variation in individual responses were sufficiently small. Currently, however, 
precisely this is not yet warranted; it is unclear, for example, to what extent personality 
traits may affect such responses [16]. Since the stability of responses across time, 
personalities, and cultures is still an open task for HRI research, it should not be 
presupposed by the terminological framework that is used to conduct such research.

The description problem in social robotics and HRI research thus consists in the 
fact that none of the extant common strategies for the description of robotic capacities 
provides a suitable terminological framework that would allow researchers to undertake 
reliable and precise evaluations of the consequences of human-robot interactions. Social 
robotics and HRI research proceed from descriptions of robotic capacities that are not 
suited for this task—either because they are literally false (strategies (1) and (4)), or else 
because they are too coarse-grained (strategies (2) and (3)).

In sum, the triple gridlock between description, evaluation, and regulation arises 
since regulation requires the completion of four interdependent lines of inquiry. The first 
three concern questions of evaluation:

(I) Effects on human social interactions? By way of empirical research 
we would need to determine whether human-robot interactions affect 
human-human social interactions and which robotic affordances are 
most conducive for any (desired of undesired) long-term effects.

(II) Should some human-robot interactions count as ‘social’? On the basis 
of conceptual research and empirical research on sociality, we should 
assess whether human-robot interactions can and should count as 
properly ‘social’ interactions at all.

(III) Effects on values? On the basis of value-theoretical and ethical 
research, as well as empirical research, we need to determine whether 
and how human-robot interactions will affect the value-system of a 
certain socio-cultural community.

These evaluative issues that would need to be clarified in order to consider where and 
how to take regulative measures. But questions III and II each build on the preceding 
one, and question I cannot be fully answered due to extant ethical regulations preventing 
long-term experiments with possible irreversibilities. Moreover, all three questions 
require that we have already addressed the description problem:

(IV) Precisely what is going on? The interactions engendered by robotic 
affordances and capacities need to be described in detail in a unified 
theoretical framework so that empirical research results in HRI as 
undertaken from different disciplinary perspectives can be combined 
to produce a comprehensive and in-depth understanding of 
“asymmetric social interactions” with robots [13].

Question IV in turn builds on the results of question I. This, then, is the triple D-E-R
gridlock: in order to regulate human-robot interactions, we need to have clear evaluations
of the possible consequences, but in order to evaluate human-robot interactions we need 
to conceptualize robotic capacities and human-robot interactions more properly in a
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comprehensive, interdisciplinary, integrated theory of asymmetric social interactions; 
such a theory currently cannot get off the ground, however, given that a suitable 
descriptive framework is lacking, and required long-term and broad range studies are 
ethically ruled out.

3. Five Principles of ISR

How could we resolve the current description-evaluation-regulation (D-E-R) gridlock in
social robotics? Similar gridlocks arise in other research areas, but it seems that we 
cannot transfer any of the resolution strategies applied elsewhere. For example, unlike 
medical research, social robotics cannot perform studies on animals (i.e., on sufficiently 
similar systems) and assess effects on humans by causal analogy. Again, unlike climate 
research, social robotics cannot even settle for short term projections and estimations of 
tendencies.  For on the one hand, there are no laws that govern the actions of human 
beings, and, on the other hand, while the climate itself does not care about whether we 
do research on it or not, whatever tendencies in human reactions we can observe may 
change under observation (observer effect) or in reaction to new knowledge, new framing,
or new social conditions (observer effect writ large).

In fact, human socio-cultural interactions are the most complex type of reality 
we are currently familiar with and tampering with it in the dark seems outright 
irresponsible. There are several proposals for how to arrive at “responsible robotics” but, 
as we briefly discuss in the conclusion, it appears that ISR is the currently most 
comprehensive proposal for a ‘Gestalt switch’ in the research, design, and development 
(RDD) paradigm of social robotics that can overcome the D-E-R gridlock (for a graphical 
representation of the relevant reorganization see [1]). While the details of ISR are under 
development, the following five principles formulate the characteristic core ideas of the 
ISR approach.

The first principle, the so-called “Process Principle”, prescribes an ontological 
reorientation away from objects or things towards a focus on processes or, more precisely, 
interactions. (To formulate these principles compactly, let ‘social*  interactions’ refer to
interactions that a future theory of asymmetric sociality may classify as social 
interactions; moreover, let ‘social interactions’ (and ‘social* interactions, respectively)
here refer broadly to include socio-cultural interactions.)

(P1) The Process Principle: The product of a RDD process in social robotics 
are not objects (robots) but social* interactions.

The main reason for why RDD processes should be guided by the Process Principle is 
that so-called ‘social robots’ simply are not things that people use—as pointed out in the 
previous section. These robots are conceptualized as social agents, which means that 
relative to the methodological standards of analytical ontology [17] they cannot be 
treated as things. Ontologically speaking, social robotics produces affordances for 
social* interactions. Once we are aware that the goal of the engineering efforts in social 
robots are not ready-made things but social interactions—as afforded by certain artifacts 
in a certain context—we can approach the evaluation and regulation task with much 
greater precision. Due to (P1) the question: ‘Should we regulate the use of service robots 
of type X in public institutions of type Y?’ turns into the much more specific and 
manageable question: ‘Should we regulate the occurrence of the interaction of quasi-
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assisting (or: quasi-teaching, quasi-counseling, quasi-advising, etc.) in public institutions
of type Y?’ The ontological redirection from things to social* interactions facilitates 
regulations in two ways. On the one hand, discussions about whether or not to introduce 
a thing into a human interaction context immediately face the problem of the “functional 
multi-stability of artifacts” (D. Ihde)—things can be used and abused in so many 
unforeseeable ways. By contrast, the affordances of social interactions can be more easily 
calculated. On the other hand, and more importantly, the focus on interactions 
immediately opens up a search space for a how. How can we generate the desired 
interactions in the given context? While introducing a robot effects a determinate change 
in the physical affordances of an interaction context, introducing an interaction is 
tantamount to raising questions about alternative designs (e.g., ‘how should the quasi-
guiding be realized, by a floating or a rolling device, non-verbally or verbally?’ etc.), 
promising more reflected and adequate changes in the physical affordance space.

If social robotics produces (affordances for) social* interactions, we need to 
abandon the current conception of social robotics as a branch of engineering that is in 
contact with one or two additional disciplines relative to application context—e.g.,
developmental psychology, cognitive science, education science, gerontology, or the 
healthcare professions. Given that social robotics directly intervenes in the ‘world’ that 
we constitute with our socio-cultural interactions—to restate: the most complex 
ontological domain we are currently familiar with—we need to widen the scope of 
disciplinary input in this area of technology production and bring as much as possible of 
our available knowledge and expertise to bear on the envisaged interventions. Such an 
opening of the interdisciplinary scope is a matter of general methodological soundness 
in scientific research and a matter of practical rationality—relevant knowledge must not 
be left out. Therefore we need to redefine social robotics and HRI as interdisciplinary 
research areas that centrally involve the very disciplines that specialize in knowledge 
production about the socio-cultural domain, namely, the Humanities and the social 
sciences, together with their special methodologies. The second principle of ISR 
formulates this requirement: 

(P2) The Quality Principle: The RDD process must involve, from the very 
beginning and throughout the entire process, expertise of all disciplines that 
are relevant for the description and assessment of the social* interaction(s) 
involved in the envisaged application. 

Of course, much hinges on the definition of ‘relevant’ in (P2), requiring a longer 
discussion we must forego here. But it should be clear, we hope, that the current level of 
disregard in HRI and social robotics for qualitative and mixed methods, for the results of 
phenomenological, conceptual, and value analysis, resembles the attempt of cooking a 
good meal by working from a biochemistry book.  Only if the Humanities and social 
sciences are ab initio involved in research, design, and development of social robotics 
applications, can we hope to resolve the D-E-R gridlock, working on both the D-E and 
the E-R elements of the triple gridlock at the same time. First, we can approach the 
description problem by using Humanities research in (social) ontology to set up a
sufficiently precise terminological framework for the description of human-robot 
interactions (for extant attempts see e.g., [18-21]). On the basis of such a unified 
descriptive framework we can integrate the research results from the human and the 
social sciences as well as of the Humanities to devise a comprehensive theory of 
asymmetrical social interactions and explore how and where to set the boundaries of the 

J. Seibt et al. / Five Principles of Integrative Social Robotics 35



domain of sociality. Second, if Humanities research on norms, values, and cultural 
practices etc. are involved throughout the RDD process in social robotics, we can address 
the evaluation-regulation gridlock in a processual fashion, using short term regulatory 
feedback based on continuous evaluation instead of the current ‘after-the-fact’ attempts 
at evaluation and regulation. 

The philosophical foundations for this processual approach to the E-R gridlock 
can be found in the early pragmatist tradition, especially in the work of J. Dewey, but 
even if one does not share the (anti-)metaphysical convictions of the early pragmatists, 
it should be clear, we submit, that method pluralism and the opening of the 
interdisciplinary scope in the investigation of human-robot interaction can only improve 
the quality of research in this area and thus the reliability of the evaluations that are to 
inform regulations.

The following two principles make substantive assertions about the nature of 
social and socio-cultural interactions. Again we need to leave a more detailed 
justifications for these assertions about the ontology of social interactions for another 
occasion, and will highlight here only in which way the two principles can contribute to 
dissolving the triple gridlock. The “complexity principle” insists that social entities do 
not enjoy the sort of ‘simple being’ of things:

(P3) Complexity Principle: Any social interaction I is a composite of (at least) 
three social interactions <I1, I2, I3> described from three perspectives (at least: 
first person, second person, and third person). The RDD process in social 
robotics must envisage, discuss, and develop social* interactions conceived as 
such perspectival composites.

Social interactions such as a greeting involve what interaction partners do and experience, 
but each interaction partner experiences the interaction taking her or his own point of 
view (what do I need to do in order to fulfill the action norm?), the other person’s point 
of view (is what I am doing perceived as fulfilling the action norm?), as well as the point 
of view of an imaginary third person (are what I and the other one are doing in agreement 
with the action norm as externally perceived?). Given that social interactions can only 
be established with a minimum of three people involved, i.e., given that the third-person 
perspective is not only imagined but must exist de facto, social interactions are 
intrinsically complex entities. In designing and developing a robot, engineers need to 
take all three perspectives, with the robot being the proxy of the engineer’s first person 
perspective. Such perspective-taking becomes complicated once normative issues enter 
(e.g., ‘what does it look like to a bystander if the robot lifts the patient like this?’). In the 
ISR paradigm, due to (P2), engineers are not alone in this complicated task but 
collaborate with those who have the required expertise in the normative system that our 
socio-cultural practices implement. In combination with (P2), (P3) thus can facilitate the 
processual dissolution of the E-R gridlock, i.e., the selection of culturally sustainable 
human-robot interactions, since evaluations from a third-person perspective of 
evaluation by the normative community at large are already anticipated in the 
development of the application.

The fourth principle accounts for the very fine-grained identity conditions of 
social interactions.

(P4) Context Principle: The identity of a social interaction is relative to its
(spatial, temporal, institutional etc.) context. The RDD process in social 
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robotics must be conducted with continuous and comprehensive short-term 
regulatory feedback loops (participatory design) so that the new social*
interaction is integrated with all relevant contextual factors.

Since social and socio-cultural significances depend on the context of interpretation, it is 
not possible in social robotics to operate with general projections of the workings of the 
(physical, kinematic, and functional) design of a social robot. This is nothing new—it is 
a particular case of a well-known general problem, the problem of the context-
dependency as it arises for many technological innovations. Since the 1970s, with first 
proposals originating in Scandinavia, the problem of context-dependency has given rise 
to dynamic design formats called ‘cooperative design’, ‘co-design’, ‘user-driven design’, 
or ‘participatory design’. The degree, scope, and temporal extent of the ‘participation of 
all stakeholders’ is left open, however. In the RDD process of ISR these variables are 
specified beforehand and continuously re-evaluated, since the relevant (especially: 
temporal) factors of a context may appear only in the course of the development of an 
application. Developer teams that use ISR not only shall create applications that are 
tailored to the specific conditions of particular interaction contexts (schools, nursing 
homes, public places etc.) but they shall also pay attention to the temporal requirements 
of the interaction context and accompany social robotics applications beyond the 
introduction period to the first phase of the ‘new normal’, i.e., to a time when new 
normative practices for the handling of exceptions and malfunctions are in place (for a 
case study on an attempt of introducing assistive technology that fails to do so see [22]). 
A highly context-sensitive RDD process as prescribed in (P4) decisively shortens the 
feedback loops between evaluation and regulation and thus can, in combination with the 
remaining principles of the ISR approach, locally sidestep the evaluation-regulation 
element of the triple gridlock, which contributes to the latter’s eventual general 
dissolution.

The fifth principle of ISR is by far the most important one, not only in practical 
regards but also in terms of the farther-reaching metaphysical commitments incorporated. 

(P5) Values First Principle: (a) Throughout all stages the RDD process in 
social robotics should be governed by axiological evaluation. (b) Target 
applications of social robotics must comply with the non-replacement maxim: 
social robots may only do what humans should but cannot do. (More 
precisely: robots may only afford social* interactions that humans should do, 
relative to value V, but cannot do, relative to some constraint C). 

To begin with the practical rationale for (P5), given the D-E-R gridlock, given that we 
are currently operating in a compounded situation of epistemic uncertainty (where we 
cannot describe the interactions we are creating nor know about  their effects), the most 
rational procedure is to select only those application projects that fulfill the non-
replacement maxim relative to a value V that in our current axiological system (system 
of ethical, aesthetic, cognitive, practical, etc. values) ranks highest in the given context.  
Currently ethical (moral) values still rank highest in our practical reasoning and the non-
replacement maxim operates as a filter that forces innovative energies to deprioritize 
economic considerations of brute force productivity gain. Instead of asking ‘How we can 
actualize the “automation potential” [24] of our current professions, i.e., replace human 
social interactions with human-robot social* interactions?’, the non-replacement maxim 
forces developers to ask ‘Is there a high-ranking (moral) value that in the given context
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and given constraints C cannot be realized by human-human interaction but can be 
realized by means of a human-robot social* interaction?’. The constraints C may relate 
to material aspects (e.g., humans cannot be exposed to radioactive radiation or cannot 
run on solar energy) or to more subtle features of kinematics and appearance (e.g., 
humans typically cannot repeat actions precisely and indefinitely, or fail to have gender).
The fact that the non-replacement maxim refers to constraints by means of a variable 
(‘C’) renders the maxim as open as it needs to be in order to engender joint reflections, 
by all stakeholders, about the necessity of the envisaged replacement of human social 
interaction.

For example, taking a real case, the developer team of the SMOOTH project 
[25] aims to produce a carebot for a care facility for elderly citizens with dementia that 
should guide residents to the dining hall as well as encourage them to take walks around 
the facility. Assisting this project as ethical advisor, the first author suggested to apply 
the principles of ISR, and in particular the non-replacement maxim: Is this type of 
accompaniment something robots should do, since care staff should do it but cannot, 
given their work schedules? This question forces developer teams (which according to 
(P4) should include the management of the care facility) to reflect whether the nature of 
this (practical, economic) constraint on human abilities justifies, relative to the value of 
direct human contact, a replacement of the human social interaction. More importantly, 
in combination with (P1), it also generates a second question: Is there any sort of other 
but related social* interaction, a special way to perform the guiding, that humans should 
do but cannot, for more principled reasons, while robots can? What if the guiding robot 
could, via its medial capacities (playing favorite tunes, projecting pictures of 
grandchildren as a target to walk to, etc.), create motivations instead of admonishments? 
To take another example, consider the case where humans should assist others with 
physical disabilities by feeding or dressing them but should do so without disturbing the
space of autonomy of the disabled person, i.e., without realizing an interpersonal 
interaction with all its psychological and moral ‘density’; this is something that humans 
by their very being cannot do, while a robot can perform the required assistive functions 
as an impersonal social agent under the control of the disabled person. Given the nature 
of the constraint in this case, the replacement of a human social interaction will appear
more justifiable in relation to the value of personal autonomy.

In a nutshell, given the triple gridlock of description, evaluation, and regulation 
and the situation of deep practical uncertainty generated by it, the rational thing to do—
if the technology is to be developed at all—is to try and use the technology for what can 
be discursively established to be the best purposes in the given context, and this what 
(P5), in combination with the other four principles of ISR, aims to engender. The RDD 
processes of ISR thus are strictly value-driven but it should be noted that the relationship 
between values and their realization in social reality is not conceived on the model of the 
instantiation of eternal abstract entities, so-called ‘Platonic ideals’—instead, values here 
are taken to be continuously ‘in the making’, to exist only in their realizations in 
interactions and the heuristic deliberations that guide towards these realizations. This
process-philosophical account of values, which rearticulates the position of the early 
pragmatists (especially J. Dewey), points to the larger philosophical trajectories that 
buttress the construction of ISR. As such, this we wish to stress, ISR is practically 
motivated in terms of the D-E-R gridlock, but it is an approach that at the same time also 
aspires to be defensible in wider philosophical perspectives. We need to leave the 
elucidation of the philosophical embedding of ISR for another occasion. But just to 
mention one of these trajectories, it appears, following Heidegger’s line of thought in 
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The Question of Technology, that we have reached that ‘moment’ or period in human 
cultural history where for ontological reasons the challenge that technology poses to 
humanity reaches an extremal phase—the “robotic moment” [23, p. 23]more than any 
stage of technological development before it seems to force us to realize that our ‘essence’ 
lies in nothing else but our capacity for responsiveness and more than ever it matters now 
how we determine “who we are and who we are willing to become” [23, p. 26]. The 
method paradigm of ISR enables us to reach a new level of human self-understanding, a 
‘post-post humanism’ (neo-humanism) that incorporates the lessons of 20th century 
cultural criticism with a process metaphysics, turning positions into heuristic procedures. 
Such a process-philosophical ‘neo-humanism’ refurbishes insights of early pragmatism 
and returns from Derridean deserts of dissipating signification to an ineradicably
dialogical conception of our world or even of reality [26]. 

4. Concluding Reflection: En Route to Transdisciplinarity?

In the preceding two sections we sketched the motivation for Integrative Social Robotics 
(ISR), i.e., the triple gridlock of description, evaluation, and regulation that currently 
hampers the development of culturally sustainable, responsible applications of social 
robotics; we introduced the five core principles of ISR that in combination create a new 
format of the RDD process in social robotics and briefly indicated how the latter can 
partly escape and eventually dissolve the gridlock. While current research in social 
robotics and HRI is fragmented and based on limited multidisciplinary research expertise,
using the ISR paradigm research on social robotics applications will generate an 
integrative theory of asymmetric social interactions that draws on a wide scope of 
multidisciplinary expertise, including all forms of knowledge that pertain to human 
social and socio-cultural interactions. While currently regulation is hampered by the 
different temporal rhythms of research and development, where the slow pace of peer-
reviewed publications is always outrun by the fast reactions of the robotics industry to
new market opportunities, in ISR evaluation and regulation are kept tightly together by 
involving all stakeholders from the very beginning, as this is familiar from ‘participatory 
design,’ but with one important modification. Heeding the fact that social interactions 
are complex processes—each consisting of at least three interactions viewed from 
different perspectives—the stakeholders in ISR include not only the persons and 
institutions of the immediate application context but also society at large. Considerations 
concerning the impact of an envisaged application on the social value system do not 
come after the development but drive the development of an application. 

To be sure, the attention to values in technology design is as such not new. At 
least since the late 1990s members of the research community in technology design have 
been promoting the inclusion of value considerations at the beginning of technology 
design. As a general design strategy for technology development, proposals for “value-
sensitive design” [5-7] and “design for values” [9] have been gaining momentum during 
the last two decades. There are, however, some important differences between these 
approaches and ISR, as well as the “care centered value-sensitive design” approach by 
A. van Wynsberghe [8, 27], and it will be instructive to undertake a more extensive 
comparison between the extant recommendations for value-oriented RDD processes.

ISR differs from the mentioned value-geared design strategies also by being 
more than just a design strategy—as expressed in the ‘quality principle’ (P2) above, ISR 
is the proposal to reposition social robotics and HRI research within the landscape of 
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scientific investigation and engineering. According to ISR, social robotics investigates 
the phenomena of asymmetric social interactions with artificial agents and is conducted 
in pluridisciplinary collaborations with wide interdisciplinary scope. This creates a 
second task for a comparative discussion of ISR. Will ISR create a “multidiscipline,” and 
“interdiscipline”, or a “transdiscipline”? Which precise form of pluridisciplinarity, as 
current philosophy of science has so far determined them, will ISR eventually realize?

Research on different forms of pluridisciplinarity are still a matter of ongoing 
research in philosophy of science, but there appears to be general agreement that different 
degrees of terminological and methodological integration can be used to distinguish 
between three main types of pluridisciplinary collaboration, as a “multidiscipline”, 
“interdiscipline”, and “transdiscipline”, respectively [3]. In a multidiscipline, such as 
climate research, “participants from disciplines come together in response to a problem, 
create a local integration to solve that problem, and go back to their respective 
disciplines, with these largely unchanged by the transient interaction” [3, p. 717]. An 
interdiscipline, such as biomedical engineering, involves the “integration of concepts, 
methods, materials, models” [3, p. 719] to generate a new understanding and modeling 
resources for the domain. As explained above, given that principles (P2) and (P4) in 
combination create continuous interaction and exchange of a multiplicity of research 
results and methods focused on one application context, ISR will generate the level of 
integration of an interdiscipline. But what about the prospects of ISR turning social 
robotics into a transdiscipline?

While the notion of transdisciplinarity is often used in a broader sense, we wish 
to raise this question specifically in relation to the more restrictive understanding of a 
transdiscipline as understood in Nersessian’s and Newstetter’s classification. A
transdiscipline such as integrative systems biology requires that “each field in the 
adaptive ... problem space will likely penetrate and change significant practices in 
regions of the collaborating field” [3, 723]. That is, the conceptual and methodological 
results gained in the new domain of ‘adaptive interdisciplinary transactions’ change the 
terminology and/or methods of the original disciplines—i.e., they have transformative
repercussions.

We believe that it is possible that the RDD format of ISR will turn social 
robotics and HRI into a transdicipline since already now, in our first implementations of 
ISR, we can see two instances for transformative repercussions. First, the phenomena of 
asymmetric social interactions call for a fundamental revision of the notions of 
subjectivity and sociality in philosophy, both of which have been resting on the 
traditional res cogitans model of the mind according to which the capacities for 
rationality, normative competence, moral and agentive autonomy, feeling, conceptual 
experience, creativity or spontaneity, etc. are a package deal. Second, and more 
significantly, it appears that the inclusion of relevant expertise as required by (P2) of ISR 
might lead to a revision of the notion of ‘anthropomorphization’ as it has been used in
psychology and—rather uncritically—imported into HRI research. When robots are 
accepted as social interaction partners, HRI researchers so far describe these phenomena 
in terms of the human ‘tendency to anthropomorphize’, i.e., “the tendency to attribute 
human characteristics to inanimate objects, animals and others with a view to helping us 
rationalize their actions. It is attributing cognitive or emotional states to something based 
on observation in order to rationalize an entity’s behavior in a given social environment.” 
[29, p. 180]. However, as we have argued elsewhere [30], based on an approach with 
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mixed methods as prescribed by (P2)—including quantitative experimental methods of 
psychology, qualitative methods of anthropology, and conceptual and phenomenological 
analysis as methods of philosophy—there are good reasons to distinguish between 
‘tendencies to anthropomorphize’ and ‘tendencies to sociomorphize’—i.e., to project 
social agency onto an item. There are at least ten different ways of understanding social 
agency, but not all of them involve the projection of characteristically human abilities—
so some but not all tendencies of sociomorphizing are tendencies of anthropomorphizing. 
Further research on the difference between anthropomorphizing and sociomorphizing in 
the domain of human-robot interaction may lead to a transformation of the notion of 
anthropomorphization in psychology in general, either by contrasting the notion with 
other forms of sociomorphisation or by reconceiving it in an altogether new emergent 
model of the affordances and tendencies that facilitate human social interactions.

In sum, the program of Integrative Social Robotics aspires to be the currently 
only extant paradigm or format for the RDD process in social robotics that (i) can 
practically and theoretically address the triple gridlock between description, evaluation, 
and regulation of social robotics applications, (ii) can answer substantive questions about 
the ontology of values and axiological rankings due to the inclusion of philosophical (i.e, 
not only ethical but also ontological and metaphysical) research at its core, and (iii) may 
perhaps turn social robotics into a transdisciplinary research area, in a demanding sense 
of ‘transdisciplinarity’ that transforms some central notions of contributing disciplines.
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Abstract. The integration of social robots in human societies requires that they are 
capable to take decisions that may affect the lives of people around them. In order 
to ensure that these robots will behave according to shared ethical principles, an 
important shift in the design and development of social robots is needed, one where 
the main goal is improving ethical transparency rather than technical performance, 
and placing human values at the core of robot designs. In this abstract, we discuss 
the concept of ethical decision making and how to achieve trust according to the 
principles of Autonomy, Responsibility and Transparency (ART). 

Keywords. Social practices, value-based design, social robotics, robot ethics, 
human-robot interaction 

1.�Introduction 

As robots increasingly act in everyday environments, they are expected to demonstrate 
socially acceptable behaviors and to follow social norms. This means that they will need 
to understand the societal and ethical impact of their actions and interactions in the 
sociocultural context in which they operate. In order to make them trustworthy and aware 
of the ethical issues involved in human-robot interactions, and to ensure that interactions 
are safe, ethical and acceptable for humans, we need to define design processes to include 
ethical reasoning and validation in the design of socially-aware robots. 

In this paper we present initial work towards this aim. We first explain why it would 
be helpful to follow a value-sensitive approach for the design of social robots [12] and 
how it could help to ensure that norms, values, and socio-cultural practices are included 
in the robot’s architecture. Then, we explain the principles of Autonomy, Responsibility 
and Transparency (ART) [4] which reflect our views regarding societal concerns about 
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the ethics of AI. Finally, we discuss how these principles affect the development of 
robots. 

2.�Value Sensitive Robot Behavior 

Ethical decision making can be understood as action selection under conditions where 
principles, values, and social norms play a central role in determining which behavioral 
attitudes and responses are acceptable. Currently, there are no standard ways to ensure 
that decision-making architectures are able to take this effect into account. In fact, the 
way robots choose between different possible courses of action (“plans”), is often left to 
its programmer. This may be done by statically prioritizing the plans by ordering them 
in a file or by using (implicit) criteria that are predetermined (and usually are utility-, 
resource-, or time-optimizing).  

Although this usually works well in applications where robots only have a very 
limited task, it does not transfer to applications where agents have several different tasks 
that are not directly related, e.g., an elderly companion robot. In these applications 
different interactions might require different criteria to optimize and long-term criteria 
might differ from short-term objectives. Such a caretaker robot, should take the values 
of the user as basis for its decisions (e.g., take the user’s privacy and freedom of choice 
into account) but at the same time ensuring that the user is safe and healthy by following 
the care plan provided by the doctor. Thus the robot needs to balance between the social 
values of assisting the user and the autonomous decision making of the user. In [3] a 
value-based planning architecture for exactly this scenario is presented.  

Different behaviors are required from the robot at different stages of assisting a user-
based on the same overall value system. A customer should be given autonomy in the 
decision to order a pizza, but not in how much to pay for it. This is predetermined by the 
price tag and the norm that one pays the price on the tag when one wants to take the 
product out of the shop. In order for a user to trust the robot’s assistance it should be able 
to understand the actions of the robot and also be able to question them. Partly this is 
solved by using the standard social practices that people are accustomed to. However, 
we propose that robots explicitly adhere to the principles of accountability, 
responsibility, and transparency as explained in the next section. The robot should also 
be able to reason about the importance and priority of the values of its user and other 
stakeholders (e.g. does the health of the user have priority over the user’s free will?), it 
should be able to report on the reasons of its choice, and the robot’s design process should 
provide openness about all the choices and options taken. 

3.� ART for Social Robot Architectures 

Developing truly social robots demands that we take into account the position of people 
in their relation to the robot. Following the work of [5, 10], we identify Autonomy, 
Interactivity, and Adaptability as the main characteristics of social robots. Greater 
autonomy must come with greater responsibility, even when these notions are necessarily 
different when applied to machines than to people. Ensuring that systems are designed 
responsibly contributes to trust on their behavior, and requires both accountability, i.e. 
being able to explain and justify decisions, and transparency, i.e. understand the ways 
systems make decisions and to the data being used. To this effect, we propose the 
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principles of Accountability, Responsibility, and Transparency (ART) [4], as depicted in 
Figure 1. ART implements a Design for Values approach, described in Section 4, to 
ensure that human values and ethical principles, and their priorities and choices are 
explicitly included in the design processes in a transparent and systematic manner. 

�

 
Figure 1. The ART principles: Accountability, Responsibility, Transparency

3.1.�Accountability 

Accountability is necessary for trusted Interaction, and refers to the need to explain and 
justify one’s decisions and actions to its users and others with whom the system interacts. 
To ensure accountability, decisions must be derivable from, and explained by, the 
decision-making algorithms used. This includes the need for representation of the moral 
values and societal norms holding in the context of operation, which the agent uses for 
deliberation. Accountability in AI requires both the function of guiding action (by 
forming beliefs and making decisions), and the function of explanation (by placing 
decisions in a broader context and by classifying them along moral values).  

Models and algorithms are needed that enable robots to reason about and take and 
justify decisions based on principles of accountability. Most current (deep-learning) 
algorithms are unable to link decisions to inputs, and therefore cannot explain their acts 
in meaningful ways. Machine accountability is strongly linked to Explanation and needs 
to be grounded in moral and social concepts, including values, social norms and 
relationships, commitments, habits, motives, and goals. Every robot should operate 
within a moral and social framework, in verifiable and justified ways. It goes without 
saying that they must operate within the bounds of the law, including, for example, the 
legal requirements associated with handling of the user data acquired and collected to 
improve predictions, suggestions and response times. The full impact of these legal 
requirements may soon impact the technical requirements of robots, requiring new types 
of collaboration between lawyers and tech developers. 

A possible approach to develop explanations methods is to apply evolutionary ethics 
[2] and structured argumentation models [9]. This makes it possible to create a modular 
explanation tree where each node explains nodes at lower levels, and where each node 
encapsulate a specific reasoning modules, treated each as a black-box. Moreover, this 
provides an approach to explanation that can be used for different robot cognitive models 
in a uniform way, e.g., for stochastic, logic, or data-based models. Another approach is 
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proposed in [7] based on pragmatic social heuristics instead of moral rules or 
maximization principles. This approach takes a learning perspective integrating both the 
initial ethical deliberation rules with adaptation to the context. 

3.2.�Responsibility 

Responsibility is required for Autonomy. If you imagine autonomy to be a scalar variable, 
ranging from no autonomy to full autonomy, and including different levels of action, 
plan, goal, and motive autonomy, then responsibility indicates the point in that scale 
where a human actor is in charge of the decision. Conversely, taking the robot 
perspective, responsibility corresponds to the required capabilities to evaluate its 
decisions and to identify errors or unexpected results, and thus pass the responsibility 
‘token’ to its user, providing sufficient information about why it cannot further take 
decision by itself.  

Typically, there are many actors involved in the process that leads to a robot 
decision: the developers, the manufacturers, the users, the policy-makers, etc. As the 
chain of responsibility grows, means are needed to link robot’s decisions to the fair use 
of data and to the actions of stakeholders involved in the robot’s decision. Responsibility 
is also associated with liability. E.g. who is liable if an autonomous car harms a 
pedestrian? The builder of the hardware (sensors, actuators)? The builder of the software 
that enables the car to autonomously decide on a path? The authorities that allow the car 
in the road? The owner that personalized the car decision-making system to meet its 
preferences?  

However, it is important to note that, even though robots are increasingly able to 
take decisions and perform actions that have moral impact, they are, and will be, artefacts 
and therefore are neither ethically nor legally responsible. Individual humans or human 
corporations are the moral (and legal) agent. Delegating control to purely synthetic 
intelligent systems does not imply that we should delegate responsibility or liability to 
them. However, their actions can have ethical consequences.  

To ensure ethically-aligned robot behavior we need both to understand and represent 
the complex chain of responsibility between a robot action and the people that are 
ultimately responsible for it, and at the same time, develop deliberation architectures that 
can be guaranteed to embed ‘ethics by design’. That is, the methods, algorithms and tools 
needed to endow robots with the capability to reason about the ethical aspects of their 
decisions, as well as methodologies for developing robots whose behavior is guaranteed 
to remain within acceptable ethical constraints.  

Responsibility first and foremost refers to the role of people as they develop, 
manufacture, sell and use robots. From the robot’s perspective, one can only impose the 
requirement to be able to request human intervention and the ability to identify errors or 
unexpected results. As the chain of responsibility grows, means are needed to link the 
robots decisions to the fair use of data and to the actions of stakeholders involved in the 
robots decision. Means are needed to link moral, societal, and legal values to the 
technological developments. Responsible robotics is more than the ticking of some 
ethical ‘boxes’ or the development of some add-on features in robots. Rather, 
responsibility is fundamental to intelligence and to action in a social context. Here 
education also plays an important role, both to ensure that knowledge of the potential of 
robot use is widespread, as well as to make people aware that they can participate in 
shaping the societal development.  
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3.3.�Transparency 

Transparency is associated with Adaptability and refers to the need to describe, inspect, 
and reproduce the mechanisms through which AI systems make decisions and learns to 
adapt to its environment, and to the governance of the data use created. One of the main 
problems in machine learning approaches is that, despite the high performances, they 
lack in transparency, which is often referred to as a ‘black box’. Even if the attention to 
this problem is growing, most current (deep-learning) algorithms are unable to link 
decisions to inputs, and therefore cannot explain their acts in meaningful ways. Methods 
are needed to inspect algorithms and their results. Moreover, transparent data governance 
mechanisms are needed that ensure that data used to train algorithms and to guide 
decision-making is collected, created, and managed in a fair and clear manner, taking 
care of minimizing bias and enforce privacy and security.  

Transparency requires the proper treatment of the design and learning processes and 
requires openness of affairs in all that is related to the system. This is more than just 
‘opening the black box’ and should include transparency of data, (design) processes, 
stakeholders, decisions and assumptions to inspect algorithms and their results, and to 
manage data, their provenance and their dynamics. As to the ‘black box’, auditing and 
certification can guarantee the ethics of an algorithm in ways that are trusted and 
understood by people, (in the same way in which one doesn’t exactly understand how 
the combustion engine works, but trusts the certifications the government imposes on 
licensed vehicles).  

4.�Design for Values 

In this section we discuss how the general principles described above can direct the 
development of robots. Design for Values is a methodological design approach that aims 
at making values part of technological design, research, and development [13]. Values 
are typically high-level abstract concepts that are difficult to incorporate in software 
design. In order to design systems that are able to deal with moral values, they must be 
operationalized while maintaining traceability of its originating values. The Design for 
values process aims to trace the influence of values in the design and engineering of 
systems.  

Value descriptions are usually given at an abstract level, and do not provide enough 
formality to be usable at the system specification level. Therefore, the first step in Design 
for Values is to provide a formal representation of values that ‘translates’ natural 
language description into formal values in a formal language. In society, social norms 
and institutions are defined as “the set of rules actually used by a set of individuals to 
organize repetitive activities that produce outcomes affecting those individuals and 
potentially affecting others” [9]. Social norms set the necessary preconditions for 
individual interactions and as such provide structured interpretations of how behavior 
can be understood. 

Assuming that the development of robots follows a standard engineering cycle of 
 Analysis - Design - Implement - Evaluate, taking a Design for Values approach basically 
means that the Analysis phase will need to include activities for 

(i)� the identification of core societal values to be uphold by the robot, 
(ii)� the identification of the social norms that hold in the domain, 
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(iii)�the decision on the methods to link values and social norms to formal system 
requirements [1]. 

 

4.1.�Values Identification 

First step on a Design for Values strategy to the development of social robots is to 
identify which moral values the robot should uphold. Even though, at an abstract level, 
values are shared universally, people and societies differ in the ways these abstract 
universal values are interpreted. Because social robots will interact directly with people 
in social contexts, the values included in the robot design should be aligned with their 
contextual interpretations.  

Participatory processes are often used in system design. These processes use 
deliberation as means to identify the shared views of a group concerning a given question, 
using deliberation, consensus and majority rule as means to aggregate opinions. Even 
though ensuring participation it will lead to socially accepted results, these processes do 
not necessarily ensure the moral acceptability of the result. That is, participation per se 
offers no guidance regarding the ethics of the decisions taken, nor provide means to 
evaluate alternatives in terms of their moral ‘quality’.  

In recent work, we propose a novel Ethics by Participation approach, MOOD, for 
participatory deliberation that enables discussion and measures the moral acceptability 
of complex issues [14]. This approach is aimed at enhancing critical thinking and 
reflection among debate participants and taps into the intellectual potential of the wisdom 
of the crowds. MOOD supports participants to achieve a better understanding of others’ 
perspectives, taking values as the focus of the deliberation. This is achieved by enabling 
participants to formulate and consequently discuss the values they associate with the 
different alternatives being discussed, in a Delphi-like process of collecting and 
extending each other’s opinions: 

•� Participants are asked to formulate which values are relevant for each of the 
alternatives. This includes both those values that are promoted by the alternative 
as those which are possibly demoted; 

•� Participants then describe the reasons behind the values they’ve listed, and 
discuss how they perceive those values; as these perceptions can be very 
different, the important aspect here is to allow for understanding and acceptance 
of each other’s perspectives; 

•� After this discussion, participants are asked to rank the alternatives a second 
time, and differences in ranking are then discussed. 

4.2.�Aligning Behavior to Values 

Moral responsibility is associated with the capability of moral deliberation. Assuming 
that an appropriate set of values for the robot has been identified, it is then necessary to 
determine how the robot should behave in relation to these values. In particular, it is 
necessary to determine how these values should be prioritized and how to deal with moral 
dilemmas, i.e. situations in which every possible action will violate one or more values. 
Approaches to moral deliberation reflect long-standing Ethical theories, such as 
Utilitarianism (do the best for most) or Deontological/Kantian (categorical imperative). 
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Explaining one’s moral judgments to others, and being influenced by others through 
their explanations are fundamental parts of moral behavior. Ethical-aligned behavior by 
artificial agents, should therefore include both the function of guiding action (by forming 
beliefs and making decisions), and the function of explanation (by placing decisions in a 
broader context and by classifying them along moral values). To this effect, machine 
learning techniques could be used to classify states and actions as ‘right’ or ‘wrong’ 
according to a set of values. This is in fact the principle of reinforcement learning [11], 
used for instance in the AlphaGo system that is able to play Go. Another approach to 
develop explanations methods is to apply evolutionary ethics [2] and structured 
argumentation models [8]. 

4.3.�Implementation Choices 

From an implementation perspective, the different ethical theories described above differ 
in terms of computational complexity of the required deliberation algorithms. To 
implement consequentialist agents, reasoning about the consequences of actions is 
needed, which can be supported by e.g. dynamic logics. For deontologic agents, higher 
order reasoning is needed to reason about the actions themselves. That is, the agent must 
be aware of its own action capabilities and their relations to institutional norms and the 
rule of law.  

Moreover, even though it is natural to expect the robot to be able of taking decisions 
and acting autonomously, in many cases, this can be achieved in collaboration with the 
user, and/or by ensuring that the environment regulates and guides appropriate actions. 
In particular, we identify the following possibilities as extension or complement to 
autonomous decision making by the robot:  

•� Human control: in this case a person or group of persons are involved in the 
decision-making. Different control levels can be identified, ranging from that 
of an autopilot, where the system is in control and the human supervises, to that 
of a ‘guardian angel’, where the system supervises human action. From a design 
perspective, this approach requires to include means to ensure shared awareness 
of the situation, such that the person taking decision has enough information at 
the time she must intervene. Such interactive control systems are also known as 
human-in-the-loop control systems [7].  

•� Regulation: here the decision is incorporated, or constrained in the systemic 
infrastructure of the environment. In this case, the environment ensures that the 
robot never gets into a moral dilemma situation. That is, the environment is 
regulated in such ways that deviation is made impossible, and therefore moral 
decisions by the autonomous system are not needed. This is the mechanism used 
in e.g. manufacturing environments, where the environment controls the actions 
of the robot. In this case, ethical decisions are modelled as regulations and 
constraints to enable that systems can suffice with limited moral reasoning. 

4.4.�Design for Values Methodology 

The (learning) algorithms used by social robots to evaluate their context and determine 
their behavior, are trained with and reason about data that is generated by people, with 
all its short-comings and mistakes. People use heuristics to form judgements and to make 
decisions. Heuristics are simple, efficient rules that enable efficient processing of inputs 
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guaranteeing a usually appropriate reaction. However, heuristics are culturally 
influenced and reinforced by practice, which means that these heuristics can turn into 
bias or stereotypes when they reinforce an erroneous step in an argument, or a basic 
misconception of reality. Therefore biases are natural in human thinking and are an 
unavoidable part of data collected from human processes. 

Because the aim of any machine learning algorithm is to identify patterns or 
regularities in data, it is only natural that these algorithms will identify bias. Currently, 
there is much discussion concerning so-called algorithmic black-boxes. Even though 
algorithm transparency is an important and much desirable property, in itself this 
transparency will not eliminate potential bias in data. You may be able to get a better 
idea of what the algorithm is doing, but it will still enforce the biased patterns it ‘sees’ in 
the data. 

Transparency is thus better served by proper treatment of the learning process than 
solely by removing the black box. Trust in the robot will improve if we can ensure 
openness of affairs in all that is related to the system. The following design principles 
should be required from all systems, such as social robots, that use human data to 
determine system behavior, affect human beings, or have other morally significant 
impact: 

•� Openness of data, requires explicit answers to the following questions: 
o� Which data was used to train the algorithms used by the robot to plan its 

behavior and reason about interaction? 
o� What are the characteristics of the (training) data? e.g. How old is the data, 

where was it collected, by whom, how is it updated 
o� Which user data does the robot use during interaction? 
o� How is noise, incompleteness and inconsistency in data being dealt with? 
o� How is this data governed (collected, stored, accessed...) 
o� Is the data available for replication studies? 

•� Openness of processes includes understanding choices, assumptions, and 
resolution mechanisms: 
o� Which assumptions were made that determine design choices and robot 

functionalities? 
o� Has a proper process of requirements engineering been followed? 
o� Which are the governance and conflict resolution mechanisms used to 

determine choices (e.g. majority, consensus, power of veto...)? 
•� Openness about stakeholders requires to disclose the following information 

o� Who is involved in the process, what are their interests? 
o� Who is making the design choices? Why are these groups involved? 
o� Which groups are not involved and what are the reasons to exclude these? 
o� Who is paying for the development, or has otherwise invested interests in 

the results? 
o� Who are the users of the robot? 
o� Who is involved in testing and evaluating (intermediate) results and 

prototypes, and how are they involved (voluntary, paid, forced 
participation)? 

 
A Design for Values approach to AI models ensures that these principles are analyzed 
and reported at all stages of system development. 
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5.�Scenario 

In order to exemplify how design for values methodology can be applied to the design 
of social robotic applications, we consider a situation in which a robot called Robin (R) 
supports the care needs of an elderly person, Abe (A). Abe’s son, Bob (B), is often around 
and is the main caregiver for Abe. Exemplary tasks that the robot can take care of include 
alerting the proper time of medicine intake, give medicines to Abe, or pick-up fallen 
objects. The robot can also ask permission to perform an action and/or take the decision 
to perform the action even without explicit permission, depending on the circumstances. 
Figure 2 depicts the different values and associated norms and robot goals for this 
scenario. Obviously, this is an extremely simplified version of the situation, for 
illustration purposes only. In most cases, norms will be associated several values, both 
enforcing as demoting those values. In the same way, goals can be associated with 
several norms and as such contributing to different values. 
 

 

 
Figure 2. Design for Values for the scenario. 

 
Such a tree is used to map all the values, norms and goals relevant for an application. 

It supports shared understanding by all stakeholders involved in the design of the robot, 
and enforces transparency by reporting the decisions taken and their reasons. If later 
design is questioned, the value-norm-goal tree describes the design views. 

Moreover, the value-norm-goal tree also setups the behavior options for the robot. 
For instance, one may want to personalize Robin the robot to the desires of Abe, or to 
ensure continuous information to Bob. These options mean that values are prioritized 
differently. For example, the partial order of the values depicted in 2 is as follows when 
we consider a robot aiming at satisfying the user’s desires, to enforce healthy lifestyle, 
or to obey to the caretaker’s desires: 

•� Friendly R: R1 > R2 > R3 
•� Healthy R: R2 > R3 > R1 
•� Servant R: R3 > R2 > R1 

where R1 refers to the value “Freedom of choice”, R2 refers to the value “Health” and 
R3 to the value “Security”, and “>” indicates the preference relation. The selected 
ordering will be used to resolve moral conflicts when they emerge. For instance, it would 
be used to resolve the conflict between ordering a pizza and following the diet plan. 
However, if no conflict is detected then the robot can still execute actions that fulfil goals 
associated to values that are lower on the ordering. As such, the “Healthy” robot will still 
turn on the television upon request. 
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6.�Conclusions 

Increasingly, social robots will be part of our lives and will be making decisions that 
affect our lives and our way of living in smaller or larger ways. Social robots must 
therefore be able to take into account societal values, moral, and ethical considerations, 
weigh the respective priorities of values held by different stakeholders and in 
multicultural contexts, explain its reasoning, and guarantee transparency. As the 
capabilities for autonomous decision making grow, perhaps the most important issue to 
consider is the need to rethink responsibility. Being fundamentally tools, robots are fully 
under the control and responsibility of their owners or users. Moreover, their potential 
autonomy and capability to learn, require that design considers accountability, 
responsibility and transparency principles in an explicit and systematic manner. The 
development of robots has so far been led by the goal of improving performance, leading 
to opaque black boxes. Putting human values at the core of robots calls for a mind-shift 
of researchers and developers towards the goal of improving transparency rather than 
performance, which will lead to novel and exciting techniques and applications. 
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Abstract. The field of artificial intelligence and robotics has long adapted an an-
thropocentric view, putting the intelligence structures of humans as the guiding re-
quirements for developing artificial intelligence. This paper use observations of a 
robotic lawnmower to demonstrate how we can apply Jakob von Uexküll’s Umwelt 
theory to describe robots and robot behavior to further our understanding of the be-
havior of different kinds robots. 

Keywords. Human-robot interaction, robots, Umwelt theory, phenomenology, arti-
ficial intelligence 

1.�Introduction 

From the start of artificial intelligence and through to today the milestones for judging 
whether we have created something intelligent has been tied to human intelligence and 
human activities, such as language and games. Nietzsche wrote that there once was a star 
on which “clever animals invented knowledge”, but that only we, the owners of the hu-
man intellect “gives it such importance, as if the world pivoted around it” [1]. In light of 
this observation, it is not all that strange for humans to set the criteria to human standards 
of what we consider traits of higher intelligence, after all we project our own world views 
into most things [2, 3]. At first glance, it would seem apparent that we should create AI 
in our perceptual image; after all, many are created with the intent of assisting us. 

In the 1980s Moravec [4] introduced the notion that robotics and artificial intelli-
gence could learn from nature and evolution. He points out how problem-solving AI’s 
easily mimic competent adult humans, yet robotic systems rarely achieved the bodily 
coordination of a four-year-old child. This, he argues, is because there is a qualitative 
difference between the relative performances of eye-hand systems and the reasoning sys-
tems: “Amateur quality high level thinking can be done by an efficiently organized sys-
tem doing 108 instructions/second while average quality perception and action requires 
1011 instructions/second” [4, p. 220], illustrating that movement and perception requires 
a lot more processing power than does abstract thinking. In his short essay, Nietzsche 
further writes that, in nature, the human intellect appears wretched, shadowy and flighty, 
aimless and arbitrary [1]. This may be a harsh verdict, yet it is necessary to get the mes-
sage across: What we consider our best traits of intelligence is ironically not the most 
intelligent actions we perform in our daily lives. Nietzsche reminds us of our self-as-
sumed significance, “… if we could communicate with the mosquito, then we would 
learn that he floats through the air with the same self-importance, feeling within itself 
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the flying center of the world” [1, p. 1], and Uexküll can teach us that though we all live 
under the same sun, the mosquito does not experience the sun as we do.  

It has been pointed out by Ziemke and Thill [5] that whatever conception of embod-
iment we adopt has a significant repercussion for the role that we envision social robots 
to play in human society. How we view the potential and limitations of human-likeness 
of robotic embodiment and intentionality, also influence how we view robots’ potential 
role as agents within human society, as social and ethical agents. We argue that robots 
will be better equipped to assist us if their understanding of the world become more 
tightly connected to the design of their bodies—concerning their possibilities and limi-
tations for action and perception regarding the environment they will inhabit. 

In this paper, we give a thorough introduction of Umwelt theory and a brief exami-
nation of what role embodiment and situatedness has in the development of robotics. We 
then use observations of a robotic lawnmower to discuss how Umwelt theory can be used 
to describe robots and robot behavior to further our understanding of how a robot’s body 
matter for its interpretation of the surrounding environment. 

2.�Background 

Robots have a radically different motor and perception apparatus from humans. Robot 
vacuum cleaners and lawnmowers, for instance, carry a larger resemblance towards ar-
thropods, having plastic exoskeletons and moving closely to the ground. For the most 
part, robots have very restricted sensory abilities, naturally followed by limited action 
possibilities. Because of the profound bodily differences between humans and robots, we 
cannot expect similar ‘perceptions’ of the environment; robots do not sense the world in 
the same way humans do. By considering the importance the material body has for the 
perception and experience of the world we can appreciate the fundamental differences in 
worldly interactions. To do this, the following section look at Jakob von Uexküll’s Um-
welt theory and related work within robotics that tackles issues of embodiment and situ-
atedness. 

2.1.�Umwelt Theory 

Jakob von Uexküll (1864-1944) was a biologist, who worked in the field of ethology and 
cybernetics of life, his work forerunning modern biosemiotics. Uexküll saw that each 
subject has a unique perception of the world from others, even with shared environments. 
These differences may vary only slightly between conspecifics, but can vary greatly be-
tween species. This was named Umwelt, often translated to ‘the self-centered world’ but 
can directly be translated to ‘the surrounding world’. 

Uniquely to his work, was not only that he saw each living subject as having a unique 
world, but also how he managed to express this through Umwelt theory. Sagan [6, p. 20] 
characterize Uexküll writing as shaman-like when he describes the world of an individual 
of another species. Most famous is perhaps his example of the tick, where he recounts 
how the fully developed and copulated female tick will climb onto a branch and stay 
there (waiting for up to eighteen years!) until a warm-blooded animal passes beneath her: 

The eyeless tick is directed to this watchtower by a general photosensitivity of her skin. The approaching 
prey is revealed to the blind and deaf highway woman by her sense of smell. The odor of butyric acid, 
that emanates from the skin glands of all mammals, acts on the tick as a signal to leave her watchtower 
and hurl herself downwards. [7, p. 321] 
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Should the tick fail to land on something warm, she must again climb atop her watch-
tower, for she missed her prey. If she succeeded, and landed on something warm, she 
will bite through the skin and eat her last meal, before falling to the ground to lie eggs, 
and die. This is the life cycle of the tick, made possible by what is essentially the three 
receptor cues and three effector cues that is her Umwelt. 

Animal behavior can be studied and understood through ‘functional cycles’. Func-
tional cycles speaks about the relationship between the subject and the object, and the 
same subject can be connected to the same, or various, objects through several functional 
cycles [7, p. 324]. The more receptor and effector cues, the more functional cycles are 
needed to carry out the animals’ behavior. To better explain, let us continue with the 
example of the tick, that according to Uexküll’s analysis has three distinct perceptual and 
effector cues, therefore it also has three functional cycles. First, that of all perceptual 
cues the tick could have had of a mammalian presence, the one thing a tick can smell is 
also the only molecule present in every mammal. Next, cue is the temperature of its land-
ing spot telling informing her whether she hit her target or not. Lastly, she has no sense 
of taste, but is also sensitive to the temperature of the liquid she starts to drink. If it has 
the correct temperature, she will drink it no matter what. A functional cycle can thus be 
viewed as an Uexküllian analysis of behavior.  

Uexküll’s conception of ‘functional tones’ and ‘functional cycles’ are central to his 
theory of meaning. A functional tone is akin to James Gibson’s affordance [8]: An object 
can have different tones according to the mood of the animal. The tones are important 
because they are altered by the perceptions of the subject in regards to what a specific 
object is, namely what the object is to the animal in its current mood, which will in turn 
affect its actions towards it [7]. As a way of understanding animal behavior, functional 
cycles can show how an animal is fitted into the world. Eloquently described by Uexküll, 
“out of the vast world which surrounds the tick, three stimuli shine forth from the dark 
like beacons and serve unerringly to her goal” [7, p. 325]. It is the poverty of her world 
that ensures her success in surviving and reproducing, because security is more important 
than wealth [7]. 

What the subject perceives become their perceptual world (Merkwelt), and the sub-
ject’s actions become their effector world (Wirkwelt). Together these worlds, Merkwelt 
and Wirkwelt, form a closed unit, the Umwelt, which contains absolutely everything a 
specific subject can act on and perceive. Amongst the various descriptions, Uexküll il-
lustrates Umwelt as a garment or cloak that wraps itself around the subject, and being 
the center, the subject can never leave it. In other words, everything that is touched upon 
by your sensory apparatus and the changes you make (which must naturally be within 
this space) is your Umwelt. Each sensory organ separates into distinct sensory spheres: 
“For man, all distant objects are sight-objects only, when they come closer they become 
hearing-objects, then smell-objects and finally touch-objects as well. Finally, objects can 
be taken into the mouth and be made taste-objects” [9, p. 57]. 

A central theme in Uexküll’s writing is the human attitude towards all other organ-
isms, caused by an anthropocentric worldview. Because humans can communicate accu-
rately, we have long been discussing the world around us with each other, and found that 
the objects in our environment are the same. According to Uexküll, this is a falsehood 
that arose because—if we do not consider individuals who are born with, or develop, 
sensory disabilities—the sensory spheres of human individuals are the same, and the 
human Umwelten and the objects within them are therefore very similar to each other 
[9]. Though I may meet me-things, and you meet you-things, these variations are small. 
However, us humans can only communicate accurately between conspecifics, and thus, 
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we cannot ask animals how the objects appear to them in their world. We can only present 
them with an object and observe their reaction. Thus, animals have according to Uexküll 
been viewed more like “aimlessly running machines” that experienced some random ef-
fects and in turn sent out random responses, rather than subjects who experience, like do 
humans. 

Uexküll “theorized about organism-environment interaction in terms of subjective 
perceptual and effector worlds, and thus contradicted anthropomorphic as well as purely 
mechanistic explanations” [10, p. 704], and suggested a “non-anthropomorphic psychol-
ogy in which subjectivity acts as an integrative mechanism for agent-environment coher-
ence” [10, p. 705]: Perceptions, communications and purposeful behaviors are not lim-
ited to human beings, but a part of nature’s purpose [6]. And by viewing animals as 
machines, they are by extension viewed as objects, instead of individuals acting accord-
ing to their subjectivity. Yet another central aspect to Uexküll’s thinking is that interac-
tions between living things are unlike those between objects, as objects interact with each 
other only according to physical laws. To “find out about the Laws of life” Uexküll 
writes, “it is thus musical and not mechanical laws that we need to study” [11, p. 67]. 
Though the use of a ‘theory of the music of life’, comparing the display of nature to that 
of a musical piece, is somewhat curious, there is a merit to this view: Through this met-
aphor Umwelt is easier to understand, whether you buy into Nature’s plan or not. Espe-
cially how different a simple and a complex Umwelt becomes much clearer. It is one of 
the ways Uexküll’s shaman-like abilities are articulated. 

First, he explains how we can start to understand simple examples, such as how a 
beginner learns to play etudes on the piano with one finger: “As only a few keys of the 
whole keyboard are used in the simple etude, the simple Umwelten contain only a few 
perceptual cues” [11, p. 69]. Knowing this enables us to start exploring richer Umwelten, 
such as that of the honeybee, illustrated in Figure 1. “But even here the richness in forms 
and colors of a flowering meadow, that is visible to the human eye, is very much simpli-
fied” [11, p. 69]: The honeybee can only perceive two visual cues for open and closed 
forms, enough to distinguish between open flowers and closed buds. It can see only four 
colors, though one of them are not visible to humans, ultraviolet, blue, green, and yellow. 
The only sense that has a considerable richer sphere than humans is its sense of smell. 

 

 
Figure 1. A meadow in a human Umwelt (left) and the same meadow in a bee Umwelt (right) [7, p. 351]. 
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Further, Uexküll explains that by knowing the theme of the music (Lebensmusik) 
that is ‘played’ by a given animal’s Umwelt, one can—to some extent—predict the num-
ber of perceptual cues that Umwelt will have. For instance, the Lebensmusik of the bee 
is the collection of nectar and pollen, which explains that the form, colors, smell, and 
taste of flowers become their perceptions. Because of humans’ and bee’s very different 
Lebensmusik, the meadow of the honeybee is very different from the human meadow: 
“It is a honeybee composition made up of bee notes and is much easier to comprehend 
than our human Umwelt composition” [11, p. 70]. 

2.2.�Related Work 

Both existing life and records of evolution gives us an insight into how difficult it is to 
create intelligence from nothing. In the question of general intelligence, Moravec [4] 
pulls forward mobility as the main characteristic for when such a feature would be evo-
lutionary preferable. A plant cannot leave its birthplace to locate nutrition, mates for 
reproduction, or avoid being eaten. But never moving also means that the challenges one 
faces will be similar in character and can be overcome through specialized mechanisms, 
thus need for sudden adaption is a rarity. Indeed, plants live their lives as experts in their 
particular patch of land. For the rootless animal on the other hand, the nature of mobility 
favors not in-depth expertise but a more general adaptability as the main defense mech-
anisms against the large variety of challenges encountered through this lifestyle. Mora-
vec concludes: “A mobile way of life favors general solutions that tend toward intelli-
gence, while non-motion favors deep specializations” [4, p. 221]. So, just as how general 
intelligence was created by nature, he holds that the development of a responsive mobile 
entity is the best way of approaching the problem of creating an artificial general intelli-
gence. 

In the 1990’s, Brooks [12] used this as a basis for his robotics development attempt-
ing to develop robots of insect-level intelligence. Focusing on the role of the body in the 
development of artificial intelligence, he established two cornerstones of this new ap-
proach to AI: situatedness and embodiment. Only embodied agents can deal with the real 
world, and being situated within it provides continuity to the agents. Intelligence itself 
cannot be separated from environmental interactions and identifying any seat of intelli-
gence as it “can only be determined by the total behavior of the system and how that 
behavior appears in relation to the environment” [12, p. 16]. Yet, as Brooks also imply, 
physical grounding does not equal understanding, and intelligence arise within the eye 
of the observer. Through the Chinese Room Argument, Searle [13] explains how flawless 
manipulation of formal symbols does not imply an actual understanding of the meaning 
of the symbols that are handled—what they represent in the real world. This process lies 
in the mind of the observer and programmer. Our mistake is to believe that just because 
we are able attribute the ability to understand to the system, it will. In the same manner 
no one assumes that a computer simulation of a fire alarm will burn down the neighbor-
hood, Searle raise the question of how anyone would suppose that a computer simulation 
can understand anything [13, p. 423]. 

Critiques of traditional AI has enabled research within AI to shift from pure software 
to a fusion of software and hardware, and there is currently a large focus on physically 
situating intelligence in the environment through robotics. The importance of the body 
is now recognized. However, Ziemke [14] points out, many researchers within embodied 
AI believe that embodiment and artificial intelligence is a straightforward matter, that 
traditional AI computer programs are disembodied, and robots are embodied. At first 
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glance, it can appear that giving an artificial intelligence a robotic body, situating it in 
the world through physical interaction within the environment, thus grounding the sym-
bols, would lead to the understanding of them. But this view leapfrogs the core issue 
presented by Searle: It does not matter what the actual nature of the input and output 
are—which in case of the robot would come from sensors and motors—the formal sym-
bol handler that is the man in the Chinese Room does still not understand Chinese.  

Here springs forth the currently unanswerable question of whether true intentional-
ity, autonomy, and thus true understanding can be artificially created without a ‘natural’ 
possession of ontogeny. The only thing we can know for sure is that this is not the case 
for any contemporary robots [15]. Ziemke and Sharkey [10] argue that Uexküll’s theory 
of meaning can deepen the understanding of using signs and representations in living 
beings, thus clarifying and assessing both possibilities and limits of autonomy and semi-
osis in artificial organisms [10, p. 703]. They discuss different kinds of self-organizing, 
and the role this technique plays in creating autonomous machines, leading to interac-
tions where the symbols and representations are not tied to any human experience. The 
self-organizing process itself “… determine which of the object in the environment be-
come carriers of meaning, and what exactly their meaning is to the agent” [10, p. 726]. 

Language muddles our intentions whenever we discuss robots and terms such as 
embodiment, situatedness and agency [15]. The same can be said for how the term per-
ceive or otherwise words associated with subjective experience are being used in this 
paper. While this paper urges to turn away from anthropocentrism, the irony we can 
never escape is that our language is based on the human experience. Because our lan-
guage lack the words to describe the artificial counterparts of these processes, any words 
that correlate to sensory functions of biological systems are used purely metaphorical. A 
short example is a statement such as “using Umwelt theory to see things from the robot’s 
perspective”. The robot does not see anything even if it is equipped with a camera, be-
cause light detection is not a form of vision: “Vision is the capacity to perceive and clas-
sify objects using light, or seeing” [16, p. 269]. To put it like Searle, no one assumes that 
a camera can make sense of the light it captures. While we might know this, it is hard to 
even conceptualize and especially talk about without being confused or confusing others. 
This paper does not argue that robots, per today, are subjects, or that they perceive in any 
biological sense of the word, or that robots have a perspective in like living organisms 
have. However, because the human conception of robots influences their creation and 
adaption, the next section intends scrutinize the sensory world of the robot by applying 
Umwelt theory to the perceptual world of a contemporary situated and embodied robot. 
And while no human cannot possibly imagine what the world is like for a robot, we can 
try by using what we know about a robot’s effectors and sensor—the components that 
make up its body. 

3.�Discussion 

According to Umwelt theory, every animal is surrounded by different things [11, pp. 66–
7]: A dog is surrounded by dog things, humans are surrounded by human-things, and a 
tick is surrounded by tick-things. When applying Umwelt theory to robotics, ‘what are 
the robot-things that surrounds the robot?’ spring to mind as the immediate question. 
But this question is too open and cannot lead us to any good answer. Uexküll has shown 
us that each animal species has their own way of being in the world, and that we cannot 
make a simple separation between the worlds of humans and animals. Similarly to how 
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each animal species has a unique Umwelt, so will each species of robots [17 (though 
Brooks use only the term Merkwelt)], and thus also robots must be viewed in light of 
this. This correctly indicate that the things that surrounds lawnmower robots differ from 
the things that surround vacuum cleaning robots. The differences between the things in 
the Umwelten of these two kinds of robots are obvious to spot because their respective 
environments of operating do not overlap. However, this obvious environmental separa-
tion and its inherently different furniture limit the reach of the question. The core of the 
matter sits deeper. While the vacuum cleaning robot meets things like kitchen tables and 
chairs, and the lawnmower meet garden tables and chairs, whether the specific chairs and 
tables belong in the kitchen or in the garden is a human-specific categorization of these 
artefacts: Their label has emerged from the human Umwelt and is irrelevant to the robot. 
More to the point will be to compare how the different robot species encounter the same 
artefact. How a robot is made will determine what the things within its environment is to 
it. 

It would be more adequate to compare a human and a specific robots meeting with 
the same, overlapping environment. For this purpose, we choose a lawnmower robot we 
have made some observations about, named Roberto by its owners. By doing this, we 
can ask, ‘what are the things that surround the lawnmower robot?’ without obscuring 
the answer. Yet, answering is neither straightforward nor easy. To discuss toward an 
answer, we need to make a quick scheme of Roberto’s sensory spheres. In order not to 
destroy itself, flowers, or otherwise cutting objects that are not lawn, it is equipped with 
a boundary wire. To humans, this fence appears as a closed-circuit cable laid around the 
edges of the lawn from the charging station. Leading from the charging station and out-
wards in a straight line is a cable that make out the robot’s guide wire, which the robot 
uses to find its way to and from its charging station. When working, the robot roams 
freely and blindly in a randomized, irregular pattern within the boundary wire, and does 
not stop until it meets the fence, or unless its crash-sensor is triggered, informing it about 
an obstacle. If it is lifted, the knives will immediately stop spinning, and will not start 
again until the robot is safely back on the ground. About itself, Roberto knows when it 
is low on power, and when it is fully charged. It knows the time and can have a schedule 
for when it should be working and when it should not. 

These are the sensory spheres of the robot lawnmower of Roberto’s brand and 
model. Knowing these, we can start to theorize about the objects in this lawnmower’s 
Umwelt. Though the guide wire is always physically present, the robot will ignore it 
unless it is low on power or the time tells it that work is done for the day and in need of 
returning to its charging station. It will also use it on the way back when done charging 
or starting work. Thus, there is a guide wire-object only when the robot is on its way to 
or from the charging station. Similarly, the robot is not aware of the boundary wire when 
working and roaming. Only when it approaches the boundary wire does there appear a 
boundary wire-object in Roberto’s Umwelt, and it can cross the boundary with a few 
centimeters before turning around. This make the perceptual cue of the boundary wire 
different from that of a crash. Whenever the robot meets an obstacle, it must physically 
crash into it in order to detect it. Once it does, it stops immediately, turns, and goes in 
another direction. Roberto does not plan a trajectory to avoid objects because to it, there 
are no objects: In a way, we can then say that every object in the lawnmower’s Umwelt 
is a crash-object, and unless it crashes, the Umwelt is devoid of any objects. Roberto’s 
sensory spheres are confined to the boundaries of its robotic body. The Umwelt of the 
robot lawnmower is simple; until it crashes, finds itself close to its boundaries, or is low 
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on power, it works in complete isolation from the environment. We have tried to illustrate 
this in Figure 2. 

 

 

 
Figure 2. A garden according to the human Umwelt (top), the same garden according to a Roberto’s Umwelt 

(bottom) where the thin line represents the boundary wire and the dotted line the guide wire.  

 
About the simple Umwelten Uexküll say: “In the complete silence of the Umwelt of 

the deaf the appearance of the only perceivable tone must have the overwhelming effect 
as the only smell in an odorless space” [11, p. 69]. Similarly, we can imagine how over-
whelming an impact must be in the completely empty world of the lawnmower robot. To 
avoid destroying things or hurting anyone the only effector mark in the functional cycle 
catalyzed by the perceptual cue of a crash-object is the robot stopping dead in its tracks, 
and turning away. For the tick and lawnmower alike, security is more important than 
wealth. The rich world around the tick is turned into three receptor cues and three effector 
marks [7, p. 325], and above we have described how the rich world around the robot is 
turned into five perceptual cues, and the more unaddressed effector marks of mowed 
grass, stopping, turning, and irregularly moving across the lawn. Indeed, just as the pov-
erty of the tick’s world guarantees the unfailing certainty of its actions, one would draw 
the conclusion that the poverty of the robot’s world ensures it will not become stuck, 
destroy things, or hurt anyone.  

Uexküll states the first principle of Umwelt theory to be that “all animals, from the 
simplest to the most complex, are fitted into their unique worlds with equal complete-
ness” [7, p. 324, emphasis added]. Yet, the following observations show how the func-
tional cycles of a lawnmower robot such as Roberto is not fitted into its world with the 
equal completeness that animals are fitted into their natural environments. Unless Rob-
erto’s crash sensor is triggered and the world is devoid of anything, the robot will con-
tinue to mow, even if it runs over objects on the ground. This can cause trouble for the 
robot, as have been observed in the case of Roberto. During late summer, apples from 
the garden’s apple tree fall to the ground. To Roberto, these apples do not exist because 
they cannot be detected by its sensors. The robot thus runs over them, the knives become 
stuck, and Roberto can no longer move and turns off. To get out of this situation and 
back to work, the lawnmower is in need of human assistance. Further, the garden has a 
small hill that is too steep for the robot on rainy days, or when there is a lot of morning 
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dew. If Roberto attempt to climb this small hill when the grass is wet, the robotic effec-
tors are not powerful enough, and the lawnmower becomes stuck. Again, only human 
assistance can get the lawnmower back to work. 

These observations make clear how robots sometimes fail to perform their tasks, 
requiring human assistance to help them out. Uexküll states: “The flower stem itself, as 
a part of the living plant, consists of components connected to one another according to 
a plan; they represent a more thoroughly formed mechanism than any man-made ma-
chine” [18, p. 143]. He here says that machines act according to plans, whereas living 
organisms are acting plans. Again, while Uexküll’s obsession with Nature’s plan can be 
considered excessive and outdated, the core of this statement is reflected in the robotic 
design discussed above. The functional cycles of animals have evolved with the body of 
the animal and the Umwelt this body give in relation to the environment and other living 
creatures. Instead of being created by themselves, to serve themselves and their own 
survival, robots are created by humans to serve a human need. Indeed, robots are not 
subjects, but they do have bodies. In the Uexküllian sense, having a body enables the 
entity to pick up perceptual cues and leave effector marks; to exhibit behaviors and per-
forming them through physical actions in the real world. While having a physical mani-
festation and functional cycles does not automatically lead to any true understanding of 
the environmental signs being handled, they should be allowed freedom from a human 
designed and pre-decided guide for ‘how to understand the world’. By analyzing robotic 
behavior through its functional cycles, we begin to better understand how their radically 
different their sensory world is from our own. This insight brings us one step closer to 
fully fitting any given robot’s Umwelt to its environment. Moravec correctly observed 
that evolution has had a long time to bring forward its designs [4], and human-created 
machines are—if not in its infancy—early days still. 

4.�Conclusion 

The Umwelten of many contemporary robots are simple because they have a simple sen-
sory-motoric apparatus. It differs vastly from the well-articulated and complex human 
Umwelt, making it useless to have the robot classify objects according to human catego-
ries. Ziemke and Sharkey asks “what could a conversation about the objects of human 
experience (like tables, chairs, etc.) possibly mean to a computer system completely lack-
ing this type of experience” [7, p. 727]. The robot will not find the same objects within 
the environment as humans do, and different kinds of robots will not even find the same 
objects within the environment as the other. Recognizing that each bodily construct cre-
ates a unique Umwelt, vastly different from both our own and each other’s, can merit the 
design and development of robots. By using Uexküll’s Umwelt theory, we can step inside 
the world of a contemporary robot, where it is possible to analyze how objects within its 
working environment might appear to it and how this affects is behavior. 
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Abstract. In the area of consumer robots that need to have rich social interactions 
with humans, one of the challenges is the complexity of computing the appropriate 
interactions in a cognitive, social and physical context. We propose a novel ap-
proach for social robots based on the concept of Social Practices. By using social 
practices robots are able to be aware of their own social identities (given by the role 
in the social practice) and the identities of others and also be able to identify the 
different social contexts and the appropriate social interactions that go along with 
those contexts and identities. 

Keywords. Social practices, social interaction, social robotics, human-robot inter-
action 

1. Introduction 

Understanding the impact of long term interactions between consumer robots and their 
users is currently a main barrier to the deployment of consumer robots. In particular, 
more knowledge is needed about the combined effect of cognitive, social and physical 
functionalities on long-term interactions in realistic social contexts. When designing so-
cial robots at this moment this problem is not very apparent because they are usually 
designed for a particular task for which the social context is clear and can be taken into 
account in the way the robot behaves. E.g. social robots that serve drinks at receptions. 
This situation does not necessitate the robot to remember persons beyond the present 
meeting and also its behavior towards each person is equal. 

For situations where robots do have longer term interactions with users, they are 
usually restricted to a very particular domain and either are being completely controlled 
by the human or have fixed triggers from the environment on which they react. E.g. 
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robots that are used in health care are mainly used to chat with and give comfort while 
they might have some sensing capacity to check the health of a patient. These robots do 
not change their relationship with a patient (also not over time). 

The main problem for more “open” contexts is the complexity and uncertainty of 
the interactions and the fact that social context is no longer fixed, but can change. It is 
almost impossible to pre-program all possible reactions of a robot for all possible situa-
tions (especially when trying to take into account the slowly changing social relation 
between the robot and the humans interacting with it regularly). People have managed 
this complexity for ages already. One of the ways to simplify social interactions is by 
standardizing them based on particular contexts. E.g. even though greetings have many 
variations, the patterns they follow are quite standard and used in some form all over the 
world. At the same time the variations within the physical actions that can be chosen 
have their own social effect. E.g. boxing a hand instead of shaking it signifies that we 
are in an informal setting and are peers in this context. 

We chose the human use of social practices and its associated theory as a basis for 
modeling the interactions for social robots. Social practices describe physical and social 
patterns of joint action as routinely performed in society and provide expectations about 
the course of events and the roles that are played in the practice. At first instance, social 
practices can look very much like the frames introduced by M. Minsky in AI in [1]. 
However, these frames concentrate on a particular protocol that should be performed in 
a certain situation. If a party deviates from this protocol the frame fails and it is unclear 
what to do next. A social practice serves more as a combination of aspects like roles, 
plans, norms, resources, etc. that can be used to construct the interaction. It thus gives 
more freedom and possibilities to recover from failed expectations.  

In the next section, we will explain a bit more about the background theory of social 
practices and its differences with other social constructs such as conventions, norms, etc. 
In the rest of this paper, we will show how social practices can structure human-robot 
interactions in a way that feels natural to people, would be able to ensure that robots are 
aware of their own social identities and the identities of others and also be able to identify 
the different social contexts and the appropriate social practices in those contexts. 

2. Social Practices 

Social practices are accepted ways of doing things, contextually and materially mediated, 
that are shared between actors and routinized over time [2]. They can be seen as patterns 
which can be filled in by a multitude of single and often unique actions. Through (joint) 
performance, the patterns provided by the practice are filled out and reproduced. 

In Social Sciences, social practices (SP) are defined on the basis of materials, mean-
ings and competences [3].  

•� Material: covers all physical aspects of the performance of a practice, including 
the human body (relates to physical aspects of a situation) 

•� Meaning: refers to the issues which are considered to be relevant with respect 
to that material, i.e. understandings, beliefs and emotions (relates to social as-
pects of a situation) 

•� Competence: refers to skills and knowledge which are required to perform the 
practice (relates to the notion of deliberation about a situation) 
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These components are combined by individuals when carrying out a practice. Each 
individual embeds and evolves (through conditioning) meaning and competence, and 
adopts material according to its motives, identities, capabilities, emotions, and so forth, 
such that it implements a practice. Individuals and societies typically evolve a collection 
of practices over time that can be applied in different situations. Moreover, depending 
on the situation, the personality and the skills of an individual, carrying out a practice 
will be a more automatic or a more deliberated process. E.g. a greeting might be an au-
tomatic quick handshake in a familiar environment, while the greeting has to be more 
deliberate at the start of an international negotiation meeting. 

Each time it is used, elements of the practice, including know-how, meanings and 
purposes, are reconfigured and adapted [4]. Therefore the use of social practices includes 
a constant learning of the individuals in ever changing contexts. In this way, social prac-
tices guide the learning process of agents in a natural way. In [4] the social aspect of 
social practices is emphasized by giving the social practice center stage in interactions 
and letting individuals be supporters of the social practice. It shows that social practices 
are shared (social) concepts. The mere fact that they are shared and jointly created and 
maintained means that individuals playing a role in a social practice will expect certain 
behavior and reactions of the other participants in the social practice. Thus it is this aspect 
that makes the social practices so suitable for use in individual planning in social situa-
tions.  

Practices structure situations, incorporating both the physical and social aspects and 
the connected knowledge and expectations. Practices are more flexible than the classical 
frames in that they can be extended and changed by learning and the "slots" only need to 
be filled in as far as they are needed to determine a course of action. Using these struc-
tures changes planning in many common situations to pattern recognition and filling in 
parameters. Of course in practice it is more than just this, but it gives some handles to 
reduce the search space.  

2.1. Social practice in operation 

Although social practices provide a handle for modeling the deliberation of social robots 
because they seem to combine the elements that we require for socially intelligent be-
havior, they are a relatively novel and vaguely defined concept from sociology that can-
not be just applied in robot systems. Thus based on these ideas, a model was developed 
to represent social practices that can be used in social deliberation by intelligent agents 
and robots [5, 6]. Obviously, as it is the case with e.g. the representation and use of 
norms, other representations of social practices are possible given the many dimensions 
of the use of social practices. Our proposal is especially suitable for use in social robotics. 
It is illustrated in Table 1, using a scenario for a social robot assisting in a class room. 

Let us consider a small shop keeping scenario that we envision to take place in the 
context of a classroom where children learn how to do some shopping. In this scenario a 
child plays the role of the customer and the robot plays the role of the shopkeeper (but 
we should be able to handle the other way around). The setting is a shop with some 
tangible products. For each product there is a price tag. The customer has a bag, cart, or 
other clear container to store products that he wants to buy (or has bought). Table 1 
describes this practice in an informal way. More about the social practice specification 
and its formalization can be found in [5, 6]. This social practice is nested in the overall 
classroom social practice. 
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The Context part describes elements that can be recognized in the environment and 
often trigger the use of the social practice. Elements like resources and actors determine 
the availability of people and objects to perform certain actions within this practice. The 
Activities part of the table describes the actions that are available and which actor can 
perform each action. Thus this part limits the expected events during the practice. 

 
Table 1. Informal shop keeping scenario, social practice description . 

Context  

Actors The child and the robot 

Roles Customer and shopkeeper 

Resources Products in the shop, counter, cash register, money 

Positions Shopkeeper behind the counter, customer in front of it 
Activities  

Basic actions Pick-up-product, put-product, … (joint plans are built using these actions) 

Capabilities The customer can pay, pick-up products, etc. The shopkeeper can answer 
questions 

General preconditions The customer wants to buy a product and the shopkeeper sells it 

Meanings  

Purpose E.g. the customer gives money to pay for a product it wants 

Promote Indicates that in the context of this social practice, an action α promotes 
value v. E.g. paying promotes fairness. 

Counts-as Indicates that within this social practice executing action α is seen as per-
forming β. E.g. handing money counts-as paying (but handing a credit card 
can also count as paying)  

Expectations  

Plan pattern The customer enters, finds products, puts them together in a basket, pays 
and leaves the shop 

Norms There are obligations and prohibitions. E.g. the customer has to pay before 
leaving 

Triggers E.g. a question to explain something is followed by an explanation  

Start Condition E.g. the customer has money to pay 
Duration Expected durations of actions and plans (some actions may have no ex-

pected duration) 
 

The Meanings part is limited in our model to some elements that can be practically 
used by the robot to reason about the current situation and how well the practice contrib-
utes to the goals and relations of the robot. Thus the counts-as element indicates the 
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social meaning of actions performed in this context and the promote element indicates 
which values are promoted by (parts of) the practice. This facilitates the development of 
value base robots that also have social awareness over the long term.  

Finally, the Expectations part is a very prominent part of the social practice model 
as it describes what kind of actions and events are expected at each time during the per-
formance of the social practice. Expectations come in different forms. The plan patterns 
are the kernel of the social practice, indicating the possible action sequences of which 
the social practice is build. Besides this concrete expectation of actions there are also 
expectations about norms that are followed such as the payment in the example. In gen-
eral norms are used when actions have to be performed or are forbidden whenever a 
condition becomes true. Thus these actions can occur at many possible times. At the 
same time describing them as norms also gives the possibility to specify what should be 
done when the norm is violated. Triggers are similar to norms, but do not have the moral 
connotation. These patterns just happen to occur whenever a start condition becomes 
true during the practice and thus deserve a special status. 

In the next section we will briefly sketch how a novel architecture for social robots 
could make optimal use of social practices to support several vital elements of the hu-
man-robot interaction (using the above scenario). 

3. Social Practice aware Accountable Responsible and Transparent Robot 
Architecture (SPART-RA) 

 
Figure 1. SPART-RA Architecture and SPART Tools. 

 
Our aim is to incorporate Social Practices into social robotic architectures to make robots 
fully socially-aware (aware of the social context) of the social role(s) the robot and hu-
mans are playing, recognize the social protocols and use them appropriately. We propose 
to create an operational model of social practices and to specify a Social Practice aware 
Accountable Responsible and Transparent Robot Architecture (SPART-RA) that 
utilizes the model to frame the social interactions that the robot participates. This is for 
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now a conceptual architecture that has not yet been implemented as such but we will see 
in each module description that some elements are already existing and how we propose 
to build upon them. 

This architecture is designed to achieve the following objectives (fulfilled by the 
elements in italic): 

•� Provide the capacity for the robot to have different beliefs in accordance to the 
social roles it is enacting (Belief Management Module) 

•� Implement social practice based deliberation that also includes meta-cognition 
to guide perception, planning and execution of actions (Deliberation, Planning 
and Supervision and Interaction Management Modules) 

•� Implement an affective module that uses social practice based expectations to 
monitor, interpret and cope with affective interactions (Affective Module) 

•� Create a complete formal specification for social practices to create unambigu-
ous and precise specifications and possibilities for re-use (SP models created 
and maintained through the SPART tools) 

•� To enhance existing modules of robots by relying on social practices, to make 
them context sensitive and also more efficient, flexible and robust in those con-
texts (Social Interpretation and Situation Awareness Module and Multi-Modal 
Perception Module) 

The proposed architecture is designed as a parallel architecture in which the different 
modules concur to the identification of a practice and then to its implementation and 
monitoring. In the following sections, we present the models underlying the SPART-RA 
and then the modules and how the formalization of the practice is used by each of them. 

At this point, it has to be noticed that from a philosophical point of view, we have 
been taught that some philosophers such as Seibt [7] stressed that the robotics intention-
alist vocabulary that we use is considered as problematic especially when robots are 
place in social interaction spaces. In the following, we will use this intentionalist vocab-
ulary in order to describe the functionalities of the robot, such as ‘believe’, ‘answers’ etc. 
because this is the way we describe our work in robotics and AI communities. However, 
to accommodate the philosophical concern, we would like to note that this can be con-
sidered as shorthand for ‘the robot simulates the belief’, ‘the robot simulates an answer’ 
etc. Thus whenever robotic behavior is described with a verb that normally characterizes 
a human action, these passages can be read as a reference to the robot’s simulation of the 
relevant action. 

3.1. SP Models 

Social practices will embed societal and moral values which must be understood by the 
robot in order to ensure that actions and plans follow the ethical standards of the society. 
The SPART-RA will be based on these two key aspects: Social Practices and Ethics and 
Moral values that should be modeled. 

First, a Social Practices model (SP Model) is needed, i.e. a computational model to 
express expected behaviors, perceptions and interpretations in a given social (sub)con-
text. The model, should be defined formally in order to provide precise and unambiguous 
information about the (social) context used by the SPART-RA Modules (e.g., for inferring 
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the current active social practices from the observed behavior of other actors). To do so, 
it should embed declarative and procedural knowledge necessary for the agent/robot to 
act in a socially effective manner in a specific scenario. SP Models will be created 
through the SP Model Editor tool, and could be tested in a SP Scenario Simulator before 
being tested in robots. All SPART-RA Modules will be able to retrieve the relevant SP 
Models from the SP Model Store. 

Then, we aim to develop a mechanism to incorporate ethics and moral values in the 
robot deliberation process. Following ART principles (Accountability, Responsibility 
and Transparency), we will need a computational representation language to specify, 
reason about and validate values and ethical consequences of actions and plans. This will 
be further explained in [8], where we discuss how the proposed model and architecture 
address ethical issues both from a design and implementation point of views. SP Models 
will be evaluated according to ART principles by an ART Ethics Validator tool. 

3.2. SPART-RA Modules 

3.2.1. Multi-Modal Perception Module 

This module will be responsible for providing sensing abilities to the architecture, that is 
the ability to monitor its environment on the base of the expected events. The expecta-
tions provided by the social practices regarding the course of events and the roles that 
are played in a practice will allow the robot to filter its perceptions for those elements 
that are meaningful for a particular social context. From the technical point of view, let 
us consider that the module will have a set of basic features (e.g., object detection/recog-
nition, face detection/recognition) as well as more interactive ones (e.g., look at/iden-
tify/recognize somebody in the scene, recognize basic orders) and that it will be possible 
to combine these algorithms (multimodality). To benefit from social practice(s), it will 
be needed to extract possible tuning (through parameters or costs). For example: at per-
ception level, we should be able to tune the face recognition algorithm to look only to 
the one involved in the social practice(s) (almost at first). In addition, if we consider 
nested social practices as the shopping example nested in the behaving in the classroom 
one, we should be able to determine on one side who is who in the shopping setup and 
on the other side who is who in the classroom setup. This idea to excerpt "social" tuning 
abilities at such low level of an architecture is quite new. This module will work in close 
collaboration with the Situation Awareness Module.  

3.2.2. Social Interpretation and Situation Awareness Module 

This module will have the responsibility to interpret the situation, i.e. extract the social 
meaning of verbal and non-verbal interactions (such as face expressions, eye gaze, pos-
tures and gestures) to interpret what the user is doing and what happens in the scene. The 
social practice will allow for the interpretation of signs in the specific socio-cultural con-
text. For example, in our shopping scenario actors should not speak while one of them is 
speaking. It will also target the development of ad-hoc perception-interpretation abilities 
given the social practice(s) we are playing with: e.g., if the shopkeeper is looking at me, 
he is available to answer my question; if the shopkeeper is already speaking, he is busy. 
We can exploit some existing components to achieve this. The first one relies on a clas-
sifier trained on a dataset of human postures and gestures [9], annotated according to 
their meaning and pertinence inside the different practices. The classifier processes the 
sequence of postures provided by the Perception Module to detect what is the intended 
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user's action [9]. Another classifier trained on a proper lexicon can be used to detect the 
presence of sentiment/emotion in the verbal interaction [9]. All the processed infor-
mation will feed both the agent belief models (see Belief Management Module and Af-
fective Module) and would take into account the timing of the scene.  

3.2.3. Belief Management Module 

This module will be responsible for managing the robot’s knowledge about itself and 
about the agent(s) it interacts with in accordance with the running social practice(s). The 
module will use the interpreted perceptions to detect when a particular social practice 
has begun, creating a new instance of it, and when it is terminated. The module will 
provide information about ongoing practices to the other modules, which includes the 
different roles that are involved in the active social practices, as well as social expecta-
tions about different actions and their associated ethical values and decision making pa-
rameters. This module will also maintain a model of the world for each of the agents and 
for each of their role(s) in the practices. To achieve its purpose, this module will contain 
two important knowledge structures. The first is a knowledge base that stores the robot's 
current beliefs about itself, others, and any object or concepts that exist in its environ-
ment. This beliefs will be kept as key-value pairs with a degree of certainty associated. 
They will be then updated according to the changes in the environment or changes in the 
social context that will trigger an interpretation shift. The second structure is an Autobi-
ographical Memory that will have the responsibility of storing episodic information. 
More precisely, it will keep track of the events that happened in the past along with 
contextual information, including the social practice(s) that were active and the partici-
pants that were present. 

3.2.4.Affective Module 

This module will be responsible for creating an internal affective state for the robot. 
Several approaches have been followed to manage and show the emotional state of mul-
timodal agents/robots [10, 11]. Similarly, this Affective Module will be focused on ena-
bling the robot to detect emotional signals and to respond in a manner that conveys em-
pathy. We can use an appraisal-based model of emotion, such as FAtiMA [12], which 
makes a series of value judgments about events like ''Was it desirable for my goals?'' or 
''Did it violate a norm?'' in order to generate an emotion in the robot. Then, by applying 
the same judgments but from the perspective of others, the Affective Module will be able 
to predict what others are feeling. The accuracy of these predictions will be also in-
creased by using the information obtained by the Social Interpretation and Situation 
Awareness Module. There are various benefits of adding the concept of social practices 
to an affective module. Firstly, by knowing which social practice is currently taking 
place, the module will know which norms it should pay attention to. Secondly, when an 
affective expression like a smile occurs, the module will be able to analyze the plan pat-
tern of the social practice to see if it entails the performance of that expression. If that is 
the case, the robot will be less likely to assume that the person is genuinely feeling the 
associated emotion. On the other hand, when the smile occurs outside of the social prac-
tice's expectations, the robot will be more confident in assuming that the target person is 
happy. Finally, as social practices encode what is to be expected in a social context, it 
would also be used to determine how unexpected a given action is. Such metric is essen-
tial for generating the emotion of surprise as well as adding to the intensity of any other 
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emotions. Consequentially, the emotional state of the robot would be more easily man-
aged by adopting a social practice approach. The analysis of the interaction according to 
a proper formalization of the robot’s expectations in a practice, will allow for an indirect 
induction of the robot’s affective state, by avoiding to explicitly annotate all the possible 
actions and events.  

3.2.5.Planning Module 

This module will deliver a plan (or a combination of plans) taking into account Social 
Practices models and Ethics Rules. It should be able to take into account possible user 
preferences regarding a particular social practice(s) and social rules (which could lead to 
some plans that could be more or less desirable). It will use the information given by the 
Belief Management Module and the Affective module. It will be called by the Delibera-
tion Module and Supervision Module that will then use the plan. It could be possibly a 
multi-level plan regarding the different roles that will be played by the agent at a given 
moment (and the given social practice(s) running): e.g. at Shopping scenario level, the 
robot and the children involved will have a particular role (as shopkeeper on one side 
and customer on the other side) and a particular goal (e.g. customer buys two products) 
and a given plan to achieve it. A planner such HATP (Human Aware Task Planner [13, 
14, 15]) can be used and improved to satisfy these requirements. It already allows to 
propose a plan for several actors, at several levels of granularity (given it is HTN based) 
and taken into account costs and social rules. 

3.2.6.Deliberation Module 

This module will be responsible for the high level deliberation, allowing the robot to 
reason about its overall status. To do so, the idea is that the module compares the current 
situation with the social practice(s) that is currently being executed or that could be 
started (i.e. not a purely reactive mode (reacting to incoming events) nor a pro-active 
mode (just pursuing a goal until it is achieved or unachievable)). If a social practice is 
being executed and is running as expected it is continued. If deviations are discovered a 
reconsideration takes place and possibly a new practice or plan is followed. In every 
choice the consequences of the choice will be checked for ethical implications. It will 
implement the ethical reasoning framework and the explanation framework (cf. [8]) and 
when appropriate, will produce an explanation. However, social practices are assumed 
to be ethical and thus the amount of check points will be limited. The Planning Module, 
and the current affective state (provided by the Affective Module) will be used to guide 
the robot in choices within a social practice or when no social practice applied to the 
situation. Based on that deliberation, the Deliberation Module will be able to interrupt 
the current activities by alerting the Supervision Module. It will connect to the Planning 
Module to get alternative plans.  

3.2.7.Supervision and Interaction Management Module 

This module will be in charge of the supervision and interaction management to deal 
with joint action execution of a plan (Planning module) regarding relevant social practice 
model and ethical rules. It will work in close relationship with the Deliberation Module 
which would be able to interrupt its execution on demand with an explanation about the 
reason of this interruption and/or an alternative plan to pursue the goal. It will use the 
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information given by the Social Interpretation and Situation Awareness Module and Be-
lief Management module. The given plan should be adapted for execution regarding the 
running social practice(s) and ethical constraints (e.g. I do not interrupt somebody, I do 
not speak too loud in a classroom, I do not interrupt a running transaction, …). The su-
pervision system should be able to tune actions or skills given a particular social prac-
tice(s), e.g. to give a product to the customer, I will take care to place it on the desk with 
the label visible (which would be a specialization of the ''put''). The supervision system 
will also be in charge of the monitoring of the task (e.g. does the other agent follow the 
plan) and consequently will be able to give information whether the chosen social prac-
tice(s) is(are) well adapted or not to the current context. For example, there is a number 
of rules that need to be followed in a shop (e.g. do not take all the items, do not break 
items, have enough money to pay). We have already envisioned joint action execution 
[16], and realized several implementations [15, 17, 18]. We have also worked on the 
purpose of interleaving (or mixing) communication and action through multi-modality 
[19]. Social practices will bring a new dimension to this work. 

4. Discussion and Conclusion 

In this paper we present the SPART reference architecture for social robots, a conceptual 
architecture which is based on the use of social practices to guide human-robot interac-
tions in social setups. Social practices describe physical and social patterns of joint action 
as routinely performed in society and provide expectations about the course of events 
and the roles that are played in the practice. This architecture will bring several ad-
vantages in at least three areas: the robot’s social awareness, its social interaction skills 
and affective management. 

Social awareness will be improved by the use of electronic models of social prac-
tices, which will enable the robot to be aware of its role and relation to other parties, 
reasoning about the context and models of others and monitoring these elements. Robot-
icists have developed a number of components to take the human into account when 
sensing and acting. All these components help the robot to get situation and human-
awareness of the context and to act jointly with the human it interacts with. Some re-
search specifically focused on how robots should behave socially in interaction with hu-
mans is shown in [20, 21, 22, 23, 24]. However, most of the social aspects handled by 
these robots are encoded in the task itself and they do not exhibit a framework to handle 
a diversity of tasks in a diversity of (social) contexts. A relevant enhancement in our 
approach is that social practices will allow the robot not only to monitor its environment 
on the basis of the expected events of the social practice but also filter or prioritize its 
perceptions for those elements that are meaningful for a particular social context. 

The robots' interaction skills will be also improved thanks to modules that will be 
enhanced to effectively use social practices. As our model of social practices will link 
the actions to the social effects, it will enable to make the robot socially aware and choose 
the most socially appropriate action at each stage in a practice. For instance, an enhanced 
robot's behavior-selection module will be able to use social practices to promote the be-
havioral patterns that are best suited for a given social context. In an interaction setting, 
social structures typically include interactions not only with the other actor(s) but also 
with the environment, the context and social facts. Existing approaches (i.e., multi-modal 
approaches, formal models, mark-up languages) generally use mental or interaction 
models as the “place” of these social structures. It leads to a high complexity to manage 

A. Clodic et al. / On the Pertinence of Social Practices for Social Robotics72



their entangled nature. Using social practice models, we think that our approach will be 
more expressive and flexible to deal with these social structures. Interactions will be 
more robust, because the robot will have an explicit context that will be used to recover 
from failures and unexpected events. Furthermore, the social practice will provide a basis 
for explanation of the robot’s behavior. From the users’ perspective, social-aware robots 
will be perceived as more socially realistic. 

Finally, our architecture will provide a way to enhance affective management. On 
one side, social practices will improve the recognition of the humans' affective state by 
comparing the facial and body expressions perceived with the ones expected in the cur-
rent situation according to the social practice. Social practices will provide contextual 
cues tied to the nature of the social interaction itself and that can help the robot to, e.g., 
focus only on the detection of those cues that are relevant for the current social interac-
tion. On the other side, the analysis of the current interaction according to a proper for-
malization of the robot’s expectations in a practice, will allow for an indirect induction 
of the robot’s affective state, and the generation of some affective responses (for in-
stance, surprise or worry when current interaction is highly deviating from the expected 
one). 
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Abstract. In three sections some interactions at the workshop “YuMi in Action! 
Ethics and Engineering as Transdisciplinary Robotics Performance” and related 
later reflections are summarized. The primary emphasis is to illustrate what 
transdisciplinarity is and how transdisciplinarity could work as a certain form of 
scientific cooperation. Therefore four principles of biomedical ethics are applied to 
human robot interactions just like the VDI codex of engineering ethics. 
Methodological fundamentals of transdisciplinary cooperation are discussed 
related to concrete medical applications of the robot “YuMi.” In the last section the 
question of transdisciplinary research is (experimentally) related to the metaphor 
of “social submarines” and concrete practical issues that endanger real 
transdisciplinarity. Here we close with the question whether children´s more or 
less unbiased imagination could be seen as a requirement of real 
transdisciplinarity. 

Keywords. Human-machine-interaction, social robots, transdisciplinary 
methodology, epistemology, responsibility, security, safety, robot ethics 

1. Introduction 

The following short paper presents one of several results of our joint workshop “YuMi 
in Action! Ethics and Engineering as Transdisciplinary Robotics Performance” (for 
issues of IT security that have been emphasized during the workshop see [1], this 
volume). But the following considerations are also the result of an overarching 
intellectual context that would not have been possible if this workshop had not been 
embedded in the broader horizon of the Robophilosophy 2018 / TRANSOR 2018 
conference in Vienna. In this paper we will summarize some of these transdisciplinary 
interactions, primarily between engineering and philosophy. We will also discuss some 
hypotheses and an disprovable thought-experimental claim. The paper is a 
documentation of a trajectory of intellectual exchange. It is open ended and includes 
some claims which need to be further elaborated. In the second section the workshop 
and our attempts to find ways of transdisciplinary cooperation are shortly sketched out. 
Here we include remarks on how to bring together technical reality and social 
reflection. Four requirements of transdisciplinary research are summarized. The third 
section combines androids, unspectacular non-android robots and one of the many 
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intellectual dynamics that developed during the four days of the conference. Here we 
combine the four principles of biomedical ethics with the VDI (“Verein Deutscher 
Ingenieure”) engineering codex and a scenario for a therapeutic application of 
apoplectic insults. We illustrate that the VDI engineering codex provides a framework 
which can be applied to a concrete robotic application—the ABB YuMi. But we also 
argue that the four principles of biomedical ethics could play a role in robot ethics as 
well. Section four is an open-ended thought experiment that leaves the borderlines of 
classical academic content. It is a hypothetical reflection about climate change, social 
submarines, and how a joke might turn into reality. We close with the question whether 
the more or less unbiased imagination of children could be seen as a further 
requirement of real transdisciplinarity. 

2. YuMi in Action, Engineer in Action, Philosopher in Action! 

The topic of this section is the workshop and our attempts to find ways of 
transdisciplinary cooperation including engineering and philosophy. Since the early 
beginnings of robophilosophy as conference and workshop series in Denmark, 
transdisciplinarity has always been an important topic. Definitions of transdisciplinarity 
have been emphasized theoretically, interdisciplinary projects have been presented and 
many scientists with a wide range of disciplinary background(s) have been actively 
interacting in several settings. Both, the discussion and in addition the object of 
investigation—social robots and human-machine-interaction—are characterized by 
methods that cannot be attributed to only one discipline. Robophilosophy is a research 
area in which anthropologists, psychologists, and ethnologists play a role as well as 
social scientists, computer scientists, engineers and philosophers [2-3]. Genuine objects 
of discussion are various aspects of human-robot-interactions (HRI), which in a wide 
sense beside conceptual or ethical challenges also include, social political or economic 
aspects. HRI became a focal point e.g. in social robotics, not so much because of the 
technical construction of concrete artifacts but due to the deliberate design of social 
interaction [4-6]. The engineer became a designer of social habits, gestures, language, 
values and norms. With this development, the objects of engineering (and especially 
social robots) became more than mere engineering objects: questions of cognition, 
knowledge, ethics etc. arose immediately out of the praxis of technical developments. It 
is not only because of the social consequences imposed by robotics but furthermore 
directly due to the intended functionality that transdisciplinary investigations are 
necessary.  

If a technician designs social interactions, then knowledge and understanding of 
the relevant domain becomes an important condition for functional success. Classical 
social-scientific and philosophical skills turn into inherent matters of technical 
expertise—for instance analyzing social relations or reflecting ethical values in a non-
mathematical and non-reductionist approach. Vice versa: for sufficient ethical analyses 
and technology assessment not only ethical skills and economic perspectives but also 
differentiated technical knowledge and understanding is required [7]. The 
robophilosophy conference and workshop series became an intellectual laboratory and 
joint think tank for transdisciplinary reflections on the one hand. But on the other hand, 
a differentiated conceptualization of what transdisciplinarity actually means, and how it 
is different to inter-, cross-, multi- or pluri-disciplinarity, how it methodologically 
proceeds and how it affects and transforms our understanding of what technology and 
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science actually is, remains generally underdeveloped.2 We perform—sometimes 
successful, sometimes failing—transdisciplinarity, but without reflecting on how it 
works. 

Motivated by this observation we aimed to bring together philosophy of 
technology and robotics engineering in our workshop. Our aim was to realize 
transdisciplinarity; we wanted to create a dialogue beyond the dualism of the 
Humanities and natural sciences. At the same time we aimed at contributing to the 
theoretical foundations of how transdisciplinarity might methodologically work. Our 
starting point was a definition by Jürgen Mittelstraß, who understands 
transdisciplinarity as a research principle. Research principle means that 
transdisciplinarity is primarily a matter of concrete research performances and 
secondary a concept of institutionalization. According to Mittelstraß, whenever a 
concrete problem is too complex for one single discipline, then several disciplines start 
a peculiar form of cooperation. Interdisciplinarity would mean a cooperation where 
everybody at the end of the day would go back to his/her ancestral institute. 
Transdisciplinarity changes skills and procedures of participating disciplines within the 
research process, consequently nobody at the end returns to her/his ancestral discipline. 
Disciplines are changing, and whenever these changes are caused by a certain problem 
orientation and cooperation, this is called transdisciplinarity [8]. How is a 
transdisciplinary process initiated? The field is enormously large—ethics of HRI for 
instance is as diverse as humans and robots are. But with a closer look at the literature 
concerning inter- and transdisciplinary methodology [8-11] at least four requirements 
can be found. The first one seems to be very simple: the motivation to find a solution 
for a problem. Secondly: the will to struggle for knowledge. Thirdly: an emotional 
common base and personal sympathy. Even the largest problems and good will can fail, 
if very personal differences destroy the open communication in a working group. 
Fourthly: creating a joint definition of the research problem. What is a joint research 
problem of engineering and philosophy? Here, the simple answer could have been: 
ethics of HRI. HRI includes three words and it is very difficult—not to say 
impossible—to find a final definition for each of the mentioned terms: “human,” 
“robot” and “interaction.” Accordingly with respect to our workshop, one choice could 
have been to go for general tentative working definitions and to further streamline them 
during the research process. We decided to go a different way. On the one hand we did 
not define the terms robot nor HRI, but we put the focus on a concrete robotics 
application: the collaborative robot ABB YuMi.3 At the workshop, we did not start by 
talking about HRI as such, but by talking about the very concrete potentiality of this 
system. Concrete technical applications of this robot have been practically performed, 
explained by a robotics expert and commented by a philosopher of technology. Our 
way was inductive: we started with the concrete empirical example and later on during 
the discussion we tried to relate to more general definitions.  

Therefore, we included a technical performance and virtual lab tour (Figure 1), 
which was the “engineering” part of the workshop: simple applications of the ABB 
YuMi (Figure 2) have been presented and explained in terms of technology, realistic 
possibilities and limitations. YuMi is a collaborative robot and such like other 
collaborative systems it has been trending in research and industry over the last years 
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TRANSOR workshop in Aarhus, 28.-30. Jan. 2015.�
3  http://abb.com/YuMi (accessed: April 15, 2018) 
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[12-13]. Robots like that are specially constructed to safely work alongside of humans 
where contact is possible and sometimes even intended (see [13] for an example). The 
specific safety requirements of this robot are one important reason why we chose this 
example. 

 
 

 
Figure 1. A collaborative robot (KUKA iiwa4) working together with a human.5 

 

 
Figure 2. The ABB YuMi building a Tangram puzzle together with a human.6 

 
The goal was to show the possibilities and limits of currently available robots for 
human-robot collaboration. A simple demonstration like building a Tangram puzzle 
was used to show the abilities of the robot. In this showcase, it used a camera in its arm 
to detect wooden puzzle pieces in its workspace [14]. From this, it built a user-selected 
shape. We demonstrated the safety mechanisms like collision detection and force 
sensitive movement. In course of that, we talked about how robots are currently 
certified for safety and which regulations must be followed. After the demo, we gave a 
short overview of current research activities at the Institute of Robotics and 

                                                        
4� �https://www.kuka.com/en-de/products/robot-systems/industrial-robots/lbr-iiwa (accessed: April 

15, 2018)�
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6  © JOANNEUM RESEARCH.�
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Mechatronics in Klagenfurt—a virtual Lab-Tour. We show the current industrial robots 
but also advanced robotic systems available in the laboratory7 and explained their 
intended future use.  

In addition the aim of the demonstration and of the presentation was to perform a 
kind of reality check for the conference participants. While some of the discussions 
within Robophilosophy 2018 / TRANSOR 2018 also tended to revolve around 
technical artifacts, which are suspected to come in the future (fleets of self-driving cars, 
general AI, etc.), we wanted to show one example for the actual state-of-the-art as it is 
currently being brought into industry and the moral and ethical issues we face as an 
applied research institute working in this field. Facing moral issues like “Do we accept 
a certain project although the outcome may impact the job situation in this company?” 
requires careful reflection in the daily work of applied researchers and is much closer 
than asking questions about what happens to our field in 20 years. Still, it is important 
to regularly step back from daily business and think about long-term effects of the own 
research. Accordingly, how can we create a transdisciplinary discussion? There are 
efforts e.g. in EU funded research to find solutions for the legal regulation of robotic 
applications.8 Also the linking of different stakeholder groups plays an important role, 
e.g. in the INBOTS project.9 Some of those current EU reports could support 
transdisciplinary engagement by delivering at least tentative definitions of what a robot 
is and on how basic legal and ethical problems might be defined.10 The advantage of 
this procedure is the use of already established linguistic consensus—if and only if 
linguistic consensus will be possible at all. It is a very helpful support, when 
transdisciplinary investigations do not need to start linguistically from point zero. On 
the other hand many definitions are very vague and—due to the fast dynamics of 
technological developments—only tentative [8-11]. When we discussed about security 
and safety in HRI [16], we therefore additionally included already established 
normative schemes beyond robotics. The ethical focus was on responsibility, safety and 
security as both technical and philosophical concepts. As concrete a focal point beyond 
robotics we used the more general VDI ethics-codex Fundamentals of Engineering 
Ethics [17] (which also shapes the FEANI position paper on Code of Conduct: Ethics 
and Conduct of Professional Engineers11 [18, pp. 181-190]) and tried to concretely 
apply to the performances we demonstrated with YuMi. Our methodology was also to 
find already existing linguistic frameworks which could help us to synchronize the 
ways in which we talked about responsibility, security or safety. What have been the 
results of our interactions? In the following we would like to present some of our 
findings. 

                                                        
7   https://www.joanneum.at/en/robotics/infrastruktur.html (accessed: 15, 2018) 
8    http://www.robolaw.eu/index.htm (accessed: June 28, 2018) 
9   http://inbots.eu (accessed: April 15, 2018) 
10    See for instance the European Civil Law Rules in Robotics (Oct. 2016) [16]. 
 10 https://www.feani.org/sites/default/files/PDF_Documents/Position_ 
 papers/Position_Paper_Code_of_Conduct_Ethics_approved_GA_2006.pdf (accessed: June 28, 

2018)�
11 
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3. The Struggle for Sensible Robots 

After we presented attempts to find ways of transdisciplinary cooperation in the 
previous section, this subchapter emphasizes some results of the workshop. We 
illustrate that the VDI engineering codex provides a framework which can be applied to 
some applications of the ABB YuMi and argue that the four principles of biomedical 
ethics could play a role in robot ethics as well. Therefore we start with a short remark 
about androids. Our workshop was situated in the program after the keynote lecture by 
Hiroshi Ishiguro. Ishiguro presented very impressive high-tech systems, mostly android 
robots with a human-like surface and advanced capabilities for gestural and linguistic 
interactions with humans. Compared to that, our presentation of the collaborative robot 
YuMi immediately after Ishiguros visually stunning statements received a somehow 
disappointing flavor. YuMi is white and grey, has an upper body like shape with two 
robotic arms, but no legs, no head, no artificial human-like skin and no features for 
verbal interaction. It represents a more grounded trajectory of current robot 
developments. This observation threw us back to the question why to do robotic 
research and especially research on collaborative systems—an issue we discussed 
while preparing this workshop before the conference started?  

In point 1.4 of the VDI Fundamentals of Engineering Ethics it is stated that: 
“Engineers are committed to developing sensible technology and technical solutions.” 
[17, p. 4]  

In the German version the word “Bringpflicht” is used. It means literally 
something like “duty of deliver” and relates to a somehow Baconian attitude: scientific 
and technical progress has also to aim for societal benefits. It is part of engineering 
responsibility to take this into account. The very last critical question in the discussion 
after Ishiguro’s keynote was about which human society he is aiming to create with his 
androids? With respect to our YuMi performance and the Tangram puzzle which was 
created by the robot, a similar question popped up in our workshop. What is it good 
for? Again, in a transdisciplinary and pragmatic attitude we did not start out by 
discussing important but also controversial and therefore time-intense ethical 
fundamental arguments. We decided to try to find experimentally a realization for 
strategic responsibility by referring to medical applications. Medical benefits are surely 
part of sensible scenarios of technical applications. For instance in applied medical 
ethics Tom L. Beauchamps and James F. Childress’ 1979 released book Principles of 
Biomedical Ethics became a classical source for the application of four pragmatic 
principles: respect for autonomy, nonmaleficence (not causing harm), beneficence 
(caring and supporting health) and justice [19]. Those four principles are valid still 
today [20].  

Experimentally we used these rules for thinking about sensible scenarios of care 
applications as one possible realization of strategic responsibility. A philosophical 
framework of biomedical ethics was combined with the engineering perspective on the 
basis of a common language that was also taken from the VDI codex and an EU 
working group paper [16]. In our scenario, the Tangram game was further developed as 
a form of physiotherapy, which might be applied in cases of stroke rehabilitation. As 
consequence of strokes neural damage often causes a decrease of sensorimotor 
capabilities. In order to reactivate fundamental competences of body movement (e.g. 
sensorimotor coordination of arms) several kinds of physiotherapies with a high 
number of linear repetitions are applied and discussed in medical literature as one 
aspect of rehabilitation [21]. Following that in our scenario the patient is forced to learn 
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simple movements by performing monotone repetitions of body movements. 
Furthermore, this takes a lot of time from the professional therapists. A YuMi-like 
robotic application could support the monotone repetitions, also when a professional 
therapist is not physically present.12 In terms of autonomy, we argued that a YuMi-like 
robot could support the autonomy of the patient in two ways: first, it helps the patient 
to relearn basic skills in order to be able to live an independent life after a stroke. 
Second, compared to androids a Yumi-like robot does not appear like a human being 
and therefore there is no danger of uncanny valley effects [22]. We argued that a robot 
which is clearly recognizable as technical tool will thereby also psychologically 
support the human autonomy of a patient. Especially forces caused by technical 
structures—factual constraints—should be avoided in order to support human freedom 
and autonomy (VDI 2.2): “The fundamental orientation in designing new technological 
solutions is to maintain today and for future generations, the options of acting in 
freedom and responsibility. Engineers thus avoid actions which may compel them to 
accept given constraints (e.g. the arbitrary pressures of crises or the forces of short-term 
profitability)” [17, p. 5]. 

The second biomedical principle of “nonmaleficence” (not causing harm) is linked 
to standards of safety in HRI. This is on the one hand a matter of legal regulation and 
formulated in the engineering codex in point 1.3 like this: “Engineers know the 
relevant laws and regulations of their countries.” [17, p. 4] Another point is at least as 
important, but epistemologically speaking much more difficult: dual use. Therefore in 
VDI 1.4 it is argued that engineers are “taking into consideration the possibilities of 
unwanted technological developments and deliberate misuse of products and 
processes” [17, p. 4], In addition to misuse, dual use or abuse, also asymmetry plays a 
crucial role in HRI [24]. Limitations of sensorimotor capacities of patients are certainly 
challenging There is no perfect user and especially in medical situations there is a 
strong asymmetry between the patient, who is ill, has pain and physical limitations, and 
the robot, who is made out of cooper iron etc., has a physically stronger body, no pain 
etc. Therefore, modern collaborative robots are equipped with safety-oriented 
functions, which are supposed to prevent humans nearby from harm. Those robots 
recognize unintended contacts (with humans or anything else) and immediately stop 
their motion. Functions like these can be realized in different ways using sensors or 
using measurements of motor current. In any case, robots like the Kuka iiwa or the 
ABB YuMi are shipped with such safety measures. It has to be said though, that this 
alone does not yet make the robot safe in all possible situations. It has been shown, that 
those safety functions can still exceed the maximum allowable pressure on contact 
[25]. Rather, the safety of the robot depends on the application it is used in. Thus, for 
each application, a risk analysis and measurements of biomechanical thresholds need to 
be performed before the robot can be considered safe in this specific situation. 

Even if safety standards in central Europe are set pretty high at the moment—also 
as consequence of accidents in the past and procedures of optimization [26]—the 
general problem of dual use and abuse remains very urgent. Every technology is dual 
usable and it is one characteristic of technologies, that engineers cannot foresee every 
possible application which might be performed by certain users. Therefore, in the VDI 
codex the problem of knowledge is addressed in point 3.1: “Engineers are committed to 

                                                        
12  These observations which have been discussed during the workshop are worth to be explored 

further with respect to genuine medical expertise and literature. However, the discussion about robots in 
physiotherapy has already begun: e.g. [23]. 
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keeping up and continually developing further their professional skills and 
competencies.” [17, p. 6] We think that the struggle for permanent enhancement of 
professional skills in the VDI codex can be interpreted as one link to the second 
principle of biomedical ethics by Beauchamp and Childress: avoiding harm means 
avoiding lacks of knowledge. 

Biomedical principle number three is beneficence (caring and supporting health). 
We think with a therapy application this principle is fulfilled. Principle four relates to 
justice. Without giving a final and overarching definition of justice during the 
workshop discussion we came to the conclusion that a therapeutic application could—
depending on economic factors and legal regulation—both increase and decrease 
justice. Justice decreases when every patient receives a similar therapy chance for 
therapeutically treatment without depending on the funding and workload-limitations 
of human therapists. But it decreases justice if they are applied in context of two-class 
medicine. In the second case, only rich patients would be in a position to afford 
expensive robotic applications. The problem becomes even more sophisticated in 
global context. As it is already the case today, rich countries could provide even better 
therapy than poor countries. On the other hand, it is also worth mentioning that in some 
regions like India and others exists inexpensive labor force especially for routine work. 
In countries like these therapy robots for monotone repetitions might economically not 
make so much sense. It would be worth further to discuss this scenario, but additionally 
legal, economic and medical expertise would be required to do so thoroughly. This 
might be an interesting topic for a future follow-up workshop. In conclusion, we argue 
that both the VDI engineering codex and the four principles of biomedical ethics by 
Beauchamp and Childress provide an ethical framework which can be applied to a 
concrete application scenario of the robotic system ABB YuMi. In the next and final 
section transdisciplinarity is again the primary topic. We finish this paper with an 
experimental question. 

4. We Are Living in a Social Submarine! 

In the second section we presented attempts to find ways of transdisciplinary 
cooperation in the workshop and the third one was about some concrete findings. At 
this point we return to the initial topic of this paper. Here we are going to perform a 
thought experiment that leaves the borderlines of classical academic content. It is 
arguable and might receive a lot of counterarguments. But we (the engineer and the 
philosopher) think it is appropriate also to perform joint thought experiments in order 
to enable unusual perspectives—and maybe at least trying to find new ways of 
reframing problems.  

Within the robophilosophy conference we reflected on how to proceed with 
transdisciplinary engagement. Do we need more spectacular android robots the next 
time as examples in order to be more provocative? Maybe provocation could be a 
methodological principle of transdisciplinary research. Listening to another keynote of 
the Robophilosophy conference, the one by Simon Penny, we realized an unintended 
link between our “unspectacular” non-android robot and climate change. Critically, 
Simon Penny has been putting attention to urban environments and how we might 
apply social robots in historically grown cities—since most cities exist for centuries 
and have been developed without challenges of current robotic systems. He mentioned 
the impact of climate change and presented some pictures of flooded US-east-coast 
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cities. With the melting of arctic ice, the sea level might bloom in the next decade so 
that coast cities also might be flooded. Ironically Penny raised the question: “But where 
to put social robots here between flooded streets?” The one link is a historical and 
methodological one. Climate research is a classical case of transdisciplinary research 
since it is not only interdisciplinary cooperation. Climate models are extremely 
complex, depending on a huge amount of data, as well as physical, geological, 
biological knowledge etc., which leads to a unique amalgamation of separated 
disciplines. Climate science or environmental science are new labels for this 
amalgamation of specific transdisciplinary competences (which in consequence turned 
into new disciplines). Therefore this field of investigation is in the literature often 
discussed as classical example for transdisciplinary engagement [8, 10]—even before 
the word “social robot” became part of public and scientific debates.  

During the discussion after Penny’s talk the moderator was kidding by referring to 
the point with social robots in flooded cities: “...this also makes us think about social 
submarines...” What began as a joke and teaser for discussion turned to become a 
metaphor for one strong methodological problem of transdisciplinary research—as it 
was also discussed in the workshop. An underwater social robot could be a social 
submarine on the one hand. But on the other hand a social submarine could also be a 
human who makes her/himself scarce, someone who ducks and hides her/himself under 
the waterline. In our metaphor, the waterline is the academic career system, which does 
not open many opportunities for real transdisciplinary research. Academic careers are 
often limited to very disciplinary behavior and extreme specialization. The openness 
for other disciplines is often a very un-pragmatic behavior, especially for younger 
researchers who want to survive at universities and research institutes and who are 
unfortunately very often confronted with bureaucratic factual constraints. Also the 
existential fear to end up in the academic precariat13, with limited and poorly paid 
working contracts or unemployment is a strong force to follow non-transdisciplinary 
career logics—especially since most academic careers start with a dissertation which is 
related to a certain topic within a concrete (sub)discipline that is also represented at a 
concrete university. Another career pragmatic problem which furthermore limits real 
transdisciplinarity is related to what Charles P. Snow called “the two cultures”: the 
strong methodical, linguistically and institutional distinction between (natural- and 
engineering-)sciences and humanities [27]. A consequence is the tendency to go into 
epistemic seclusion: becoming a social submarine which is driven by material needs 
under the waterline of career pragmatism but not by research problems and freedom of 
sciences. Transdisciplinarity is too often seen as career killer, also because of a lack of 
institutional foundations—this has been discussed in the workshop but can also be 
found in the literature at least as a diagnosis for the situation in Austria and Germany, 
e.g. [9]. Consequently, it might be possible to experimentally rethinking the VDI codex 
and point 2.2, which avoids forces caused by technical structures (factual constraints). 
This could not only be an ethical rule for engineers but also for politicians and 
scientific institutions. Factual constraints of career pragmatism and academic precariat 
are the first and most destructive enemy of transdisciplinary research—that´s the 
hypothesis of the thought experiment.  

                                                        
13  Social, economic and political aspects of labor, substitution of jobs and the notion of precariat has  

been elaborated by Guy Standing in his comprehensive keynote “The Precariat in Platform Capitalism” in a 
broader context. We like to express our thanks for his critical input. 
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The famous allegory of research as a ship that started discovering new oceans by 
using empirical data and rationality—given in Francis Bacon’s starting shot of modern 
sciences in his Novum Organum in 1620—seems to be endangered by disciplinary 
tunnel views and the factual constraints of careers, and will end up as the image of a 
social submarine in the flooded streets of academic precariat. Was it not a nice time 
when we were children and socially allowed to playfully combine yellow with blue 
bricks without losing any reputation or status? In any case—be it the social submarine, 
the (more or less) responsible technician, the politician who is responsible for legal 
regulation, or the everyday person affected by technological change—why not initially 
in a playful way also engaging children with those topics?14 We speculate that the 
technologies that are being worked on in research labs and at universities today are 
likely to impact society in in a few, maybe 15 to 20, years. Thus, the persons mostly 
affected are at the time of development still children or teenagers. Sadly, they are not 
often asked how the technology, which will later impact their lives, shall be designed.15 
Why not asking children and respecting their open, non-disciplinary and somehow 
naive perspectives on a good life?16 The point is that not only robots but also 
education—both by families and by institutions like schools—has an impact on 
societies. If we treat children like under aged persons (in the sense of individual 
reasoning and enlightenment) with no influence on their future (beside some career 
oriented grades in school) then we easily end up in robotic societies.  

We think this conclusion can be drawn from the AI critique of Hubert Dreyfus [29] 
and Joseph Weizenbaum [30], as well as from current publications in the field, e.g. 
[31]. The main argument of these AI critical approaches is that mathematical 
calculation and formal logical processing of information is a superior feature of 
computers and robots. What makes humans become human is also mathematics and 
rational reasoning, but additionally a wide range of capacities that cannot be such 
easily substituted by AI: perception, emotions, sensorimotor body movements, 
linguistic and gestural attribution of meaning in social situations (metaphors etc.), 
creativity, imagination, and resilience. Reducing a human being to zeros and ones 
means also reducing a society to zeros and ones—these are metaphorical robotic 
societies. The crucial question is: What life do we want to live? A robotic life where we 
are reducing our children to calculable behavior? Or a life in societies that support the 
development of human skills of imagination, creativity and critical thinking? We think 
it is important to raise these questions, and listen to the answers of children. We also 
think that if somebody chooses a robotic lifestyle—which might also be possible in 
liberal societies—then this choice is once more only possible on the basis of human 
capacities like real autonomy or real moral sensitivity.17  

                                                        
14  One reviewer of this paper was critically asking for a threshold. That´s an important argument 

also in terms of youth protection.  
15  Some empirical studies already emphasized children´s/students expectations (see e.g. [28]).�
16  Two possible counterarguments to this idea have been presented by reviewers of this paper: 1. 

“The parents are probably their legal custodians and decide on their behalf until they are ready. I guess a 
child very fond of chocolate would love the world to become chocolate.” and 2. “If I see how my children 
start arguing on the playground about who is playing with which toy, I am pretty happy to be adult.” But 
what seems to be true as well seems that also adults, often by using different rhetoric and means, easily 
behave childish. Unfortunately, this behavior can be observed in, for instance, (international) politics. The 
difference is that real children are still in a learning process. 

17  In current debates autonomy and sensitivity are discussed as human moral features which might  
be included in machines only on a very basic level of “operational” and “functional morality” [32].�
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One initiative to tackle this situation is the “JOANNEUM RESEARCH Summer of 
Robots”. This is a three days event intended to get kids and teenagers involved in the 
topics of robotics. Besides learning about capabilities and limits of current robots and 
how they are developed and programmed, one of the three days is especially dedicated 
to robot ethics and is performed in collaboration between roboticists and philosophers. 
The kids are engaged in discussions about benefits and caveats of technology and they 
are given the freedom to think about and design the technology they would like to see 
when they grow up (Figure 3 and Figure 4).  

 

 
Figure 3. Kids at the Summer of Robots creating scenarios of robot application without caring about 

disciplinary borderlines and career pressures.18 
 

 
Figure 4. How kids at the Summer of Robots imagined sensible household robots by painting a picture.19 

 
We want to formulate the (empirically unproven) hypothesis, that this younger 
generation has a much more unobstructed view on what technology should be and how 
we could use it to benefit human life.20 Are children sometimes the better adults? 

                                                        
18  © JOANNEUM RESEARCH�
19  © JOANNEUM RESEARCH�
20  A critical objection was formulated by one reviewer: “Compared to who? Was there an adult 

control group? I think this is essential if this kind of conclusion is to be drawn“. We agree. Since this section 
of the paper is a thought experiment where hypothesis are given it definitely lacks a clear empirical proof. 
This could be realized by a review of social scientific literature or by creating an empirical evidence with the 
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Anyway, it seems that they are very open and access their environment with fantasy 
and unbiased perception.21 Why should we not already now learn something from the 
next (human) generation? 
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Abstract. Debates around robots, both scientific and non-scientific, mostly put the 
human being in their focus. This is important and necessary to produce machines 
that humans can operate and interact with, and to do responsible research. We think, 
however, that the phenomenon of robots, and generally machines, is only fully 
comprehensible if we, the observers, step back and try to understand machines from 
another, unusual perspective: the machines themselves.  

Keywords. Art and AI, anthropocentrism, robot-robot interaction 

1.�Introduction 

We invited the participants of this workshop to reflect upon machines, and especially 
robots, from a machine / robot point of view. What do robots do when we are not around? 
How do they spend the end of their working day? What do they appreciate or prefer? 
How, and what, do they communicate among each other? For instance, what were the 
two Facebook bots conferring about before some human turned them off? It is not our 
goal to design a post-human society but rather to explore what it means for our society 
not to consider robots only as agents that ought to be designed to carry out human tasks. 
In our opinion, we should take robots as robots seriously, because we often must rely 
upon them for good reasons. They help building our machines, for instance, our cars, 
guide us through art exhibitions, and assist in nursing. Thus, within this workshop, we 
would like to take a closer look at the robots themselves. We invite the participants to 
imagine alternatives to a barely functional point of view, to think about the idea that 
robots are more than just the functional “partners” of humans. The questions we want to 
raise by discussing these topics should neither be regarded as a utopian or dystopian. The 
challenge seems to be how to reconceptualize thinking about machines, about AI, and 

                                                        
1 Maike Klein, Institute of Philosophy, University of Stuttgart, Germany. E-mail: maike.klein@philo.uni-
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robots without the preconfigurations of our societies and work, but to engage in a precise 
analysis of the underlying technologies. 

The program of this workshop comprises three sessions:  
 
Session 1: 
The Machine Perspective, including the talks: 

•� Self-learning material flow systems by Simon Hoher, FH Salzburg, and Florian 
Jaensch, University of Stuttgart 

•� Aesthetic preferences of machines by Maike Klein, University of Stuttgart, and 
Maximilian Lehner, KU Linz 

•� Nintendogs by Fabian Kühfuß, Free Academy of Fine Arts Nürtingen. 
Session 2: 
The Machine Perspective in its context, including the talks: 

•� Possible Bodies by Femke Snelting, constant, Brussels 
•� Cultural sensitive gesture libraries in HRI - An Italian - Japanese Comparison 

by Hagen Lehmann, Heriot-Watt University, Edinburgh. 
Session 3: 

•� Future Session: Visions, opportunities, and challenges of the convergence of 
humans and machines, moderated by Simone Kimpeler.  

2.�Session 1: The Machine Perspective 

In a first step we wanted to rather loosely think about machines alone and among each 
other – most accounts seem to only replace certain human activities or try to enhance 
certain aspects of the human. In realizing that for example a machine’s perception or its 
action radius is quite different from that of a human, our aim was to take these issues into 
this conference and ask how machines could be seen in a non-anthropocentric way. Both 
seem to implicate the broader question of how to think about societies using and profiting 
and living and suffering with and from machines.  
 

2.1.�Self-Learning Material Flow Systems 

Material flow controls coordinate the providing of materials at the right time and in the 
right place in the desired quantity and quality. Every production system needs a highly 
optimized material flow between the single production steps. The classical material flow 
control is pyramid-shaped with a hierarchical structure consisting of system control, 
subsystem control, area control and element control that realizes the desired material 
flow. Future material flow controls will have an intensive communication between 
element controllers. Autonomously acting agents have the ability to control single 
material flow elements. Due to the networking of the agents and a machine learning 
approach, the agent system is now able to self-organize the correct material flow. In this 
talk, this change from classical material flow controls to the self-learning controls will 
be discussed and validated. The material flow of the future is no longer controlled by 
humans (through the programming of controls), but the agent system learns 
autonomously to organize it. 
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Simon Hoher is professor of mechatronics in the program on information 
technologies and systems management at the University of Applied Sciences Salzburg 
since October 2017. Since 2013, he conducted various national and international projects 
on Industry 4.0 (e.g. BMBF RobIN 4.0, EU FP7 ReBorn, BMWi ReApp) at Industrielle 
Steuerungstechnik GmbH, Stuttgart. Together with industrial partners he developed new 
concepts of robust data collection and evaluation for production facilities. From 2009 to 
2013, Simon Hoher was doctoral researcher at the Institute for Control Engineering of 
Machine Tools and Manufacturing Units, University of Stuttgart. His dissertation was 
on mechatronics of material flow. 

Florian Jaensch received the B.Sc. (2013) and the M.Sc. (2015) in mechanical 
engineering from the Karlsruhe Institute of Technology. He joined the Institute for 
Control Engineering of Machine Tools and Manufacturing Units in 2016 as a research 
assistant. He is part of the research group Virtual Methods for Production Engineering 
and is currently working in a project with Soft-Tissue Robotics and machine learning for 
digital production systems. 

2.2.�Aesthetic Preferences of Machines 

Nowadays, machines are already present as agents in the art world. They act as curators, 
artists, and recipients, influenced by the data engineers give to them. On these grounds, 
machines shape human experience regarding what and how they see. This raises both 
well-known questions about the nature of art and curating and new questions about 
changing human experiences. But how far can machines really go in these fields? Can 
the aesthetic classifications they make be traced back to mechanical aesthetic 
preferences? 

Maike Klein is a doctoral researcher in Philosophy at the University of Stuttgart, 
after having completed a binational M. A. from the Universities of Stuttgart and Paris 8 
Vincennes-Saint Denis. In her thesis on the topic of “Emotions in artificial systems”, she 
mainly considers the links between Philosophy, Psychology, and Computer Science. 

Maximilian Lehner is a doctoral researcher at KU Linz (Institute of Contemporary 
Arts and Media) after completing an M.A. in cultural philosophy at the universities of 
Stuttgart and Paris 8 Vincennes-Saint Denis. His research interests are in artistic research 
practices and in co-operations between art and technology. He is also co-founder of the 
art agency The Real Office in Stuttgart and exhibited in “Time-Space-Existence” at La 
Biennale Architettura 2016 with ISA STEIN Studio. 

2.3.�Nintendogs 

Nintendogs is a wall installation. An apparatus made of electrical engines and metal bars 
moves a Gameboy console in order to make a touch screen pencil stroke a virtual puppy. 
Do robots dream of virtual puppies? The Gameboy game “Nintendogs” is about training 
puppies. Additionally, and occasionally it seems crucial, simulating spare time with 
virtual pets is an important part of the game. The installation “Nintendogs” asks 
therefore: Will artificial empathy play any role one day? Does a virtual dog recognize 
that it’s stroked by a robot? Can a virtual dog sympathize with this robot? 

Fabian Kühfuß works as media artist in Stuttgart after studying visual arts at Freie 
Kunstakademie Nürtingen (FKN). He received a project grant by the Karin-Abt-
Straubinger-Stiftung (2012), a studio grant by the City of Stuttgart (2015-19), and won 
the 27th Stuttgarter Filmwinter prize for “media in space.” Since 2015, he is a lecturer 
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in FKN’s New Media Class. He led workshops at International Festival of Animated 
Film Stuttgart and with Thomas C. Weber and Frieder Schlaich in Zimbabwe. 

3.�Session 2: The Machine Perspective in Its Context 

A question arising from Session 1 is: what follows from this view on machine-machine-
interaction – how may different societies think about machines constructed according to 
these principles? What might an intersectional account add to these issues and how would 
it change the practices of programming? 

3.1.�Possible Bodies  

How do human and machinic movements co-construct each other? In what way are their 
respective gestures and behaviors shaped through the apparatuses at work? This 
contribution looks at computational imaginations of moving bodies and their articulation 
and enactment through software, interfaces and devices. Thinking with the practices of 
3D-modelling, dance notation and motion capture, I would like to look at the way human 
movement is encoded into machines, and how an engagement with their ‘alien logic’ 
might open up the conditions of the possible. It is an attempt to reclaim digital bodies 
from the forces of optimization, capture and prediction and to repoliticize them through 
their potential for more-than-human movement. Possible Bodies is a collaborative 
research initiated by Jara Rocha and Femke Snelting. It activates the very concrete and 
at the same time complex and fictional entities that "bodies" are, asking what matter-
cultural conditions of possibility render them present. This becomes especially urgent in 
contact with the technologies, infrastructures and techniques of 3D tracking, modelling 
and scanning. 

Femke Snelting works as artist and designer, developing projects at the intersection 
of design, feminism and free software. In various constellations she has been exploring 
how digital tools and practices might co-construct each other. She is member of Constant, 
a non-profit, artist-run association for art and media based in Brussels. Femke teaches at 
the Piet Zwart Institute (experimental publishing, Rotterdam) and is currently Research 
curator at a.pass (advanced performance and scenography studies, Brussels).Cultural 
sensitive gesture libraries in HRI - An Italian - Japanese Comparison 

3.2.�Cultural Sensitive Gesture Libraries in HRI - An Italian - Japanese Comparison  

Gestures are an essential part of human-human face to face interaction, specifically 
during conversations. They are very important for human nonverbal communication and 
ensure socially comfortable interactions. They facilitate not only turn taking behavior, 
but also the understanding of emotional internal states of others. In contrast to most 
subconscious nonverbal communication signals, like body posture and blinking, manual 
gestures are culture dependent. Communicative gestures have evolved in different parts 
of the world to have different meanings and to be used with different frequencies. This 
implies that these differences have to be taken in consideration when generating 
conversational interaction behaviors for robotic platforms to be used in different cultural 
contexts. This talk will illustrate this necessity by using examples from an Italian – 
Japanese comparative HRI study. 
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Hagen Lehmann is a researcher at Heriott-Watt University, Edinburgh. Before, he 
was a Marie Curie Experienced Researcher at the Italian Institute of Technology, where 
he developed the SICSAR project, dedicated to generate and test social interaction 
behaviors for the iCub robot. Dr. Lehmann holds a Diploma in Psychology from the 
Technical University Dresden, a MA degree in Psychology from the Max-Planck 
Institute for Evolutionary Anthropology in Leipzig, and a PhD in Computer Science from 
the University of Bath. In these years he has worked, from different interdisciplinary 
perspectives, on Evolution and Social Cognition, examining in particular possible 
reasons for the evolution of social structures in primates, the role of social dominance in 
this process, and social gaze behavior and its role in human social evolution. 

4.�Future Session: Visions, Opportunities, and Challenges of the Convergence of 
Humans and Machines 

As the positions we assembled are only thought as starting points to this idea, we invited 
the participants to a group discussion later to think about this together. 

The Future Session is a small workshop organized in world-cafe style, starting with 
the talks as inspiring impulses and then switching to group work modus in which 
participants share their visions and discuss opportunities and challenges of the 
convergence of humans and machines. 

Dr. Simone Kimpeler is Head of Competence Center Foresight at Fraunhofer ISI, 
Germany. After a Doctorate in Communication Research received from University of 
Münster, Germany, she started as researcher / project manager at Fraunhofer ISI in 2000. 
Since 2013 she is leading the Foresight team. Her work focuses on future-oriented socio-
technological analysis, in particular scenario development and analysis, stakeholder 
dialogues and visioning processes.  
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Capitalism, Labor and the Totalising Drive 
of Technology 
Niklas TOIVAKAINENa,1 

a
 The Department of Philosophy, History, Culture and Art Studies, University of 

Helsinki, Finland 

Abstract. In this paper I try to illustrate, quite roughly and indicatively, the 
interconnections between automation technology and social organization. Central to 
this analysis are the notions of automation, increased productivity in a capitalist 
society, labor, equality, global inequality and the modern culture of technology. I 
will end the paper with brief critical remarks on the question of ‘robot rights’.  
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1.�Introduction 

As the Robophilosphy 2018 conference description observes, a strong motivational drive 
pushing the development of robotics and automation technology more generally, is 
centered on the demand for increased productivity. What I want to do in this paper is to 
illustrate, quite roughly and indicatively, how the demand for productivity and hence 
automation is intertwined with our modern and capitalist social organization and its 
imagination, as well as with questions of labor, equality, and global inequality, ending 
with some critical remarks on the discourse on ‘robot rights’. Some of the observations 
I will present here are, to my mind, aspects that tend to be omitted in the robotics 
discourse. 

2.�The Culture of Technology as Biopower 

I want to begin my somewhat ambitious attempt by introducing and suggesting an 
essential tie connecting (especially the strive for increased) productivity, social 
organization, and automation. I will do so by inviting the reader to, in his/her mind, 
compare two different institutions or (plat)forms of commerce: the contemporary 
consumer market on the one hand and the bazaar on the other hand. Now my question 
here is, which of these two more easily invite, as it were, technological automation?  

The issue here is of course not that the different social and economic aspects at a 
bazaar could not, out of some necessary principle, be formalized so as to develop 
different forms of automation technologies to suit it. Rather the issue concerns, as one 
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might put it, the complexity of the formalization and hence the technology demanded for 
automation. That is to say, the issue concerns the way in which the commercial activity 
is organized, what standards and norms regulate it and what values and ideals underpin 
it.  

Think here for instance of Amazon’s newly launched Amazon Go, the automated 
grocery store, which is an extension of the consumer market most urban people, I gather, 
are used to. In contemporary consumer markets, as opposed to the bazaar, prices are 
universally standardized, never negotiated—as is more or less the custom at bazaars. 
Products are, usually, organized in linear fashion along straight lines of shelves—like 
most of Manhattan—with signs to help the customer orientate him-/herself. This is 
needed since it is the customer him-/herself that is to fill up the shopping cart, take it to 
the cashier, load the products on the cashier desk and so on, hence contributing to the 
market’s overall productivity with a form of free labor. Amazon Go has not only 
automated the cashier desk—this has been done before Amazon Go; it has removed it 
from the equation, something that of course requires more automation than simply the 
moment of monetary transaction.     

Efficiency is a central aspect here. When prices are universally standardized, when 
no negotiation is needed, when customers can orientate themselves and proceed quickly 
and independently, more customers can be served with, as it were, less. Productivity has 
gained.  

The important thing to note here is that even without automated cashiers or no 
cashier desks at all (cf. Amazon Go), the contemporary consumer market, in its 
organization (of efficiency and productivity), is already, as it were, largely automated. 
The technological complexity required for automating some particular task—a particular 
‘cog of the overall machinery—in this institution is ‘simplified’ to the extent that the 
institution is itself organized along quite strict, determined, predictable, and universal etc. 
standards and norms. This is obviously not to say that the technology is ‘simple’ in any 
general sense, but rather only in comparison with what automating commercial activity 
at a bazaar would demand: just think of the technological challenge of automating the 
procedure of negotiating the price of a product more or less anew with each customer, or 
to automate neighborhood gossiping—and to do this with a face. And just think of the 
efficiency and productivity losses this would entail. In other words, it is no coincidence 
that automation technology has emerged out of, so to speak, a consumer market culture 
rather than a bazaar culture: the bazaar does not build on the kinds of norms of 
productivity and efficiency that (de facto) has motivated technological automation. 

That the introduction and deepening of automation technology has gone hand in 
hand with the ‘instrumental rationalization’ of high modernity’s social, political and 
economic reality is a topic that has been discussed at length by authors such as Ellul [1], 
Mumford [2], Taylor [3] and of course the so called Frankfurt School [4], just to name a 
few. And reading the programmatic pioneers of modern (techno)science it is not hard to 
spot the instrumental ethical-aesthetical ideals injected into the notion of modern 
‘rationality’. Take for instance the following quote from Descartes’ Discourse on Method, 
where he portrays, by way of analogy, the ideals of ‘scientific knowledge’.  

 
One of the first of the considerations that occurred to me was that there is very often less perfection in 
works composed of several portions, and carried out by the hands of various masters, than in those on 
which one individual alone has worked. [...] In the same way also, those ancient cities which, originally 
mere villages, have become in the process of time great towns, are usually badly constructed in 
comparison with those which are regularly laid out on a plain by a surveyor who is free to follow his own 
ideas. Even though, considering their buildings each one apart, there is often as much or more display of 
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skill in the one case than in the other, the former have large buildings and small buildings indiscriminately 
placed together, thus rendering the streets crooked and irregular, so that it might be said that it was chance 
rather than the will of men guided by reason that led to such an arrangement. [5] 
 

The connection between the consumer market, Manhattan—or any modern city planned 
and organized under the influence of ‘high modernity’—efficiency, productivity, and 
rationality stares one straight in the face here. What is more, as the reader might recollect, 
it is these ethical-aesthetical ideals of knowledge/science and its associated universal 
method—which is to produce true knowledge “as if by machinery”, as Bacon [6] so aptly 
put it—that is understood by, not only Descartes, but by Bacon, Galileo, The Royal 
Society [4] etc., as the means by which man is to become “master and possessor of nature” 
[5], hence reinstituting the language of Paradise in the mouths, minds and hearts of men 
and thereby bringing forth the will of God in the works of men, as Bacon [7] proclaimed. 

One might hence say, with a Foucauldian emphasis, that the politics of 
robotics/automation technology is a biopower/biopolitics; a biopower that has as its aim 
to discipline and control the human mind and behavior through the inscription of the 
universal method and its ‘instrumental rationality’ into social organization, bringing forth 
the works of this principle—the refinement of nature [6]—and manifesting the 
imagination of ever increasing productivity and economic growth, with the subjugation 
of nature as a means to this end.  

3.�Labor and the Discourse of Equality 

Let us slightly rephrase this modern universe in order to better highlight its connection 
to labor. Compared to both ancient Greece and medieval feudal Europe, where the 
secular aim of rationality was to, crudely put, organize society in accordance with the 
inherent normative order/hierarchy of the ‘closed’ cosmos [4], ‘modern’ secularized 
Europe, in turn, increasingly witnesses the political, social, and economic 
implementation of a rationality that pictures the universe/nature as open, as devoid of 
inherent normativity and hence in need of artificially/culturally enforced norms: in short, 
an (‘protestant’) ethics of work generating an imperative for ‘progress’ and economic 
growth.  

Or put differently, if, as in the modern imagination, nature was not as such a 
finished/completed creation, but rather the raw material for the industriousness of divine 
instrumental rationality, then man was called to take control and possession of nature in 
order to fulfill the divine work of creation [8].  

This emphasis on (manual) work and industriousness in the modern narrative, as 
Marx and Engels [9] observe, contributes to the strengthening of class-consciousness and, 
according to them, the (inevitable) approach of the proletariat revolution. Independently 
of their dialectical determinism, one might say that what they are pointing at here is an 
intertwined relationship between the notions of growth, productivity, capitalism, labor, 
and social- and economic equality.  

And for sure, modernity together with its programmatic ‘rationalization’ and its 
dismantling of the normatively organized whole/cosmos, has an inherent norm or 
principle of universal equality built into its narrative. Rather than the uniqueness and 
powers of the single human mind, rationality was assigned to the universal method alone, 
a method that was equally applicable to any human mind, independently of origins or 
class (the case of gender is more problematic!), as both Descartes [5] and Bacon [6] noted. 
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This meant; each individual was equal under the rule of instrumental reason. Compare: 
each individual is (principally) equal under the rule of capitalist market logic [10]. 

Let us make a brave jump and reflect more concretely on the intertwinement of labor 
and equality in modern times. One of the central ways in which the ideal of equality has 
made its way into social reality very concretely is obviously through the working class’s 
growing standards of living and the access to for instance education, services, and 
commodities formerly only available to the aristocracy and upper-classes. Again, a 
central trait here has been the increase of labor wages as one of the main mechanisms of 
distribution of wealth created within the capitalist system as well as progressive taxation 
and their allocation to social security, infrastructure etc., all building-blocks of the 
modern welfare state. Here again, especially the demand for mass production of 
consumer goods, their economic availability and the increase of labor wages have, in 
various and interconnected ways, contributed to the increasing automation of 
production/labor [2]. 

The increase of social and economic equality has obviously reshaped social reality 
in many ways, especially in those countries like the Nordic welfare states where the level 
of equality has pierced the social structure quite comprehensibly. My specific interest 
here will now be the way, I believe, in which a paradoxical relationship emerges between 
equality and automation when equality in and through a capitalist society is established 
locally/regionally. Let me introduce this theme with the help of a simple example.  

Still during my mother’s youth (in the 60’s), not to speak of my grandmothers, it 
was not at all uncommon for the upper-middle class, not to speak of the very wealthy, to 
have a live-in or full time servant. This was made possible because the servant’s labor 
costs were relatively cheap, and because it was perceived as socially acceptable to house 
such class distinctions. In other words, it was made possible by a high degree of social 
and economic inequality. Nowadays, although the middle class does use cleaners, I know 
of no one who has a servant: it is both socially suspect as well as economically quite 
unaffordable (at least in Finland), since the level of social and economic equality has 
meant, as noted, notable increase in labor costs, i.e. a ‘fairer’ distribution of wealth2.  

Dishwashers, washing machines and nowadays robotic vacuum cleaners and other 
household-bots as well as more sophisticated service- and entertainment robots have 
and/or are partly reintroducing affordable commodities/services to the middle class and 
making some of them available even for the lower economic classes3. Thought of in 
terms of labor and social equality, it seems then as if these new technologies reintroduced 
cheap labor without the discrimination and exploitation of other humans. Or: as if robots 
and other technologies decreased the amount of labor done by humans (in specific tasks) 
while sustaining or even increasing the total amount of labor done.  

The cheapest robotic vacuum cleaner I found on the internet while writing this paper 
cost roughly 99$. Now this piece of machinery is certainly a success of productivity. Just 
imagine what goes into the whole chain of production of such a robot: you have the 
design and the engineering of the robot, you have the production of all the bits and pieces, 
the assembling of it, and you have all the human and machine labor that goes into these 
phases, plus you have all the labor that goes into the manufacturing of the machines that 

                                                        
2 This is of course not the case globally; in many places live-in/full-time servants are still quite common. 

Even in a country like Britain the amount of domestic servants, both part-and full-time, seems to be on the rise, 
more or less in tune with the growing economical inequalities and human trafficking [11]. 

3 Again, in societies where social and economic equality is very low the dynamics is different. When 
cheap labor exists the need for automation tends to decrees. Similarly, when the purchasing power of lower 
classes is very weak their access to e.g. automation technology—and other services—is very limited.   
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are part of the manufacturing of machines etc. Then you have all the raw materials 
needed for each of these phases, their extraction and refinement, and here again, you 
have all the human and machine labor needed, including the logistics of the supply 
chains/the total chain of production. And importantly, you also have the energy (fuel) 
needed for each of these processes plus you have the pocket of the capitalist, i.e. the 
surplus-value of the product. All of this fits into 99$, and the capitalist is, mind you, 
quite well off here. What a success story!  

Robots or other technological devices (as well as most of today’s market 
commodities more generally) should not, in other words, be understood as individual or 
independent ‘agents’ or ‘units’ but rather as units of a network/cluster of technologies, 
(human and machine) labor, materials, and energy [12]. Now the immanent problem here 
is then that the robot as such, as a piece of machinery buzzing around your apartment 
costing only 99$ plus the cost of energy it needs in order to function—or the industrial 
robot working in a factory—conceals within itself a chain of production with which we 
are not directly in touch with. So the magical trick, the illusion the robot is able to 
produce, is that it can have us believe that we can enjoy a form of service/labor which 
was formerly available to us only by means of a high degree of social and economic 
inequality, now devoid of this inequality. For that there is a robot instead of a human 
cleaning your household does not in itself mean that greater equality has been reached—
that no oppressive or unequal human labor and/or treatment is involved—since the robot 
veils a whole chain of labor, material and energy that is compressed, as it were, in the 
robot. That is to say, it is not only the robot buzzing around your apartment that is 
working, but a whole chain of production, a great deal of it not yet automated. —
Although people might regionally work less with a specific task, say in factories and 
other areas that have been automated, more people work globally for the industry of 
modern consumer society, in that individual pieces of machinery (and the commodities 
they produce) cannot/should not be understood as independent ‘agents’ or ‘units’ but 
rather as units of a network/cluster of technologies, (human and machine) labor, 
materials, and energy. Automation surely does create new jobs; surely even more than it 
takes away, globally speaking. Yet, to what extent global social inequality has been 
reduced due to regional increases of equality, is a question that needs to be added to the 
equation. 

I cannot go into any details here. Suffice to say, I hope, that there are grave concerns 
in terms of social justice and environmental issues connected to the chains of production 
just now alluded to. Not only do we have the concerns of the labor conditions and -wages 
involved in the supply chains [13]. We also have the geopolitics of energy and natural 
resources, as well as the wars (economic, military, information/political) fought in 
competition for them [14, 15]. In addition we have the grave socio-economical effects of 
environmental depravation and climate change associated with the extraction industry 
and fossil fuels [16], also resulting, as many researchers have pointed out [17], in both 
mass emigrations as well as wars. As we should remember, what has made modern 
capitalism and its technologically based industry (economically/practically) possible, has 
been, alongside cheap (and even slave) labor, extremely cheap energy and cheap access 
to raw materials (which so often have come from the colonial and nowadays post-
colonial areas).  

The basic paradox that I am trying to point out here is that the project of social 
equality and just distribution has not been able to actually disentangle itself from the 
logic of exploitation, globally speaking. Welfare states have focused too narrowly on 
distributing the affluence created by a capitalist logic that inevitably thrives on the logic 
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of surplus-value; a form of wealth that rests on the fundamental principle that market 
value can be indefinitely separated from labor-value [10] and is without any essential 
environmental restraints. This has meant that a rise in (economic) equality 
locally/regionally has created new dimensions of economic as well as social and 
ecological inequalities globally.  

These reflections consequently have direct bearing upon the notion of basic income, 
a current political topic intimately related to that of automation technology.  As a 
technique of social organization basic income appeal not only to the political left, where 
it is perhaps primarily understood as a new or revised mechanism for a fair(er) 
distribution of wealth, a wealth created by gained productivity essentially aided by 
automation technology [18]. For it also appeals to the political right—or perhaps better 
put, to the systemic status quo of capitalism—as, amongst other things, a mechanism for 
balancing the equation between (human) labor and automation: the market needs 
consumers and consumers need purchasing power, which, in the face of increased 
automation, threatens to be reduced.  

Now the question that needs to be addressed here is what kind of a life-style or 
standards of living—built on and sustained by what conditions and with what 
consequences—is basic income to support or uphold? Is the aim simply to strengthen 
regional/local equality? And if not, if the aim is to work for a more equal world, then the 
question is what kind of standards of living would actually be ecologically, socially and 
culturally sustainable and fair globally speaking? Is the logic of surplus-value compatible 
with such equality?  

We have, I think, compelling reasons for thinking that our ‘consumer life-styles’ in 
fact do build, in their current fashion, on quite (environmentally and socially) 
unsustainable and unjust standards [16, 19]. So without including these reflection to the 
debate on basic income—and social and economic equality more generally—I fear the 
political reality of basic income will simply result in, despite its genuine contribution to 
a regional/local distribution of wealth and the balancing of labor and automation, a way 
of securing the balance and functioning of a consumerist driven capitalist and, arguably, 
inevitably unequal and destructive society/world.  

4.�Rights and the discourse of the Other 

Now I want to end by quickly reflecting on the discourse of the Other; on ethics, rights 
and responsibilities, issues nowadays so often attached to the robotics discourse. As I 
have tried to argue, the aims of social, economic and even spiritual ideals have, 
throughout history, been tied to the subjugation of the Other; in the context of western 
modernity, the Other of masculine instrumental rationality. And with reference to what 
was said above, both the affluence as well as the equality in modern capitalist society 
has always demanded the sacrifice of the Other, that is to say, the Other by which the 
One is made.   

We have the ‘classical’ Other as body or flesh and its temptations and sins; the Other 
as the passions. And we have the Other as nature, the Other as animal. And there is the 
Other as slave and/or worker, the Other as the ‘global south’. And then perhaps most 
fundamentally, the Other as woman. Throughout modern ethical discourse the Other has 
in various ways been granted ethical recognition and access to the realm of rights. Today, 
as for instance the RoboPhilsophy conference series bears witness to, robots are entering 
this discourse, not the least because, in very concrete terms, robots, as a strand of 
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automation technology, have taken the position/function of—i.e. have always been 
intended as—a worker or slave.  

To my mind this last entry is confused, misleading and bears potential destructive 
consequences. In order to make my point shortly, I will start by saying that while I can 
appreciate the pragmatic and political ‘use’ of the discourse of rights (rights to nature, 
rights to workers, and rights to women), I nevertheless feel that this keeps itself within 
the logic of the underpinning symptom. For as it seems to me, what is omitted here is 
that the discourse of the Other is based on the need to create the Other as part of the 
function of making One, as Lacan would have it. In other words, as Lacan [20] 
insightfully comes to realize, there is “no Other of the Other”, because the One is itself 
underpinned by a fundamental fantasy and has no essence of its own: The One can never 
be made: it is a “misplacement” [21].  

Translating these cryptic Lacanian phrases into more concrete terms, one might take 
as an example James Baldwin’s [22] sharp observation that there is not, nor has there 
ever been, a ‘nigger’, although many might have taken on this identity ascribed to them 
as a misplacement. There has never been a ‘nigger’ because the ‘nigger’ exists only on 
the level of fantasy and social/political identities created out of desire by the slave-owner 
as a way of positioning him-/herself in his/her perversion and self-alienation.  

What I am trying to suggest here then is that the Other of ‘woman’, ‘slave’, ‘worker’, 
‘animal’ etc. should have rights exactly because they are not essentially the Other as a 
function of the One. Robots and technological artifacts on the other hand are nothing but 
this Other: that is to say, they are nothing independent of our human will to 
construct/make them: we do not make the living and responsive beings that are named 
‘woman’, ‘worker’, ‘slave’, ‘animal’ etc., in any other sense than as political/power 
identities/categories, whereas we very concretely make robots. Or: other living beings 
are not products of instrumental reason, i.e. products of our power over natural 
phenomena, in any other respect than as political/social/collective categories: it is the 
living, that which is not ours to make, which calls for our moral engagement (artifacts 
do so only indirectly).   

The crucial confusion in placing the question of robot rights as an extension of the 
discourse of rights of women, slaves, animals and even the environment, as for instance 
David Gunkel [23] seems to be doing, is that robots as artifacts are essentially quite 
different to non-artifacts, be they animate or inanimate. This might be expressed by 
saying that while living beings as well as even inanimate beings/things such as stones, 
mountains, rivers etc. are not inherently normative (at least not construed under our 
norms), artifacts, on the other hand, are inherently based on our norms. If we want to 
control and subjugate living beings or even stones and rivers, it takes some effort from 
our side, since there is something there to regiment and control. Artifacts, robots, are in 
their origins nothing but expressions of our will, power and control; we do not have to 
put effort in regimenting and controlling them. We might of course aspire to make them 
more ‘free’ or ‘autonomous’, but all the same, their ‘freedom’ and ‘autonomy’ will 
continue to be expressions of and always based on our norms, since it takes great effort 
to make them ‘free’ and/or ‘autonomous’. We do not make other persons free or 
autonomous in any other sense than through regulatory power politics, that is to say, 
grant them their freedom or autonomy after it has been taken from them by our juridical 
system of discipline, although we might of course inspire, support and guide individuals 
to grow in autonomy and freedom, which is, arguably, essentially very different from 
making/constructing them so [24].   
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My critical point here is then this: Although robots and other automation 
technologies are part of the dialectics of labor and equality, it is not the robots 
(themselves) that we need to think of in moral terms but rather the drive of instrumental 
reason behind it, its ever widening kingdom, and more importantly, the actual labor done 
by humans in the supply chains as well as the environmental depravation and its socio-
economical effects. Putting our focus on the robots themselves, especially as independent 
units or agents, risks deepening the alienation and opaqueness high technology more or 
less necessarily comes with.   
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Abstract. The purpose of this paper is to offer some critical remarks on the so-called 
pragmatist approach to the regulation of robotics. To this end, the article mainly 
reviews the work of Jack Balkin and Joanna Bryson, who have taken up such ap-
proach with interestingly similar outcomes. Moreover, special attention will be paid 
to the discussion concerning the legal fiction of ‘electronic personality’. This will 
help shed light on the opposition between essentialist and pragmatist methodologies. 
After a brief introduction (1.), in 2. I introduce the main points of the methodological 
debate which opposes pragmatism and essentialism in the regulation of robotics and 
I examine how legal fictions are framed from a pragmatist, functional perspective. 
Since this approach entails a neat separation of ontological analysis and legal rea-
soning, in 3. I discuss whether considerations on robots’ essence are actually put 
into brackets when the pragmatist approach is endorsed. Finally, in 4. I address the 
problem of the social valence of legal fictions in order to suggest a possible limit of 
the pragmatist approach. My conclusion (5.) is that in the specific case of regulating 
robotics it may be very difficult to separate ontological considerations from legal 
reasoning—and vice versa—both on an epistemological and social level. This calls 
for great caution in the recourse to anthropomorphic legal fictions. 

Keywords. Essentialism, pragmatism, legal fictions, electronic personality, anthro-
pomorphism 

1. Introduction 

The purpose of this paper is to offer some (admittedly partial and non-systematic) re-
marks on the so-called pragmatist approach to the regulation of robotics as opposed to 
the essentialist approach. In order to do that, I will mainly focus on the work of Jack 
Balkin and Joanna Bryson, who have taken up the pragmatist approach with interestingly 
similar outcomes.  

Special attention will also be paid to the question concerning the role that legal fic-
tions such as the ‘electronic personality’ may play in this scenario. Since pragmatists 
frame this problem in functional and anti-essentialist terms, to see whether such terms 
can actually be met will hopefully put the study on the right track.  

After introducing the main arguments of the methodological debate that opposes 
pragmatism and essentialism in the regulation of robotics, I will discuss Balkin’s and 
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Bryson’s suggestions on ‘robotic’ legal fictions and ‘electronic personality’ by asking 
three questions: 

 
•� From a pragmatist perspective, when is it appropriate to introduce legal fic-

tions? (section 2.) 
•� Can essentialist considerations be entirely put into brackets? (section 3.) 
•� Is legal convenience the only criterion needed to decide whether to introduce 

the ‘electronic personality’ fiction? (section 4.) 

2. Legal Fictions as Functional Regulatory Constructs 

2.1. Robots, Legal Fictions, and Law’s Ends 

Let me start by sketching the methodological background of the topic I wish to address. 
As Jack Balkin [1] explains, the many issues concerning the regulation of robotics are 
usually addressed in two opposite ways, which he labels “essentialism” and “pragma-
tism”. 

In a nutshell, the advocators of essentialism argue that legal frameworks for robotics 
should be tailored on ontological analyses of robots’ essential qualities or capabilities [2-
4]. In other words, it is maintained that the first step towards the proper regulation of 
robotics is to determine what a robot is and is not—and, more importantly, what a robot 
can and cannot do. This not only requires a certain degree of scientific knowledge of the 
technology involved, but also relies on philosophical discussions to give meaning and 
context to it. In sum, according to this view the legal task is supposed to be based on an 
ontological study into the essence of robots. 

In The Path of Robotic Law, Balkin highlights two main limitations of essentialism 
[1, p. 45]. First, due to the inner vitality of robotic research and the ever-changing ways 
in which new technologies impact people’s lives, it appears quite difficult, if not impos-
sible, to define what a robot is in a way that can at the same time be accurate, informative, 
and of some use for regulatory purposes [5, pp. 217f.]. 

Secondly, and more interestingly, the connection between ontological analysis and 
legal reasoning has not been traditionally seen as binding. This is true, in particular, when 
proposals for the attribution of rights and obligations to non-human entities are ad-
vanced–as notably happens with robots (see infra). Grounding regulatory measures on 
ontological premises is risky, as it could potentially lead to a framework too rigid to 
properly address the ever-changing ways in which technologies modify our habits.  

In this situation, then, it may be better to adopt a more pragmatic attitude. Accord-
ingly, Balkin suggests readdressing attention from robots’ essence to how their uses 
transform specific aspects of social practices which are valuable for and can be regulated 
by law. “When we consider how a new technology affects law,” Balkin writes, “our focus 
should not be on what is essential about the technology but on what features of social 
life the technology makes newly salient” in relation to law’s ends [1, p. 46].  

This claim, as the author points out [1, p. 46], is grounded on a functional theory of 
law, according to which legal systems are to be understood by the social function they 
carry out or the social ends they serve. Consequently, a good legal framework for robot-
ics would be one which served law’s ends properly.  
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Once such ends are spelled out, then, what is left is an instrumental task: means are 
to be devised to achieve given ends. In carrying out this task, lawmakers should be left 
free to abstract from ontological considerations. For example, they should be left free to 
turn to legal fictions—artificial constructs which carry no ontological commitment but 
work as useful means to ends which are valuable in the eyes of the law [1, p. 59]. This, 
in fact, is merely a technical matter and bears no implication outside the legal domain. 
Ontology, on the contrary, would unnecessarily tie law’s hands. Therefore, it should be 
kept out of the picture. 

2.2. Legal Personality for Robots? 

A similar line of reasoning is applied in Of, For, and By the People by Joanna Bryson, 
Mihailis Diamantis, and Thomas Grant [6] in order to discuss the proposition of granting 
some form of legal personality to robots as a regulatory tool [7, 8]. This attribution would 
be fictional, meaning that it would neither be based on ontological analysis nor entail 
any ontological claims; it would rather be a purely legal act, entirely independent from 
ontological accounts of such entities as natural persons. The purpose of this act—i.e., to 
help allocate responsibilities, uphold rights, and determine obligations in concrete situa-
tions [9, pp. 18f.]—would also be of a purely legal nature. Hence, it would be an error 
to oppose the attribution of legal personality to robots on ontological grounds. The matter 
must be discussed exclusively in legal terms [5, pp. 242f]. 

In Bryson’s and colleagues’ view, legal systems are social products whose purpose 
is to promote the material interests of legal persons, to protect important moral rights and 
to enforce relevant moral obligations–especially and primarily those of human beings [6, 
pp. 282-283]. In this scenario, the debate on electronic personality becomes “ultimately 
a pragmatic question—Does endowing robots with this legal right or that legal obligation 
further the purposes of the legal system?” [6, p. 282].2  

The authors’ answer to such pragmatic question is that the costs of attributing legal 
personality to artificial agents would overcome the benefits. It is unclear, in fact, how 
robots endowed with legal personality would respond to accusations or would be 
properly punished for breaking the law or falling short of their obligations. All things 
considered, attributing legal personality to robots may turn out to facilitate “the unnec-
essary abrogation of responsibility of marketers and operators of AI” [10, p. 3]. This, in 
turn, would result in “weakening the legal protections for humans” [6, p. 275], which 
contrasts with law’s ends.  

Veil-piercing, i.e., the possibility to see through the fictional personality of robots 
and locate the human beings who are in some way and to a certain degree responsible 
for their doings, is the most important point of this issue [6, pp. 286-287; 11]. Hence, 
every step taken towards the regulation of robotics must not interfere but enforce such 
possibility, especially as veil-piercing is a very delicate strategy which is therefore rarely 
applied [6, pp. 286-287]. As a consequence, the recourse to the ‘electronic personality’ 
legal fiction should be avoided since it entails too many legal risks. 

                                                
2 Although many authors take into consideration instrumental reasons when they discuss the attribution 

of legal personality to artificial agents, there is no agreement on the weight to be accorded to such considera-
tions: “where legal convenience is increased by granting legal personhood to artificial agents, this will obvi-
ously be a relevant consideration, but it should not be overstated” [2, p. 638]. 
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2.3. The Pragmatist Approach 

Balkin’s and Bryson’s arguments share a common structure. Its basic premises are a 
functional theory of law and the determination of the ends to be attained through regu-
lating robotics. In the epistemological context set up by such premises, the law is free to 
act in its best interests. This last statement implies a third premise: as Benjamin Allgrove 
[8, p. 71] suggests, “a clear demarcation (is) to be drawn between the philosophical and 
legal issues”. 

This leaves very little doubt on how the first question addressed by this article is to 
be answered. Let me recall it: from a pragmatist perspective, when is it appropriate to 
introduce legal fictions?  

From this angle, the only thing that matters is how legal fictions perform within their 
legal context. Constructs like ‘electronic personality’ are both fictional and functional. 
They are fictional, meaning context-specific, since they are not supposed to apply outside 
of the social and epistemological dimension to which they belong. Moreover, they are 
functional, since they are introduced to serve the specific purposes of the law: they are 
means to given ends, that is, they are conceptual tools [6, pp. 277-280]. 

As a consequence, the only proper assessment of legal fictions is analogous to the 
kind of assessment we normally carry out to judge tools. All is needed is an evaluation 
of their legal usefulness [9, p. 19] or convenience [8, pp. 77-82], which implies carrying 
out a cost-benefit analysis. From a pragmatist point of view, the introduction of a partic-
ular legal fiction depends exclusively on such cost-benefit analyses.  

This kind of assessment is ultimately domain-specific. The introduction of legal fic-
tions, then, is a technical matter which has to be discussed and settled in technical terms. 
Since the essentialist approach fails to acknowledge the autonomy of legal reason, it 
loses in flexibility, elegance, and clarity. On the contrary, the superiority of the pragma-
tist approach lies in the economy of its functional premises, which entails a clear-cut 
separation between philosophical and legal concerns. 

3. Legal Fictions and the Essence of Robots 

Within the boundaries of the pragmatist approach, things appear to be sufficiently clear. 
However, the premises of such approach can be partially put into question. More specif-
ically, the separation of ontological analysis and legal reasoning may turn out to be a 
condition very hard to satisfy. On a theoretical level the argument is surely solid. How-
ever, is it practically feasible to keep ontological and legal considerations entirely apart 
from one another? To recall the second question posed in section 1.: can essentialist 
considerations be entirely put into brackets? 

3.1. Special-Purpose Human Beings 

In order to elaborate on this question, let me first take into consideration Balkin’s work. 
Even though his rebuttal of essentialism is absolute, in the course of his argument several 
claims on the essence of technological and robotic products are nonetheless advanced or 
implied. Interestingly enough, such claims are in line with his legal recommendations.  

The relevance of ontological conceptions is most perceivable in Balkin’s discussion 
of the so-called “substitution effect” [1, 12]. This phenomenon builds on our well-proven 
tendency to anthropomorphize machines and project feelings, intentions, social skills, 
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and (most importantly) agency onto them. As Balkin explains, we tend to treat robots as 
special-purpose human beings, i.e., entities which execute particular functions in ways 
which appear to be very similar to our own and therefore should be interpreted by refer-
ence to analogous criteria. However, this is just a false impression, which ultimately 
leads to the ‘homunculus fallacy’: “the belief that there is a little person inside the pro-
gram who is making it work—it has good or bad intentions, and it makes the program 
do good or bad things” [12, p. 1223].  

Apparently, then, the special way in which robots may be considered as human be-
ings makes them not a particular kind of human being at all, but rather a particular kind 
of tool. The substitution of robots for human beings is therefore “incomplete, contextual, 
unstable, and, above all, opportunistic” [1, p. 57], since the essential difference that sep-
arates tools from fully autonomous and fully responsible agents cannot be actually over-
come. In a word, Balkin maintains that what robotic technologies do is to mediate human 
actions in society: robots are tools human beings use to achieve their purposes [1, pp. 
46-49] [12, pp. 1222-1223].  

Framing robots by reference to the category of tool inevitably influences the discus-
sion of how to allocate legal responsibility for harm caused by machines. Being tools, 
even though of a particular kind, robots should not be held directly responsible of any 
harm caused by their functioning. Legal responsibility should instead be allocated among 
the human subjects involved in their use [5, 13]: “Our interactions with robots and AI 
systems”, Balkin writes, “are interactions with the people who are deploying these new 
technologies, even when we do not realize it” [1, p. 59]. Hence the need for lawmakers 
to focus less on robots’ essence and more on the social practices new technologies me-
diate and on the social actors involved. 

In Balkin’s work, then, there is indeed an ontological distinction between what it 
means to be human and what it means to be a robot. This distinction in fact underlies his 
main legal advice not to lose sight of the human factor. It is to be noted, however, that 
ontological analyses that challenge the categorization of robots in terms of tools also lead 
to different solutions concerning the issue of assigning responsibility when artificial 
agents are involved [14, 15]. 

3.2. Purpose-Built Artifacts 

Balkin’s expression ‘special-purpose human beings’ reminds strongly of Joanna 
Bryson’s definition of artificial agents as “purpose-built artifacts” [16]. This definition 
is in my opinion particularly effective, since it highlights intuitively the fact that robots, 
no matter how much human-like or ‘autonomous,’ currently are and need not be more 
than products designed for practical use. More precisely, artificial agents are tools [17, 
18] that extend “our own motivational systems […] as a sort of mental prosthetic to our 
own needs and desires” [10, p. 3].  

The expressions ‘special-purpose human beings’ and ‘purpose-built artifacts’ show 
indeed two sides of the same coin. I have already mentioned why Balkin’s expression 
can be related to Bryson’s definition: despite their apparent human-likeness, robots are 
just tools. On the other hand, Bryson’s definition is completed by Balkin’s expression in 
a correspondent way. In fact, the seemingly ‘autonomous’ behavior of artificial agents, 
combined with our uncertainty of what makes us really ‘human,’ compels us to overi-
dentify with artificial agents and humanize them [16]. Bryson’s proposition that robots 
should be regarded as slaves or servants [17] must also be read against this background: 
robots can be the kind of intelligent tools slaves were inhumanely reduced to. In sum, 
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both Balkin and Bryson agree on one important point: while it is true that “robotics blurs 
the very line between people and instruments”, as Calo [3, p. 515] and many others note, 
this line nonetheless exists and should not be overlooked [16]. 

Indeed, Bryson and colleagues refer to the legal side of the debate concerning the 
essence of artificial agents [6, pp. 283-284]. In a nutshell, this debate revolves around 
the question of whether robots should be framed as tools, and therefore objects of law 
[5, 13], or as selves, and therefore subjects of law [15, pp. 186-199; 19, 20]—with the 
caveat that both categories must be reconsidered. Although this would not be entirely 
legally binding, the authors seem willing to recognize at least some weight to such in-
quiries.  

On this point Bryson’s stance is very clear: “(r)obots are not persons unless we build 
them to be such and then declare them to be so. Even if we do this, they will always be 
our creations and our responsibilities”. Any attempt to “legally declare” robots “respon-
sible for their actions […] should in fact be considered an abdication of human respon-
sibility for our artifacts” [17, p. 197; 10].  

Bryson’s ideas concerning what robots are and can do, then, are completely in line 
with her legal recommendations. In addition to the fact that the legal fiction of ‘electronic 
personhood’ does not perform very well within the legal system, it is also noteworthy 
that such legal fiction awkwardly clashes with what we know about robots’ essence or 
essential characteristics. It goes without saying that different accounts of what it means 
to be an artificially intelligent robot would lead to correspondingly different legal rec-
ommendations [20]. 

3.3. Summary 

In sum, even though the pragmatist approach is supposed to have no connection to onto-
logical analyses, both papers touch upon ontological tenets which try as prudently as 
possible to set at least some very general guidelines concerning what robotic technolo-
gies are and can do. Moreover, such remarks are evidently consistent with the legal rec-
ommendations the authors submit and (most likely) influence them.  

It is nonetheless true that these observations are necessarily controversial, since it 
cannot be proven that the authors’ beliefs concerning robots’ essential features actually 
determine their regulatory advice—correlation is not causation. I can only raise the sus-
picion that the line that separates essentialism and pragmatism may be not as clear-cut 
as initially supposed. 

4. ‘Robotic’ Legal Fictions and Social Imagination 

4.1. The Social Valence of Legal Fictions 

These last controversial notes point to another issue that I deem most relevant to the 
debate on essentialism and pragmatism—that is, the social valence of legal fictions.  

The mutual relationship between ontological beliefs and legal concepts is problem-
atic above and beyond the methodological perspective as well. As seen earlier, pragma-
tism understands legal systems as socio-cultural constructs that serve the general purpose 
of human environmental adaptation. As Balkin notes, this theory uncovers an interesting 
connection between technology and the law: “Technology”, he writes, “like the law, me-
diates social relations between human beings, including relations of power and control” 
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[1, p. 47]. Both technology and the law, in a sense, could be interpreted as cultural prod-
ucts functional to social life—that is, as socio-cultural tools.  

If both technology and the law can be thought of as social tools, it may be interesting 
to apply to legal systems as well Peter-Paul Verbeek’s ideas on how technological tools 
impact society and human life. As he thoroughly argues in [21], tools do not simply help 
users to achieve particular goals: they also contribute to shaping the practical contexts in 
which these same tools are utilized. Technological tools, robot included [13], co-shape 
our perception and constitution of the world, of the entities that compose it, and of our-
selves. Their influence extends beyond the context of the specific function they are built 
to execute. These tools have wide-ranging implications in everyday life, deeply affecting 
our personal, social, and cultural views of the world. Similarly, one could argue that legal 
systems, as socio-cultural tools, co-shape the practices they are intended to regulate and 
influence the social understanding of the entities involved in such practices.  

The legal and social understandings of robots are connected in many ways. For ex-
ample, Wurah suggests that “if we welcome robots into our communities, we cannot let 
ourselves forget that the rights they possess will be a reflection of our society” [22, p. 
69]. More generally, as Allgrove notes, “if society treats (ro)bots as autonomous actors, 
it puts pressure on the law to give legal effects to this social perception” [8, p. 75]. Fur-
thermore, Calo draws attention to the fact that “the way judges conceive of robots could 
affect their decisions in cases involving robotics” [23, pp. 224-225]. These quotes sug-
gest that social understandings of robots influence the legal frameworks devised to reg-
ulate them. Nevertheless, it may also be argued that the way robotic products are legally 
framed will feedback on the social understanding of such technologies. This, in turn, 
could trigger legal demands of non-fictional nature that, however, originate in social at-
titudes resulting in part from fictional constructs [24, pp. 1837f.].  

If laws do not only reflect social attitudes and practices, but also contribute to shap-
ing them, then the fictional character of legal fictions becomes immediately problematic 
in the case of robotics. The fictional character of legal fictions, a technical and subtle 
feature of legislation, may in fact turn out to be too easily overlooked on a social level, 
ultimately leading to fallacious dispositions towards robots (see the ‘Android Fallacy’ in 
[4]). Thus, in the case of robotics, the impact of legal fictions may transcend any specific 
regulatory domain and affect social life more in general.  

If this argument holds, although lawmakers may very well abstract from essential 
considerations when devising their strategies, we must be wary of how fictional con-
structs may feedback on the ways in which social actors will frame related experiences 
and the entities involved in them. As Lehman-Wilzig [19, p. 542] pointed out, granting 
legal personality to robots “does obviously mark a quantum emotional and philosophical 
leap from a human perspective”. Legal fictions can indeed have a relevant impact on 
social experiences and interpretative frameworks. As a result, it is important to ask: Is 
legal convenience the only criterion needed to decide whether to introduce the ‘electronic 
personality’ fiction? 

4.2. Robots, Anthropomorphism, and Legal Fictions 

It is easy to see why it is important to ask the above question. Unlike business corpora-
tions, governmental organizations, ships, idols, and other non-human entities to which 
legal personality has been granted, robots expose us to the many ethical, psychological, 
and social risks of anthropomorphism [3, pp. 547-548; 4, pp. 18-21], such as the “mis-
assignations of responsibility and misappropriations of resources” [18, p. 63]. Several 
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studies in human-robot interaction (HRI) show that our tendency to anthropomorphize 
machines is instinctual and deeply rooted in our psychology. However, as Balkin and 
Bryson are well aware of, overidentification with robots results in the attribution to ma-
chines of qualities which are exclusively human. This is why Bryson insists on the im-
portance of framing robots as purpose-built artifacts or servants, and why Balkin worries 
about the substitution effect caused by our instinctual understanding of robots as special-
purpose human beings.  

Bryson and colleagues open their essay by pointing out that “[f]ictions abound with 
artificial human-like characters” [6, p. 274]. The recourse to legal fictions, which would 
in some way frame robots and human beings by reference to partially similar criteria, 
may feedback on social imagination and contribute to enforcing the already powerful 
impulse to overidentify with robots, supported as it is by popular culture and probably 
will be by design and commercial strategies. In the case of robots, then, it may be very 
difficult to prevent the fictional character of legal fictions from conditioning social im-
agination and informing beliefs on robots, which would in turn impact on how robots are 
perceived and treated in everyday life. 

For all the above reasons, in the case of robotics the question concerning the legal 
convenience of introducing fictions which imply some form of anthropomorphism may 
require a wider critical evaluation than the instrumental assessment presented in section 
2. The focus of such a wider evaluation would not be to determine whether a fictional 
construct serves the ends of a regulatory strategy, but to consider how this construct 
would affect the general perception of robots in society [22, p. 173-174].  

In sum, it would seem that the human tendency to anthropomorphize robots is a 
crucial element of discussion in debates concerning ‘robotic’ legal fictions. This ten-
dency is independent from the law, but the law may enforce it. As both Balkin and 
Bryson stress, overidentification with machines is a dangerous illusion and must there-
fore be curbed so that its potential benefits (for instance in terms of greater acceptance 
of robots in society) are prudently balanced by measures that constantly point to the fic-
tional character of this identification, protecting society from generalizing its validity. 
However, the mere fact that anthropomorphism must be framed as an illusion, a fiction, 
or a fallacy, presupposes that we know why robots cannot be considered human beings, 
which in turn assumes that we carry out ontological analyses of robots, and that the re-
sults of these analyses inform legislative measures as well as social initiatives. Ulti-
mately, it seems that at least on a social level pragmatism cannot entirely dispense with 
some form of ontological support. 

5. Conclusion 

This essay attempted to demonstrate that the relationship between ontological analysis 
and legal reasoning in regulatory approaches to robotics may be more complex than is 
sometimes thought. On the one hand, it is potentially very difficult to clearly distinguish 
between ontological tenets and pragmatic considerations. Moreover, in the specific case 
of the regulation of robotics, extra-legal phenomena must be taken into account as well 
(in particular, the many issues posed by human overidentification with robots). Because 
of this complexity, the impact of legal fictions has the potential to overstep the episte-
mological boundaries of regulatory strategies and affect social life in a wider sense. This, 
in turn, can modify how society conceptualizes robots in dangerous ways. In conclusion, 
it appears that ontological considerations around robots are not only presupposed by 
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some pragmatist legal discussions, but also necessary to preserve the demarcation be-
tween reality and fiction in a context where the line that separates these two domains is 
constantly challenged. 
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Abstract. This article examines the compatibility of law and robotics by 
comparing robotic and human legal-decision making. In a scenario where a robot 
and a person make exactly the same legal decision, with the same factual 
consequences, there would still be an important difference between the robotic and 
human decision-making processes. People will be able to relate to the human 
decision-maker, and this capacity shapes the judgment individuals have over the 
fairness of the decision and its outcome. Concurrently, individuals are not able to 
relate to the robot in the same scenario, and to reproduce the conditions of 
relatability in the robot is unforeseeable with the current development of cognitive 
sciences. Our capacity to judge the fairness or unfairness of the actions of others 
shapes our acceptance of and faith in the legal system. Robots making legal 
decisions would not recreate the same conditions of trust in the fairness of the 
legal-system, which is one source of incompatibilities between law and robotics. 

Keywords. Robot law, robotic legal decision-making, theory of law, biological 
foundations of law, law and cognitive sciences, autonomous system 

1.�Introduction 

One way to know if law is compatible with robotics, is to look at how similar or 
different robotic and human decision-making is in the realm of law. The robots that this 
paper studies are AI based systems making decisions based on law or bearing potential 
legal consequences. No specific legal system is targeted by this paper because the 
mechanisms that are described tend to be common features of all modern legal systems. 
Because of habit and training the romano-germanic and occidental legal systems 
influence the following considerations more than oriental and common law systems do. 
If there is little to no difference between robots and humans applying the law, and if 
both create the same outcomes through the same mechanisms, then we could settle 
some of the doubts on the compatibility of law with robotics. On the other hand, if we 
observe differences between human and robot legal decision-making, then we can 
formulate more precise skepticism about the compatibility of law with robots. In what 
ways are robotic and human legal decision-making different? To answer this question, 
we could look at the mechanisms that are used, assess the reactions humans have to 
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legal decisions by either, and evaluate the results of the overall process and 
consequences of the legal decision. Every element of similarity between the human and 
robotic decision-making outlines the possibility that robots applying the law is not 
different from humans doing so. If they are essentially the same, then that would 
strengthen the suggestion that law is compatible with robots and that only cosmetic 
adaptations of our legal systems would need to be made to integrate robots in society. 

Confronted with the fast emergence of robotics in our societies, legislators and 
lawyers are asked to find new regulations to adapt the legal system to the new 
challenges posed by autonomy and AI. This paper takes the stance that law is a good 
tool in its current state to regulate autonomy and its uses. Some call for regulation to be 
directly applicable to robots, where the robots would need to be able to comply by 
themselves with the law, as if they were agents of the legal system the same way 
human beings are,2 and that they should be granted an electric legal personhood in 
order to reduce the number of cases where use of AI leads to lack of responsibility for 
wrongful acts [1]. The reason why this article is exploring some of the incompatibilities 
between law and robotics is because we believe that, in order to harness the positive 
impacts of using robots in our societies, we first need to take them out of the legal 
system, where they currently enjoy an ambivalent position of object and subject [2]. 
Robots will be useful and efficient if they are not targeted with legal regulations. 
Rather, we should focus legal efforts on individuals, whom can be efficiently and 
purposefully affected by law. First finding the best way to hybridize robots with human 
society, and only then taking action on those new hybrid systems with legislation is a 
better way to regulate robots.  

In this paper, we look at the sources of cognitive incompatibilities between law 
and autonomous systems from the perspective of legal decisions made in the 
application and respect of law. By associating 'cognitive' with law, we mean that law 
has been shaped by human brains and bears the marks of our cognition, where the 
functioning of the brain both drove the creation and drives the application of law [3]. 
Law is compatible with our methods of decision-making because it is cognitively 
accessible to us, in terms of comprehension and requirements of action, and because 
people are familiar with the types of reasoning that are required to make legal decisions. 
To understand the extent to which robotic decision-making is different from our human 
way of making decisions, one must first grasp how humans make legal decisions, 
which is why we use a method drawn from the cognitive sciences. The point of this 
methodology is not necessarily to understand precisely how the human brain functions, 
but to have a general point of departure for understanding human cognition and how it 
may relate to legal decision-making. Cognitive sciences are also relevant to understand 
the limits of the duplicability of our minds, where we need to know what to replicate 
before we can deliberately create robots that make decisions like we do.  

Legal decision refers to decisions made in the application, compliance and 
interpretation of law. Legal decision-making is not the privilege of professionals and 
technicians of law, such as barristers and judges. Rather, these encompass professional 
duties such as the ones performed by medical doctors and police officers, or the 
decisions made in signing and fulfilling contracts. Would there be significant 
differences between a human police officer and a robot cop making a decision on the 
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legality of the use of force when faced with the same circumstances? A high percentage 
of result-based compliance will most likely be a prerequisite for the deployment and 
commercialization of robots [4]. In this matter, the incentive for result-based 
compliance will most likely be shared, both by public powers and private developers. 
This means that unless an autonomous car can comply with traffic law 99.9 % of the 
time, they will not be commercialized. Therefore, we can assume that a result-based 
assessment of compliance by robots will mostly be positive, in that they will most 
likely make decisions that stay within the limits of the law (most of the time), or not be 
deployed at all. Because of this, the results in terms of overall compliance will not be 
relevant in assessing the differences in legal decision-making between humans and 
robots.  

Instead, we need to focus on the cognitive and legal processes that lead to the 
conclusion of the legal decision, that is, on the types of results these decisions create 
and on how other people react to those results based on a process-based legal decision. 
This schema has to be assessed both when the decision made is legal, and when it is not 
legal—although the compliant results are not necessarily the most useful for 
understanding the differences between robotic and human legal decision-making.  

For the purpose of this study, we eliminate cases of unfairness of the legal system, 
and we eliminate cases where human beings willfully misuse robots: we limit the scope 
of this study to an idealistic setting with fair laws, and where robots are not used by 
humans with the intention to break the law. 

The argument is that the reaction people have to an individual's legal behavior is 
concerned not only with the result, but also with the process that led to this result. 
Individuals need to—and indeed can—relate cognitively to the mental processes that 
lead to a person's decision, in order to judge the outcome as fair. While this relatability 
is foundational to feeling that a system is just, the advancement of cognitive sciences at 
this point does not allow a comprehensive mapping of whatever it is that makes legal 
decision-making by humans relatable. While we are not able to recreate identical 
human relatability factors in artificial intelligences, individuals also cannot relate to 
robotic legal decision-making because it is made unintelligible by technological 
opacity. We conclude that legal decision-making by robots is different from that of 
humans in the sense that robots cannot create a feeling of justice and legitimacy in the 
legal system to the same extent as humans. 

2. Relatability 

While one cannot read another person's thoughts, we can still relate to others. 
"Psychologists have come to use the term theory of mind to denote this everyday 
ability to attribute mental states to other people and to thereby interpret, explain, and 
predict their behavior" [5]. This ability to know, consciously or not, what people think 
seems like an essential skill for a social species like ours. Law frames and eases this 
capacity to relate, because rules homogenize the types of thoughts individuals are 
having. Since individuals are all at least theoretically affected by law in the same ways, 
it becomes easier to figure what is going on in someone's mind when they are thinking 
about taxes or theft.  

Although legal language makes law undecipherable to most except professionals, 
we are all confronted with legal decision-making. We involve professionals usually 
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because of problems of responsibility (the calculation of moratory damages), or for 
specific public procedures (the publication of marriage bans). 

This relatability is allowed by a common brain architecture that has—beyond the 
many inter-individual differences—common cognitive patterns [6]. Some of these 
cognitive patterns and mechanisms, shaped specifically for understanding and 
interacting with other human beings, also allow this. Subjective mental states such as 
the effort to read the mind of others have neural correlates that can be studied, and 
those states are usually related to specific kinds of neural activity across different 
brains [3]. When confronted with a task, for instance, protecting civilians from an 
assault, our brains would use similar tools to deal with the task. In addition, our brains 
have the capacity to assess others’ decision-making in dealing with this task. With law, 
the tasks individuals perform are constrained by a common homogenizing process that 
is regulation. 

Looking at it schematically, there is a cyclical order in the chain of events of 
relatability for legal decision-making. A police officer (A) witnesses an assault and has 
to make a decision on how to stop the assailant. This suggests that she has to decide 
whether the use of force is legitimate, and then choose the means of force—using her 
gun or her tonfa. She will experience cognitive and legal processes for making this 
decision, analyzing the different parameters of the situation (time, danger) based on her 
professional training. In such a situation of immediacy, one does not necessarily 
consciously think about the legality of one's action, but relies instead on instinct and 
training. She eventually deems the use of force legitimate, and chooses her gun—the 
assailant is waving a military grade dagger and she is running after the victim. She hits 
the assailant in the leg, severely wounding her but stopping the act. The assailant is 
severely wounded and left unable to walk for months. The event is covered by the 
media (B), and the police officer has to make an account to her hierarchy (C), and she 
eventually faces trial in front of a court (D).  

Persons B, C and D react to the decisions she made, and will have personal 
judgments over the result of those decisions, some focusing on the legality of the 
action—such as the court—and most will judge consciously or through gut feeling, 
whether they think her decisions were fair. Supposing that those assessors have access 
to comprehensive and precise facts of the case, they will judge those results based on 
the facts. By going mentally through the facts, they will relate to person A's process of 
decision making. The assessors might have an instinctual idea of the kind of criteria 
that person A took into consideration—urgency, danger, distance—and an idea of the 
weight each different factor had. Individuals can thus relate to the speed at which our 
brains process so much information and then take into account the time factor of the 
situation. Based on this, we can assess person A’s decisions, and what kind of 
constraints she faced. Since we possess similar brain functions, we can assess the 
actions and decisions made by the policewoman from a perspective closer to her own. 
The result here is that whatever the reasons that drove this woman to action, they are 
cognitively accessible to us, and this informs our judgment of her actions. Not only do 
we possess similar machinery to resolve comparable issues, we also possess the 
capacity to empathize with others, understanding how they feel from an external 
perspective, which suggests that individuals are not only assessing others' actions 
through a personal lens.  

The assessors of the policewoman's decisions will base their reaction to the 
outcome of her decisions, not only based on the mere results of the act, but also on the 
process that led to those results. This process includes objective elements, such as the 
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material facts and the legal obligations concerned, but it also includes subjective 
elements, such as the person's personal thought process. Distance and urgency only 
matter if we have limits to the speed at which we can analyze and act in such situations. 
Human beings can relate to those factors because we know making a decision under 
stress and time constraints is hard. These reactions will also be shaped by different 
factors external to person A’s decision-making such as her own personal experience, 
culture, etc. We do not base our judgments of another person's legal decisions solely on 
the positivist paradigm of the law applied to the facts—as mentioned earlier, those 
purely legal matters might evade non-professional lawyer's understanding—but also 
based on the human element of decision-making. We as individuals relate to the whole 
process before the result and the legal decision, which form an integral part of how 
society assesses and react to legal decision made by individuals. The influence of 
knowing that our decisions are likewise judged also has an impact on the process of 
legal decision-making, where the actor is looking both at the present situation and at 
the future consequences of her action. Relating to others is a starting point of judging 
decisions, but it is also one of the starting points of the legal decision-making process. 

Social skills and instincts that allow human beings to live in groups more easily [7], 
such as kinship-altruism, and reciprocal-altruism between non kin curb behavior in 
ways that allow us to live in groups. With those also come mechanisms to assess 
whether other’s behavior matches our own altruism [7]. Where law sometimes act as an 
amplifier of these cognitive biases towards altruism, it also deals in kind with the 
assessment of said altruism [7].  

In judging whether a decision was fair or not, the group assesses not only the result 
of this decision, but also the processes that led to this decision. Theories of procedural 
justice propose similar understandings of these inter-personal reactions to legal 
decisions [8]. Whilst individuals might disagree with the result of a decision, our 
capacity to relate to the process behind that decision might influence the feeling of 
fairness we ascribe to that decision, as we can understand both the legal procedure and 
the mental process that lead to it. What matters most is the perception of what has been 
done or exchanged rather than the actual resources exchanged or acts performed—even 
though the criteria for evaluating fairness are not identical between individuals, the 
focus on the perception of fairness remains prevalent [9]. 

When individuals cannot relate to the human rationales or legal rationales that 
drive the processes of legal decision-making, we lose touch with how and why the 
decision was made, and that makes individuals lose touch with the fairness of the 
results of the decision. It then matters less whether the result is good or bad, since it 
can't be seen as positively as when we fully understand what lies behind it. On the other 
hand, whenever these results are not good, the sense of unfairness that transpires from 
them is greater because individuals cannot understand the reasons that led to it. This 
breeds confusion, irritation and a sense of inexcusability.  

This capacity to assess other's decisions is an important feature of a life in groups, 
and it is what allows us to judge the fairness of others’�actions towards one another, 
and towards us. It is the key to curbing one's self-interest into accepting and obeying 
the rules of the group that organize and formalize altruistic behaviors by imposing 
limits to everyone's behavior [7]. People need to believe the system is beneficial to 
them to keep on abiding by its rules. One could argue tyrannies are a counter-example, 
although Gruter mentions that the bare minimum for a ruler is to provide food and 
security for its people, or at least the feeling of it [7]. A sense of justice emerges from 
the interactions between individual responses to questions of fairness and the social 
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realities within which these questions are asked. Additionally, there is a personal sense 
of justice: a product of personal history and experience, of culture and environment, 
and brain chemistry [7]. This societal sense of justice is not universal, although 
common biological properties underlay those differences [7]. This ability to follow 
rules can be described from vertical and horizontal perspectives. The vertical model 
portrays how following rules gives an overall advantage to the individual, over not 
following them. The horizontal one describes how everyone respecting the rules 
increases the incentive and benefit for respecting the rules overall. The interplay of 
these two results in there being not only inter-individual reactions to one's decision, but 
also wider consequences for one's reputation as a lawful, prosocial member of the 
group [9]. 

Laws are followed because people believe they provide a competitive advantage—
or at least no reduction—to their chances of survival [7]. In big social groups, human 
beings need to be able to predict other group member's behavior [7]. The ability for all 
to understand and follow rules, and the capacity to assess how well others are doing the 
same provide the basis for feeling how just one individual's actions are, or how fair the 
overall system is. Society needs a certain degree of predictability for people's behavior 
based on the effectiveness of the legal system at being respected and fair, including 
through deterrence mechanisms.  

There are limits to what biology can explain about human behavior and other 
factors can often prove more pertinent to explain our behavior. Ethology shows that 
some behaviors, such as some medical conditions (alcoholism, depression, 
schizophrenia, etc.) or personality-types (anti-social, etc.) are influenced by genetics, 
but there exists equally strong evidence that experience, cultural norms and laws 
modify individual behaviors [7]. This suggests that there are limits to using biology 
alone for explaining any type of human behavior and social interaction, and that even 
though we may be able to relate to one another's thoughts, that doesn't suggest human 
beings are capable of telepathy.  

The argument can be summarized the following way: when human beings make 
legal decisions this creates a feeling of fairness in response to the decision. When 
human beings make illegal decisions, this creates a feeling of unfairness and injustice 
that is usually dealt with by the legal system's judicial, criminal or administrative 
sanctions procedures. Those responses are allowed by the common cognitive tools 
individuals use for dealing with specific tasks, and by common cognitive tools that 
allow us to relate to and empathize with one another. 

3. Irreproducibility 

Depending on the level of importance of relatability in evaluating the fairness of legal 
decision-making, recreating the factors of this relatability in robotic legal decision-
making could offer a way of having robots make legal decisions in ways that are not 
disruptive to our legal structures. Indeed, if the processes behind the results of legal 
decision-making are critical in maintaining the perception of justice and fairness in the 
legal system, then recreating those relatability-activating factors in machines might be 
necessary in order to delegate the power to make legal decisions to machines while also 
safeguarding the integrity of the legal system. This paper starts from the premise that 
delegating decision-making power to AI is one of the core interests in developing those 
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technologies, we want to have machines make decisions for us—under more or less 
direct control—and created artificial intelligence to that end. 

Two operations are required to reproduce those factors of relatability in robots. 
The first is to identify the cognitive mechanisms of decision-making, and of relatability, 
including how to recreate the conditions of their activation for the robot. The second is 
exporting this knowledge into a technological translation of those mechanisms so that 
the factors of relatability may be recreated inside the robot.  

The first step is to map out the decision-making biases and mechanisms of the 
human brain, either in whole or in narrow types of legal decision-making. At this stage, 
it is hard to tell how similar the reproduction of these cognitive mechanisms—both in 
the decision-making and in the relatability-triggering—need to be in order for legal 
decisions made by robot to recreate the same kind of reactions from human beings 
assessing the situation. Maybe an outcome that is good enough with an incomplete 
reproduction of both is achievable, and perhaps it is also possible that only the 
decision-making factors are necessary. For the purpose of this study, this paper sets 
aside the concerns about how exact those reproductions need to be, or whether only one 
type is necessary. It also leaves aside the technological aspects of the reproduction of 
those cognitive mechanisms. Rather, the focus will be on feasibility of mapping out the 
brain's mechanism of legal decision-making and of relatability-triggering. 

Cognitive neurosciences are not yet so developed that it can create a 
comprehensive charting of human brains [10, 11]. Even when narrowing down the 
scope of study, the results remain non-comprehensive. For example, we are unable to 
prove the existence of free will in the brain, even when restricted to criminal matters 
[12]. Modern exploratory procedures in cognitive neurosciences have helped achieve 
great progress in understanding our brains. Techniques such as response-tracking and 
pattern-analyzing in micro movements of the hands using a computer mouse,3 brain-
imagery and other tools are very useful. But Those exploration techniques still limited, 
only exploring fragments of the brain architecture and of cognitive mechanisms, to the 
point that it is not only hard to explore the mechanisms themselves, but it is also hard 
to draw the limits of the brains in clear terms. We cannot understand our brains yet, we 
cannot list all the mechanisms at play, least if all explore them, or begin to draw their 
outer limits. More qualitative approaches such as interviewing professional lawyers or 
laypersons could not help us much more in understanding how the brain makes legal 
decisions, because we are unable to perform conscious introspection on behavior 
shaping mechanisms, biases and instincts. Self-introspection inaccessibility is a well 
documented fact [12-14], and it is likely that the accounts collected from interviewing 
people to try to understand what the mechanisms behind legal decision-making are 
would not only be incomplete, but also mostly confabulated [12, 13]. Perhaps 
recreating human relatability in machines is not necessary, because we can already 
access, understand and relate enough to machines making decisions. If this is the case, 
then recreating those human legal decision-making capacities and relatability activating 
factors might not be necessary. We might already relate to and understand enough of a 
machine's decision-making to assess the fairness of those decisions the same way we 
would for human beings making those decisions, or in ways that are not disruptive for 
the legal system. 
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However, this seems a distant possibility in light of the current state of 
technological advances. A first obstacle in relating to and understanding decisions 
made by autonomous systems is the black box problem [15]. Essentially, we know 
what data is given to a machine for analysis (a picture of a face), and what the output 
is—the face is classified as male or female—but we have little understanding of what 
happens in the middle. It is hard to know why or how the machine decides to classify 
the face as a female rather than male, and it is equally hard to know what the AI learns 
to be the right classification criteria in its learning process [15, 16]. This technical 
feature of AI makes transparency difficult to achieve, we have trouble knowing the 
metrics of specific decisions and it's difficult to know the general metrics of the 
machine's functioning [17].  

The main legal problem here lies in the nature of our legal systems, which mostly 
only concern themselves with what people are doing when there is a problem, derived 
for example by the illegal action of a person, or by incidents that cause damages to 
others and that need be repaired. To assess responsibility, our legal systems scrutinize 
the actions of the persons involved as well as their motives for acting in the way they 
did. This then serves to establish the consequences of those acts, or lack thereof. To do 
this, the legal procedures require understanding of how and why the person acted in a 
way or another—even if the core of the problem is inaction, or the actions of things. 

Judicial ex post facto responsibility assessment is based on understanding the 
processes and intentions that lead to a decision being made, on the facts of the 
decisions and its results. Not only do the psychological elements behind the action are 
scrutinized, but the steps taken in the decision making also, as well as the intent and 
purpose set for those actions. If one cannot access those elements, it makes it harder to 
attribute or evaluate responsibility in a comprehensive and satisfying manner. The 
black box nature of machine-learning decision-making appears as a fundamentally 
antithetical element to our legal system of responsibility attribution. Not only because it 
makes it harder to attribute responsibility to the right persons behind the robot, but 
because the rationale of the decision that was made cannot be apprehended.  

Even if there were no black box problem and machines could explain their 
decisions, there is no telling whether the rationales provided by machines would be 
cognitively accessible to us. AI functions by finding an algorithm that best correlates 
data with the correct classification by adjusting the weights of each factor of decision. 
For a machine, the price of a house is determined by 0.841*number of bedrooms, 
1231.123*square meter [18]. The type of reasoning a program uses to decide whether a 
target is an enemy combatant will be based on the same logic. In the robot's ‘mind’, 
there is essentially no categorical difference between those two operations and objects. 
When it comes to human beings, evolution gave us brains that are efficient at social 
and rational thinking, but not at logical thinking. The types of mathematical thinking 
that machines do are hard for humans to apprehend, even when they are accessible. To 
understand whatever it is machines think, or to make machines understand humans, we 
need to translate from human language to algorithm where parts of the substance is 
necessarily lost in translation.  

Modern exploratory techniques of the brain can only help us understand so much 
of its function, and asking people to explain how their brains come up with decisions, 
even in a narrow context, will be at best incomplete, and most likely a semi-false 
confabulated explanation. It is undeniable that we understand our cognitive functioning 
now much better than we used to, but it is certain at this stage that we cannot 
comprehensively map out even specific mechanisms with the certainty that our 

L. van Rompaey / Cognitive Incompatibilities Between Law and Robotic Legal-Decision Making 119



 

 

understanding of those is complete and accurate. We can only conclude that with the 
current reach of cognitive sciences, we can only create a partial—and maybe 
unreliable—blue prints of human legal decision-making and relatability-triggering 
mechanisms. Without a comprehensive schema of those mechanisms, we can only 
recreate partial—and maybe counter-productive—human-like legal decision-making 
mechanisms in robots. This is not because artificial intelligence and computer sciences 
are not capable of creating such a system, but because we are not able to understand 
ourselves just yet. 

With the shape and content of current technology, it seems equally hard to relate 
directly to machines making decisions, even when those decisions are narrowed down 
to specific legal decision-making types. One way to deal with the lack of relatability-
activating factors in machines would be to willfully anthropomorphize them. Making 
them look human might recreate part of the conditions of activation of our relatability 
mechanisms. Individuals might not know what they are relating to, but the assessors of 
the legal decision might still get the feeling that they understand the robot, which might 
be just enough to counter the fairness-deficit mentioned earlier. This solution would 
only deal with part of the problem though, because it might create relatability-
activating factors, but it will not recreate the substance of relatability that is the 
commonality of cognitive mechanisms for dealing with specific problems. Some might 
also comment that this would only be a cheap trick to deal with this problem, a façade 
make-up but not a tangible solution, and they might question the pertinence of creating 
a fake relatability that cheats people into believing they understand and can relate to a 
machine. 

Another element worth mentioning is that the is of biological reality may 
sometimes be in conflict with the ought of social life, where society might want to have 
regulations and parts of the legal system that stretch beyond the limits of the elasticity 
of human behavior and cognitive capacities. That a law might go against our biological 
tendencies can be also be desirable. Our recommendations to comprehensively exclude 
robots from any legal norm and instead focus those only onto humans are not definitive. 
However, we do believe that it is desirable to legislate in this way, but that is 
notwithstanding situations where having regulation aimed directly at robotics—in 
knowledge of the biological aspects of law—would create a better outcome in terms of 
compatibility of the robot’s decision-making with law.  

4. Conclusion 

Integrating robots into society will be one of the major challenges for our societies in 
the years to come, and to make sure that this process is positive, society needs to look 
at how to regulate robots. Where previous technologically-induced legal challenges 
were not necessarily disruptive to our legal system, robots that make decisions—the 
prerogative of human beings—including legal ones, might be a change that cannot 
simply be regulated through a new set of laws. Before we can harness the positive 
outputs of AI in legal decision-making, we need to recognize that our legal system is 
one which is consubstantial to humans making legal-decisions. To first set limits of 
robotic integration in our world is a necessary starting point to better assess our legal, 
social, and political systems in the wake of AI development. Once we understand 
human systems relatively to robots, and once we understand how to harness the 
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different components, abilities and limits of robotics, then we can hybridize the 
systems for a beneficial effect for our societies. 

Individuals judge one another's decisions based not only on the results but also on 
the reasons and the process, and this serves as a basis for evaluating the fairness of 
those decisions and results. Unfortunately, we cannot make a comprehensive blueprint 
of the cognitive structures that allow this relatability. This forbids reproducibility of the 
structure in robots, to which we cannot relate in their current state, because of the black 
box problem. This technical element also happens to be a disruption to the human ex 
post facto-based legal system. We cannot relate to AI legal decision-making in its 
current state, nor can we recreate the factors of relatability in robots. Decisions made 
by autonomous systems will feel less fair when legal and will feel more unfair when 
illegal compared to humans making the same decisions, and this fairness-deficit is 
caused by our inability to understand how and why robots make decisions. 

References 

[1]� Robert van den Hoven van Genderen. Artificial people: How will the law adapt to intelligent systems? 
Robohub. 31/03/2017. http://robohub.org/artificial-people-how-will-the-law-adapt-to-intelligent-
systems/#disqus_thread (visited on 27/06/2018). 

[2]� Ryan Calo. "Robotics and the Lessons of Cyberlaw", in California Law Review. 103. 2015. Pp. 513-
564. 

[3]� Oliver R. Goodenough and Semir Zeki, eds. Law and the Brain. Philosophical transactions of the Royal 
Society of London. Series B. Biological sciences. Oxford; New York: Oxford University Press, 2006. 

[4]� Erik Brynjolfsson and Andrew McAfee. The second machine age: work, progress, and prosperity in a 
time of brilliant technologies. W. W. Norton\& Company. 2014. 

[5]� Alan M. Leslie. "Theory of Mind". International Encyclopedia of the Social & Behavioural Sciences. 
Elsevier. 2001. Pp. 15652-15656. 

[6]� Owen D. Jones. "Law, evolution and the brain: applications and open questions", in Oliver R. 
Goodenough and Semir Zeki, eds. Law and the Brain. 

[7]� Margaret Gruter. Law and the Mind: Biological Origins of Human Behavior. 1. print. Sage library of 
social research 184. Newbury Park, Calif.: Sage Publ, 1991. 

[8]� Tom R. Tyler. "Procedural Justice, Legitimacy, and the Effective Rule of Law" in Crime and Justice. 30. 
2003. Pp. 283-357. 

[9]� Robert A. Hinde. "Law and the sources of morality", in Oliver R. Goodenough and Semir Zeki, eds. 
Law and the Brain. 

[10]� John Lieff. The Limits of Current Neuroscience. 29/08/2013. http://jonlieffmd.com/blog/the-limits-of-
current-neuroscience (visited on 27/02/2018). 

[11]� Case Western Reserve University. Fundamental Problem for Brain Mapping. Science Daily. 
07/10/2013. www.sciencedaily.com/releases/2013/07/130710114221.htm (visited on 25/02/2018). 

[12]� David Eagleman. Incognito: The Secret Lives of the Brain. Vintage. 2016. 
[13]� David Sze. The Limits of Introspection. Huffington Post. 19/05/2015. 

https://www.huffingtonpost.com/david-sze/introspection-research_b_7306546.html (visited on 
27/02/2018). 

[14]� Timothy D. Wilson and Elizabeth W. Dunn. “Self-Knowledge: Its Limits, Value, and Potential for 
Improvement”, in Annual Review of Psychology. 55. 2004. Pp. 493-518. 

[15]� Will Knight. The Dark Secret at the Heart of AI. MIT Technology Review. 11/04/2017. 
https://www.technologyreview.com/s/604087/the-dark-secret-at-the-heart-of-ai/ (visited on 27/02/2018). 

[16]� Pedro Domingos. The master algorithm: how the quest for the ultimate learning machine will remake 
our world. Basic Books. 2015. 

[17]� Gary Marcus. Deep Learning: A Critical Appraisal. arXiv preprint arXiv:1801.00631 [cs.AI]. 2018. 
[18]� Adam Geitgey. Machine Learning is Fun! Medium. 05/05/2014. 

https://medium.com/@ageitgey/machine-learning-is-fun-80ea3ec3c471 (visited on 25/03/2018). 

L. van Rompaey / Cognitive Incompatibilities Between Law and Robotic Legal-Decision Making 121



This page intentionally left blank



 

 

3. Work and Business  

 



This page intentionally left blank



Working ith and Alongside Robots: 
Forms and Modes of Co-Working 

Abstract. The workshop was the fifth event in the series of meetings organized by 
the Research Network for Transdisciplinary Studies in Social Robotics (TRANSOR, 
www.transor.org). In line with previous TRANSOR events it served the general aim 
of including the Humanities into a full-scale interdisciplinary or even 
transdisciplinary research on Human-Robot Interaction and Social Robotics.  The 
specific aim of this workshop was to contribute to a better understanding of the 
possible socio-cultural, psychological, and ethical-existential implications of the 
increased use of social robots in the workplace.  The contributions investigated 
human work experience in different forms and modes of human-robot co-working. 
Two papers presented classificatory frameworks for distinguishing forms of 
working with robots (human-robot collaboration) and forms of working alongside 
artificial social agents. Other papers presented empirical work on new classificatory 
frameworks. 

Keywords. Conditions for Collaboration, Cooperation, Collective Intentionality, 
Social Ontology, Ontology of Human-Robot Interaction, Social and Existential 
Significance of Work, Trust, Creativity, Imagination 

1.�Description of Aims and Results  

Increasing automation in all employment sectors, including service industry and 
administration, will profoundly disrupt our socio-economic practices. Hailing the “new 
age of automation”, McKinsey’s Global Institute has calculated the “automation 
potential” of all major types of work and predicts that by 2055 globally half of all work 
activities will be automated [1]. This prospect will likely create socio-political pressures 
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since “workers with primary school as their highest education are active in occupations 
that face 52% automation potential, significantly more than the 24% for occupations that 
workers with long higher educations tend to work in” (ibid). Moreover, since work plays 
a central role in human well-being, the prospect of 50% human unemployment calls for 
special attention to the socio-cultural and ethical dimension of automation. As the topics 
for European research programs such as Horizon2020 and Horizon Europe suggest, 
European policy makers and legislators only have begun to pay attention to the socio-
political or socio-cultural dimensions of automation. The  “Strategy Unit for Robotics 
and Artificial Intelligence” of the European Commission, led by Juha Heikkilä, focuses 
on economic interests, competitiveness, and “wide uptake”;  “Ethical and Legal issues” 
are briefly mentioned as an afterthought, and the fact that these are illustrated by “liability 
and safety” and blandly described as “aspects related to the impact of automation and 
robotics on jobs and work environment” can be taken as an indication that they are not 
given much thought at all [2].   

Pointing to the single case of advances in cancer detection due to automation, the 
authors of the McKinsey Global Institute report confidently reassure their readers that 
the influence of the new wave of disruptive technology “will be overwhelmingly positive” 
[1].  That seems an ill-founded and problematic prediction.  Extensive research will be 
necessary in order to gauge in which way the new living conditions in “the new age of 
automation” will change, and whether these changes not only will amount to economic 
gains but also are experienced as “overwhelmingly positive” in other well-defined 
respects.  

Given the complexity of the ‘phenomenon of work,’ such research needs to be 
conducted involving the analytical perspectives and methods of many disciplines—
psychology, cognitive science, sociology, anthropology, philosophy, linguistics, design 
research, and robotics, as well as other disciplines such as law, economy, and business 
and management science—and best be undertaken in interdisciplinary collaborations. 

This workshop—the fifth event in the series of smaller events organized by the 
Research Network for Transdisciplinary Studies in Social Robotics—served, like all 
other TRANSOR events, the general purpose of highlighting the need for full-scale and 
more integrated cross-disciplinary research in human-robot interaction studies (HRI); it 
served the specific aim to urge for a concentrated investigation of the complex topic ‘the 
future of work’ in HRI and robophilosophy. There are (at least) three areas of this topic 
that are multiply interdependent but can be individually approached as focus points: (a) 
work as social praxis, (b) individual and social conceptions of work, and (c) work as 
experience of individuals and groups. The workshop focused on (c), that is on work as 
experienced activity of individuals and groups.    

Until now the question of work experiences in specific settings of future human-
robot co-working has not been more systematically investigated in HRI—partly because 
such work scenarios are not yet realized broadly. But the topic has been addressed 
peripherally (for some targeted explorations see e.g. [3-6]), and there are many research 
results within and outside of current HRI research to draw on.  More specifically, 
hypotheses for the investigation of future work experiences should be developed by 
creating an intersection of the following five research lines. First, the central point of 
departure must surely be HRI research on negative and positive psychological effects 
(acceptability, attitudinal change) of concrete social robotics applications [see e.g. 6-19], 
as well as interaction studies that explicitly include phenomenological distinctions [see 
e.g., 20-22]. It should be taken into account, however, that short-term quasi-experimental 
conditions are in various ways not representative for the conditions of everyday work 
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environment. In particular, second, differences in the cultural valuations of (physical and 
software) design of social robots and their effects on cultural conceptions of status [see 
e.g., 23-27] should be given special consideration. Third, studies on expectable work 
experiences with and alongside social robots should also be linked to cognitive science 
research on how social robots affects preconscious human social cognition and learning 
[see e.g., 28-30]. Fourth, studies on expectable work experiences with and alongside 
social robots should be linked to ethical discussions in the philosophy of work (see e.g., 
[31-35]). Fifth, research hypotheses on future work experiences in human-robot-co-
working scenarios should be informed by philosophical research in social ontology, both 
in analytical and in continental philosophy (phenom-enology), where differences in types 
of collective intentionality are used to differentiate types of group actions.   

The presentations and discussions of the workshop managed to bring all of these 
five research lines into contact. The speakers converged on placing the emphasis on the 
last three research lines, since the primary objective of the workshop was to create 
suitable theoretical tools for the empirical analysis of HR-co-working. One central issue 
discussed was the distinction between forms and modes of co-working with artificial 
social agents. This distinction can be defined in the Ontology of Asymmetric Social 
InteractionS (OASIS; see [36, 37]), and—in combination with other current 
classificatory proposals [see 38-39]—might usefully support the development of a joint 
classificatory framework for the interdisciplinary description of human-robot co-
workings. The form of co-working denotes the organization of the interaction, such as 
the temporal, spatial, and logical (dependency) structure of the component actions (e.g., 
the sequential handling, back and forth handling with or without dependencies, working 
in parallel on the same or different or different yet supplementary tasks, etc.) and the 
distribution of control across agents (e.g., all components of the interaction are controlled 
by one agent). The notion of a mode of co-working refers to the type of individual or 
collective intentionality that human agents can experience in co-working (roughly: 
whether they feel as individual, as individual members of a group, or as (part of) ‘the 
team’).  

To summarize a few main results, (i) we discussed two proposals—presented by 
researchers in philosophy (ontology)—for classificatory frameworks of forms and modes 
of human-robot co-working. We considered how core insights of these two proposals, 
both of which operate with multidimensional matrices, relate to each other and to other 
descriptions of collaborative human-robot settings (see e.g., [38-43]). Classification 
frameworks can be used to identify to what extent HRI research is relevant for the 
exploration of human experiences in human-robot co-workings; to develop investigatory 
hypotheses; and, ultimately, to evaluate concrete work environments. However, and this 
was the important methodological message conveyed by sociologists, (ii) such 
classifications may apply with transtemporal variations.  Human-robot co-workings will 
not necessarily be ‘mechanical’ and repetitive.  The fact that people do accept social 
robots as partners in social interactions also implies that robotic failures will be 
responded to in different, and often creative ways. Such robot break-downs or 
intermittent disturbances might even become a design feature.  (iii) The prospect of 
human-robot co-working presents particular challenges to our ethical imagination. 
Current assessments of various types of significance of work (see e.g. [44]) reflect our 
current ethical views, and until now the scope of ethical projection could keep up with 
the speed of technological progress.  But the construction of robots that we experience 
as social ‘others’ rather than as tools may present a tipping point where we lose the 
possibility of ethical projection and at present must operate by ethical imagination.  
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(These terms were not used at the workshop; in the terminology of the first author, 
‘ethical projection’ is the extrapolation of ethical assessments of present scenarios into 
future scenarios, while in ethical imagination we try to emphathetically transpose 
ourselves (‘live-into,’ cf. the German “Einleben”) into a future everyday interaction 
scenario and thus explore how and how far our present ethical evaluations may change 
in merely imaginable circumstances.) The prospect of ubiquitous human-robot co-
working raises deep questions about the malleability and even the existence of human 
‘nature.’ While it is part of human ‘nature’ that humans can always envisage a ‘next 
nature’—a next way of realizing human well-being and the ‘good life’ in the ethical-
existential sense—the paths through the ‘search space’ for our next nature should be 
explored with carefully reflected methodologies (e.g., participatory design, design for 
values, value-driven design).  The search for new forms and modes of human-robot co-
working should not be directed by market forces, but it also should not be regulated by 
the strict projection of the ethical status quo—we should envisage new work experiences 
also as potentials for ethical innovation. 

2.�List of Presentations with Abstracts 

2.1� Three Dimensions of Human-Robot Co-Operation 
 
Anika Fiebich, Department of Philosophy, University of Milan, Italy 
 
In this presentation I will argue for a three-dimensional approach to cooperation. On this 
approach, any cooperative phenomenon can be located on the continua of (i) a behavioral 
axis, (ii) a cognitive axis, and (iii) an affective axis. For example, cooperation can be 
located on a behavioral axis, ranging from complex to simple coordinated behaviors. The 
cognitive requirements of cooperation are, according to this model, a matter of degree: 
they range from cognitively demanding cooperative activities involving shared 
intentions that presuppose sophisticated social cognitive skills such as having a theory 
of mind, to basic forms of cooperation like intentional joint attention. Finally, 
cooperative activities may be influenced by (shared) affective states. The three-
dimensional approach trumps alternatives insofar as it facilitates dialogue among 
disciplines. For example, as I will show, it allows us to determine whether and to which 
extent particular skills and capacities are implementable in robots and to identify cases 
in which human-robot cooperation differs in one way or another from human-human 
cooperation. (A short paper based on this presentation is included in this volume.)  

2.2 Classifying Forms and Modes of Co-Working in the Ontological Framework OASIS  

Johanna Seibt, Research Unit for Robophilosophy, School for Culture and Society, 
Aarhus University  
 
OASIS, the Ontology of Asymmetric Social Interactions, was developed with the goal 
of providing a classificatory framework for human-robot interaction that would allow for 
an integrated interdisciplinary discussion of artificial sociality, normativity, and 
responsibility attributions (Seibt 2014, 2016, 2017).  The aim of this talk is to put this 
framework to use for an analysis of future work experiences with social robots.  In 
OASIS five modes of simulations are distinguished.  Each human action is associated 
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with a matrix listing the possible combinations of modes of simulations of the parts of 
the action.  The goings-on in a specific robot can then be described in terms of a row in 
the “simulatory expansion matrix” of a human action.  This simple method allows us to 
avoid the common practice of describing the robot’s contributions in a human-robot 
interaction with mentalist vocabulary (“plans, recognizes, sees” etc).  OASIS uses 
familiar distinctions in forms of collective intentionality to classify different kinds of 
coordinated and collaborative social interactions between humans and robots. Unlike 
extant work in social ontology, OASIS represents any one social interactions as a 
complex of interactions as viewed from (at least) three perspectives (first to third person). 
The relationships between these component interactions can be used to formulate, with 
great precision, specific empirical hypotheses—for example, what is projected as human-
robot teamwork in third person perspective, may be experienced in first person 
perspective as “working alongside” or even “working next to.” (A short paper based on 
this presentation is included in this volume.)  

2.3. Cosmic Anthrobots: Conjecturing Our Mode of Collaboration With Robonauts 

Luis De Miranda, Department of Philosophy, University of Edinburgh 
  
“Robonaut” is the name Nasa gives to humanoid robots. These are designed in order for 
them to perform tasks in outer space that would be analogous to what a human who be 
able to do. Like current Mars rovers, these robonauts will be at least partly remote-
controlled by an Earth-based human pilot, which means that, in such cases, the working 
collaboration will be an immensely distant one (interplanetary or intergalactic). 

My presentation will conjecture that the human species will become a cosmic 
species not by travelling through space directly and physically as is often imagined, but 
by using robotic avatars, projections of our bodies. I call this relational form of 
exploratory work “cosmic anthrobots”, in order to follow up on the Robophilosophy 
2016 paper “We, Anthrobots: Learning From Human Forms of Interaction to Develop 
More Plural Social Robotics” (de Miranda et al., 2016). 

I will now propose a few hypotheses on the mode of being that a cosmic-robotic 
projection of the human at work means. My analysis will be inspired by current 
collaboration between human Rover drivers, located on Earth, and the robotic non-
humanoid devices they control on Mars (“Spirit” and “Opportunity” for example). I will 
compare the results of my analysis with the modes of work in the early systematic 
human-robotic (anthrobotic) factories in Japan, especially in regard of what I call the 
“Shizuoka Case”, at Star Micronics (Schodt, 1988) where human workers complained 
that they “felt like robots.” 

2.4. Sociological Remarks on Repetition and Variation in Human-Robot Cooperation 

Diego Compagna, Philipp Graf, Pat Treusch, and Raphael Deimel, Department of 
Electrical Engineering and Computer Science, Control Systems Group, Technical 
University Berlin, Germany.   
 
From a sociological point of view the criteria for a successful human-robot cooperation 
would be quite different than those specified by roboticist or HRI-research groups. The 
criteria for a successful human-robot interaction (HRI) depend on whether one focuses 
on the robot as a machine or on the human as a social actor. Most research designs 
however choose the machine-based definition to describe the outcome of HRI as 
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successful or not. In our paper we suggest taking into consideration the other side of the 
equation. In this regard, a successful interaction is not restricted to the fulfilment of an 
anticipated and machine-side pre-scripted outcome or action; rather, success hinges here 
on the possibility of taking the robot’s (unexpected) action as an occasion for further 
communication. Humans are experts in picking up on possibilities for creating a 
successful interaction. We will present data from our lab that shows how humans 
constantly are transforming failures of the robot into a source of communication, and 
how (machine) “failure” can become an even greater success of (social) communication 
than the strict execution of a predetermined script by the machine. 

2.5. <Hello-womb/> 

Hendrik-Jan Grievink, Next Nature Network (www.nextnature.net) 
 
In this talk I will present a vision in which technology becomes a ‘next nature’, through a 
selection design projects of the Next Nature Network such as ‘Meat The Future’, an 
exploration of the cultural potential of in vitro meat and HUBOT, a job agency for humans 
and robots. The talk will focus on the new ongoing ‘Reprodutopia’ project, an 
investigation into the future of relationships, sexuality and reproductive healthcare 
through speculative research and design fiction. The projects aims to research potential 
new cultures that could emerge when Artificial Reproductive Technologies such as 
artificial wombs or other robotic reproductive environments become a reality. The main 
question here is: Biological reproduction, gestation and childbirth may be natural process, 
but are they humane too? Is it fair and just to place all risks and burdens of producing a 
new generation of humans only on the female part of the population? Can we envision 
the alternatives and the reproductive cultures these will bring? And more importantly: 
how should these alternatives be designed? 
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Abstract. Since robots cannot work, in the full sense of the term, humans cannot 
work together with robots.  The so-called ‘cooperation’ with robots can take many 
forms for which we need a new description language. OASIS, the Ontology of 
Asymmetric Social Interactions, was developed with the goal of providing a simple 
yet sufficiently precise and discriminative classificatory framework for interactions 
where one interaction partner fails to possess the capacities required for human 
normative action and merely simulates such capacities. The framework shall 
facilitate the interdisciplinary integration of human-robot interaction research and 
more generally the development of an interdisciplinary theory of sociality. In OASIS 
five modes of simulations are distinguished and each human action is associated 
with a matrix listing the possible combinations of modes of simulations of the parts 
of the action. OASIS uses familiar distinctions in forms of collective intentionality 
to classify different kinds of coordinated and collaborative social interactions 
between humans and robots. Unlike extant work in social ontology, OASIS 
represents any one social interactions as a complex of interactions as viewed from 
(at least) three perspectives (first, second, and third person). The relationships 
between these component interactions can be used to formulate, with great precision, 
specific empirical hypotheses—for example, what is projected as human-robot 
teamwork in third person perspective, may be experienced in first person perspective 
as “working alongside” or even “working next to.”   

Keywords. Ontology, social interaction, simulation, work, collaboration, collective 
intentionality, phenomenology. 

1.�Introduction 

Behind the innocent buzzword “industry 4.0”, which seems to denote nothing more than 
a new version of industrial production, looms a development with potentially profound 
repercussions for our societies far beyond economic concerns. Industry 4.0 ushers in 
what also has been called ‘the fifth revolution’, the turn from the information age to the 
automation age, which will likely effect changes in socio-economic, but also in socio-
cultural practices as substantive and comprehensive as any of the preceding four 
technological revolutions. In fact, industry 4.0, which relies on artificial social agents, is 
not only engineering with socio-cultural consequences as the preceding revolutions; 
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industry 4.0 and social robotics in particular is the engineering of culture. Alas, the fast 
pace that drives industrial development can outrun the slow temporal rhythms of research 
on the psychological, social, and cultural consequences of human-robot interaction, since 
legislation on robotics currently focuses on safety and not of cultural sustainability. This 
difference in temporal rhythms has the effect that in the present situation policy makers 
take their bearings from leading economic consultancy reports that are strikingly 
uninformed by available research on human-robot interactions. For example, 
McKinsey’s Global Institute issued in 2017 a study entitled “A Future That Works”, 
assuring its readers that the “new age of automation” will be “overwhelmingly positive”, 
pointing to a single positive instance (machine cancer detection), and predicts that by 
2055 globally half of all work activities will be automated [1]. Using a purely functional 
analysis of work activities, the study determines the “automation potential” of each 
profession, with the result that “workers with primary school as their highest education 
are active in occupations that face 52% automation potential, significantly more than the 
24% for occupations that workers with long higher education tend to work in” (ibid). 
The study does not mention the socio-political pressures that this situation will likely 
create, nor acknowledge the positive or negative psychological effects on workers when 
their work activities are partly or fully replaced by an artificial agent (even though at 
least these two factors also matter from a purely economic point of view).  

Work plays a central role in human well-being, as a source of companionship, social 
recognition, social identity, and personal satisfaction. We urgently need more knowledge 
on how automation will likely affect these positive factors related to work—will they 
increase if the 4D work activities—dangerous, dull, dirty, or dignity-threatening—are 
outsourced to artificial agents? Where and how do we need to automate in order to 
increase (or at least not decrease) positive experiences related to work? Public research 
agencies do not seem to fully realize the need for knowledge production on automation. 
To take the European case, public research funding programs such as Horizon 2020 and 
Horizon Europe, nominally pay attention to the socio-cultural dimension of automation, 
but do not provide the kind and scale of grant instruments, nor the kind of selection 
procedures, that any serious concern would require. Thus, research on the socio-cultural 
impact of automation and the ethical and moral implications of automation, will not be 
available any time soon.  But it is now that European policy makers and legislators would 
need such knowledge to take informed decisions that are not only driven by economic 
gain. 

In sum, the exclusive focus on economic gain by automation has created a situation 
where (social) robotics industry is outrunning (social) robotics research, since regulative 
legislation is not yet in place.  Regulations are missing since they in turn depend on the 
results of (social) robotics research.  

The situation is exacerbated by the fact that social robotics research has a description 
problem (creating altogether a triple gridlock of description, evaluation, and regulation, 
for details see [2, 3]). Social robotics and HRI research has been operating without a 
unified and sufficiently precise framework for the description of human-robot 
interactions. In most cases robotic capacities are simply characterized by means of our 
common verbs for human capacities (‘ask’, ‘answer’, ‘greet’, ‘remind’, ‘recognize’, 
‘guide’, ‘teach’, ‘observe’, etc.) which is highly problematic in three regards.  

First, the use of intentionalist vocabulary, i.e., verbs that according to our common 
conceptual conventions imply consciousness, feeling, intentionality, free agency etc. 
confuses human perceptions of the robot, especially when such inappropriate framing is 
used within experimental studies. Second, the use of intentionalist vocabulary (even 

J. Seibt / Classifying Forms and Modes of Co-Working in the OASIS134



when qualified by ‘as if’) masks the fact that human-robot interactions form a new type 
of social interaction (“asymmetric social interactions”) where the capacities for 
normative agency are not symmetrically distributed amongst interaction partners and 
which therefore are not by default potentially reciprocal, as this is the case with social 
interactions among humans.  Third, the use of intentionalist vocabulary (even when 
qualified by ‘as if’) is too coarse-grained to allow for the formulation of research 
hypotheses that will advance our knowledge about the interplay of, in the human 
interaction partner, implicit social cognition and explicit decoding of conventions.  
Precisely these investigations on the ‘manipulatory’ affordances of artificial agents will, 
however, produce the most relevant insights for questions of regulation.  (For example, 
in order to understand the positive or negative psychological consequences of using 
teaching robots with young children, it will not be sufficient to investigate reactions to a 
robot whose functionalities are described as being able to  “give praise”; instead, we need 
to compare human reactions to different types of robots that effect such “praising” with 
different non-verbal means, i.e.,  with different degrees of simulation of an authentic 
acknowledgement.)  

In order to overcome the triple gridlock, in order to prevent that we are not blindly 
and irresponsibly pushing for automation without understanding yet which new living 
conditions we are going to create for future generations, the RDD (research, design, and 
development) processes in social robotics need to be restructured. Elsewhere I have 
suggested that the methodological principles of “Integrative Social Robotics” (ISR) 
generate a new RDD paradigm that dissolves the gridlock and produces responsible 
applications of social robotics [2, 3]. However, independently of whether ISR is chosen 
or some other new format for responsible robotics (e.g., van den Hoven’s “design for 
values” or van Wynsberghe’s “care-centered value-sensitive design”), we do need a 
sufficiently precise descriptive framework to articulate the complex questions of social 
robotics and automation at a level of detail that will advance our understanding of human 
interactions with artificial social agents in practically and theoretically relevant ways.   

To provide such a precise classificatory framework for human-robot interactions is 
the goal of OASIS, the Ontology of Asymmetric Social Interactions. OASIS is nothing 
more than a simple yet sufficiently precise and discriminative description language that 
shall facilitate the development of an interdisciplinary theory of (symmetric and 
asymmetric) sociality—i.e., a theory of sociality which does not, from the very 
beginning, exclude non-human agents as potential partners for social interactions [4, 5].   

In this short paper I will sketch the core ideas of OASIS in order to show how the 
framework can be used to analyze and discuss future work experiences in the 
“automation age.” The main philosophical point I wish to set out here is, however, 
independent of OASIS and can be stated in one short sentence, as follows.  

Proponents of the brave new world of automation emphasize ubiquitously that the 
envisaged disruptions of our work places will bring about “a new degree of cooperation 
between workers and technology” [1]. For those of us holding occupations with high 
“automation potential” [ibid.] it is indeed reassuring that automation is not tantamount 
to the replacement of people by robots (and other digital systems) but rather will create 
new work situations where we cooperate with robots (and other digital systems). 
However, talk about “cooperation” in this context is problematic not only because it 
insinuates intentionality on the side of technology (see above), but also because it 
obscures the difference between ‘cooperation’ as a form of interaction and ‘cooperation’ 
as a form of co-working. This amounts to a serious obfuscation since, as a brief reflection 
on the notion of work should make clear. The notion of work is highly complex, 
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connecting socio-political, economic, socio-cultural, and existential dimensions of 
human life, and since these connections are also dynamic, with non-linear changes along 
human history, analyses can only bring these complexities in view in order to set them 
aside (see e.g., [6-9]). But unless one illegitimately reduces the predicate ‘x is working’ 
to a purely economic evaluation of a process, we must acknowledge that the predicate 
also refers to a distinctive phenomenal experience.  

The phenomenal experience in working we may describe as a mixture of drudgery, 
labor, suffering, fulfilling transformative power, enjoyment, etc. in different proportions 
at different times, but it always includes the awareness of a limitation of our freedom 
(see also [10]). Robots—at least the actual and possible robots we currently discuss—
cannot have phenomenal experiences, and thus in particular not the phenomenal 
experience of necessitation involved in working.  So, despite the etymology of the term 
‘robot’, in the full sense of ‘working’ that we use in our everyday discourse about work, 
robots cannot be said to work. 

(The ‘Robots-Can’t-Work-Principle’:) According to our current conceptual norms for the usage of the 
notion of ‘work’, which differs from the economic account of ‘work’, robots cannot be said to work and 
people cannot co-work robots in any form that requires that robots are literally ‘working’. 

Some of us are lucky enough to be at work without feeling that they work, and if this is 
what the ‘robot revolution’ eventually shall bring about, then this may perhaps be living 
conditions we should welcome. But we should not deceive ourselves in thinking that, 
along the road to this possibly desirable state, we could cooperate or collaborate with 
robots in the sense of working together with them. In order to work together, each of the 
involved agent must be capable of being aware of the fact that they are working. But we 
cannot share the phenomenal experience of working with robots. In the automation age, 
many of us will no longer have the experience of working together.  

But if a person ‘cooperating’ or ‘collaborating’ with a robot at the workplace cannot 
be said to work together with the robot, how else should we describe the new conditions 
at the workplace? In order to describe our new work situations, as I shall argue in the 
following, extant classifications of collective actions—while important in themselves, 
see especially [11-15]—are not sufficiently discriminative. Section 1 briefly rehearses a 
simple process-ontological classification of degrees of simulation that allows us to state 
in detail how a certain robot participates in an interaction with a human. In sections 2 
and 3 I introduce the core concepts of OASIS, the five “degrees of simulation”, and the 
“simulatory expansion matrix of an action,” which lists all the different ways in which 
an “asymmetric social interaction” (i.e., an interaction where one interaction partner 
simulates (her, his, its) agentive contributions) can be performed. In section 4 I explain 
the way in which social interactions exist according to OASIS, where it is assumed that 
all social interactions are pespectivally complex and thus have at least three components.  
In section 5 I sketch the distinction between forms and modes of co-working, and relate 
this distinction to the description of asymmetric interactions in OASIS. Finally, I briefly 
indicate how OASIS can be used to formulate research questions for the evaluation of 
future experiences of human-robot co-working. 

2.�Five Ways to Simulate an Action 

When the robot ASIMO moves towards a person, extends the arm-shaped extremity, and 
shakes the person’s hand, it is as if ASIMO is greeting the person. The ‘as if’ that is 
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frequently used to characterize robotic movements on the model of human behavior must 
not misunderstood as the ‘as if’ of make-believe or fictionality (for arguments see [5]). 
Instead, it is the ‘as if’ of simulation. Even though our current prime examples of 
simulations, computer models of complex systems, involve semantic representation 
relations, as such a simulation is nothing else but the occurrence of a similar but simpler 
process with sufficiently similar effects. We often produce simulations in order to 
understand the original process more fully—e.g., when we simulate (re-enact) a crime to 
understand the evidence—but simulations also occur in nature without the involvement 
of human agents, best known from saccharine and most astonishing in the mimic octopus. 

The best way to describe simulations in a more precise fashion is to treat them as 
relationships between processes. Processes have been eluding formal ontologists for 
quite some time, but it is possible to define the identity conditions for processes 
sufficiently clearly, within a non-standard mereology, in order to speak with ‘good 
ontological conscience’ about ‘types’ of processes, their ‘instances’, about ‘subprocesses’ 
(parts of processes), about the ‘identity’ and the ‘functional equivalence’ of processes 
(for details see e.g. [6]). In the following I shall avail myself of these notions, omitting 
all detailed explications of the process-ontological foundations of the five types of 
simulation I want to sketch here very briefly (for details see [5]).   

The five relationships of simulation I will distinguish here are five ways of deviating 
from a common baseline, which I call the “realization” of an action: 

Definition 0 (Realization): For any process type A, process system S realizes A iff S 
generates a process p that is an instance of A. 

For example, two people reading next to each other each realize instances of the process 
type reading. Any process type has functional and non-functional occurrence conditions, 
and these are fulfilled by all the instances of the process type. If a process q fulfills all 
functional occurrence conditions but fails to fulfill at least one the non-functional 
occurrence conditions of process type A (e.g., conditions of A’s bio-chemical realization), 
q is no longer an instance of A but is an instance of a process type B that is functionally 
equivalent to A. Such deviations from non-functional occurrence conditions constitute 
the first and strongest mode of simulation. Intuitively speaking, a process functionally 
replicates another process just in case they have precisely the same functional structure; 
that is, they achieve “distributively”, i.e., at any phase and sub-phase, the same functional 
results but operate with different means.  

Definition 1 (SIM-1, Functional replication). A process system S functionally 
replicates a process type A iff S realizes a process type B that is distributively 
functionally equivalent to A, or S realizes subprocesses C1, …, Cn of B that are 
distributively functionally equivalent to all subprocesses D1, …, Dn of A. 

Functional replication demands functional equivalence at any step, i.e., maximal 
similarity of functional structure. (Whether functional replicas can exist at all is too deep 
a metaphysical question even to broach here). If we require merely functional similarity 
but not maximal similarity, i.e., if we require input-output equivalence at most but not 
all phases of a process p, we receive the “functional analogue” of p. A functional 
analogue realizes a weaker degree of simulation called “imitation”:  

Definition 2 (SIM-2, Imitation). Process system S imitates A iff S realizes a process 
type B that is a functional analogue of A, or S realizes subprocesses C1, …, Cn of B 
that are functional analogues of all immediate subprocesses D1, …, Dn of A. 
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The transport robot TUG (Aethon) can for instance be said to imitate the action of 
fetching a stack of towels, since it realizes functional analogues to most processes 
involved in the realization of this action.  

We receive further degrees of simulation when we adding further restrict the scope 
of the subprocesses that must have functional analogues in the simulating system. For 
the purposes of social robotics, one might argue, all that matters is input-output 
equivalence relative to the capacities of human observation. Let us say that process q is 
an empirical proxy of process p just in case for any observable part of p there is a part of 
q that is observably input-output equivalent. A process may then be said to be an 
empirical proxy of another even if there are considerable deviations in functional 
structure. 

Definition 3 (SIM-3, Mimicking). Process system S mimicks process type A iff S 
realizes a process type B that is an empirical proxy of A, or S realizes subprocesses 
C1, …, Cn of B that are empirical proxies of all and only observable subprocesses 
D1, …, Dn of A. 

For example, Hiroshi Ishiguro’s Geminoid robots, which are physical copies of the 
bodies of particular people, can be said to mimick some human facial movements, e.g., 
rolling one’s eyes or smiling, since—or so we may assume for the sake of the 
illustration—these artificial facial movements are empirically indistinguishable, down to 
their smallest observable phases, from their real counterparts in a human face. 

In contrast, consider Cynthia Breazeal’s robotic head Kismet. Kismet also moves 
some of its components (called Kismet’s “ears,” “lips,” “eyebrows,” and “eyelids”) in 
ways designed to be interpretable as expressions of surprise, delight, disgust, sadness, 
etc., but here the observable similarity with human expressions of these emotions is 
reduced to some typical elements. The design of many social robots operate with a weak 
form of simulation, familiar from animation, that I call ‘displaying’:  

Definition 4 (SIM-4, Displaying). Process system S displays process type A iff S 
realizes subprocesses C1, …, Cn (of some process B) that are empirical proxies of all 
and only typical subprocesses D1, …, Dn of A. 

Displaying capitalizes on the mechanisms of human social cognition that underlie our 
so-called “tendency to anthropomorphize”—or, more properly, our tendency to 
“sociomorphize”. For example, Sony’s robotic dog AIBO can be said to display a dog’s 
greeting or a dog’s invitation to play. 

In the area of assistive technology where special cooperative efforts on the side of 
the human can be expected, we can do with the fifth and “poorest” mode of simulation: 

Definition 5 (SIM-4, Approximating). Process system S approximates process type 
A iff S realizes subprocesses C1, …, Cn (of some process B) that are empirical 
proxies of some typical subprocesses D1, …, Dn of A. 

For example, the robotic seal PARO approximates process type A: a cat’s purring by 
creating empirical proxies of some typical subprocesses of A such as physical vibrations 
and sounds of the right wave lengths (but fails to create empirical proxies for other typical 
subprocesses of a cat’s purring, such as the relaxation of muscle tone). 

As sketchy as these remarks are—for details and examples see [5]—I hope they 
convey the simple underlying idea that we can define different types or degrees of 
simulation in terms of similarity relations on process systems. Taking both human beings 
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and robots as process systems, we can describe what the robot ‘does’ as the replication, 
imitation, mimicking, display, or approximation of the doing of a human process system. 

3.�Simulatory Expansion Matrices of Actions and Interactions 

Each simple human action—in philosophical action theory also called ‘basis actions’— 
can occur in six ‘manners of performance’: the action can be realized or else simulated 
in five different ways. To simplify the exposition here, let us say that robots can ‘act’ 
given that they can simulate a human action—talk about robots ‘acting’ is justified only 
if we thereby understand that we implicitly refer to (some degree of) a simulation or 
‘manner of performance’.  

A complex action with n component actions can occur in 6n manners of performance. 
For example, see table 1, if we assume for the sake of illustration that the complex action 
of a greeting has three sequential component actions—e.g., seeking eye contact, smiling, 
saying ‘hello’—then there are 216 different manners to perform this action by realizing 
or simulating the component actions.  
Table 1. Illustration of a part of the similatory expansion matrix for an action with 3 sequential component 
actions. Each row in this table describes a manner of performance. The first row describes the manner in which 
a human performs an authentic greeting (as defined here). The remaining rows describe (here: stipulated for 
the sake of illustration) the manners in which the following robots perform the action: second row—I-Cub; 
third row—Sophia; fourth row—teleoperated Geminoid F. The fifth row describes the manner in a human 
performs an insincere greeting.  

Seeking eye contact Smiling Uttering ‘hello’ 
Realizing 

Mimicking 
Realizing 

Approximating 
Realizing 

Approximating 
Mimicking Mimicking Displaying 
Displaying 

Realizing 
(…) 

Mimicking 
Mimicking 

(…) 

Realizing 
Realizing 

(…) 

 
If an interaction between two agents consists of n sequential component actions by 
artificial agent 1 and m sequential component actions by an authentically acting human 
agent 2, then there are 4n to perform that interaction (excluding functional replication as 
realistic possibility). In case both agents are artificial there are 4n×4m ways to perform 
the interaction.2  

With the help of the simulatory expansion matrix (SEM) of an action (relative to a 
certain component analysis of that actions) we can describe and compare in a 
differentiated fashion what robots actually ‘do’ when they allegedly “recognize and greet 
you” etc. Since each row in the SEM of an action is a manner of performing that action, 
we can formulate research hypotheses about the desired and undesired effects of robotic 
affordances on human social cognition and phenomenal experiences with greater 

                                                
2 In general, for an interaction I = [A1..Ak], involving k agents who each realize or simulate actions and each 
contribute a simple or complex action Ak to I, let n(k) be the number of the component actions in Ak; the number 
M of possible manners of performing the interaction I is defined by the product of the expansion matrices for 
each Ak:  

� ������	



�
 

Note that humans simulate actions when they perform them insincerely or sloppily. 
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precision. For example, if a robot only approximates the seeking of eye contact, since it 
merely turns the head but the eyes do not visibly focus, should the remaining component 
actions also have the same low degree of simulation? Would we increase its uncanniness 
by mixing low and high degrees of simulation, e.g., if this robot could imitate a smile 
and had perfect pronunciation and prosody? 

4.�The Perspectival Complexity of Social Interactions  

The simple descriptive tools of OASIS sketched so far can be used even if one does not 
adopt the ontological proposal set out in this section.  

In analytical ontology there has been considerable debate on the conditions of 
sociality (for a short overview see e.g. [17]) but as far as I can see it is commonly assumed 
that social interactions exist like natural complex processes or facts. To take the 
simplified sequential case, first one action occurs, then another, then a third etc., and 
depending on the intentions and beliefs of the agents involved, an interaction of the 
required type (a greeting, a report, an invitation, an assault etc.) has occurred [18].  Even 
though in the analysis of meaning authors take different perspectives (speaker-hearer) 
into account, and even it is also acknowledged that many social interactions presuppose 
“collective recognitions” [18, p. 56f] of institutional facts, authors commonly assumed 
that social interactions simply ‘are, what they are’. Setting aside here the question 
whether this—ultimately Parmedeian—model of existence can be used to describe the 
natural world, I think we should reject it for the ontology of social interactions. I wish to 
propose, as a general ontological thesis, that social interactions have irreducible 
perspectival complexity—there are at least three viewpoints on ‘what is going-on’ and 
each is as true as the other. 

Each term referring to a social interaction (here always for simplicity’s sake:  a two-
agent interaction) has as its ontological counterpart a unit that consists of (i.e., is a 
mereological sum of) at least three social interactions.  These three ‘interactions-under-
a-description’ are the interaction as described from the viewpoint of the first-agent, of 
the second agent, and of the third agent, respectively.  But first-agent description and 
second-agent description are themselves complex.  If you and I greet each other, I have 
a first-person perspective on what I do, a second-person perspective on what you do (I 
am your ‘thou’), and I also view what we are doing from an imaginary third-person 
perspective, ‘sideways-on’, when I rehearse, however implicitly, the normative 
repertoires that guide my actions. You act out the interaction from the second agent’s 
description, which consists of the same three (first-person, second-person, imaginary 
third-person) perspectives, mutatis mutandis.   Finally, since you and I are embedded in 
society and act by social norms, there are external observer of what we do, and we are 
acting out a third-agent’s description of our action.  

More formally, let ai be the set of actions that A performs in an interaction; let simi 
(bi) be the set of actions that B performs in this interaction, with (possibly varying) 
degrees of simulation simi (where realization is sim0); let N be the interaction norm, i.e., 
the way in which an imagined or real observing interagent C would understand the 
interaction according to current norms, as a pattern of actions [xi, yi]. With positions in 
the 3-tuple representing the perspectives, we can state the general model for asymmetric 
social interactions as follows. 
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IA = <I1, I2, I3> 

I1 = <ai, simi(bi), Ni1> 3 

I2 = < simi (bi), ai, Ni2> 

I3 = Ni3 = [xi, simi (yi)] 

In a successful social interaction, whether symmetric or asymmetric, the agents involved 
each will view the goings-on in very similar ways—what I see myself as doing in first-
agent perspective will match with what you see me as doing in your second-agent 
perspective and vice versa, and we both will see ‘sideways-on’, from the imaginary third-
agent viewpoint, what we are doing in the same way. Moreover, your and my third-
person description would be in agreement with the description of what we do by an actual 
third person watching us. I will return to this below in section 5. 

That we need such a more complex model of existence for social interactions 
becomes particularly clear, I submit, when we consider asymmetric social interactions, 
i.e., social interactions with animals or robots. For here the descriptions of the three 
agents involved do come apart—my dog can at best approximate the actions that 
contribute to what is, in my first-agent description, a greeting, but it is an open question 
whether my dog acts under any representation or perspectival  description  of our 
interaction at all. My AIBO also merely approximates greeting actions, but the robot acts 
in accordance with the  second-agent description of our interaction, namely, its program.  
This program is a description of our interaction that consists of first-person perspective 
descriptions of what the robot does, second-person descriptions of what I do in response, 
and is developed relative to the description of an imaginary third-person that represents 
the action norms that the roboticist uses. Most importantly, while I might understand 
myself, looking at myself side-ways on from the imaginary third-person point of view, 
as being engaged in a genuine greeting of dog or my AIBO, an actual observer may 
describe what is going on quite differently—e.g., as an inappropriately sentimental and 
undignified overinterpretation on my part. 

As conveyed by the example, in a human-robot interaction the roboticist participates 
via proxy, the robot, and develops first-person and second-person descriptions of the 
interaction relative to the capacities and affordances of the robot (‘when the user is 
finished, I-the-robot will move the head up and down, and so the user will understand 
that I-the-robot has processed the input’). In designing these interactions, the roboticist 
rehearses social norms, thus views the envisaged interaction from a third person 
perspective (‘if the user greets the robot and the robot approximates (i.e., simulates-at-
the-degree-of-approximation) an acknowledgment of this greeting, then an asymmetric 
form of greeting has been performed’). 

Much of the ethical debate about social robots is driven by the discrepancy between, 
on the one hand, what the first agent, the person interacting with the robot, takes herself 
or himself to be acting out relative to the imaginary third-person perspective, and, on the 
other hand, what is acted out from the viewpoint of the actual third agent, i.e., observing 
society.  For example, when ethicists, speaking for observing society, charge that users 
are duped into sentimental ascriptions of feelings to robots, or that companion robots 
seduce us into preferring programmable partners to real ‘others’, they seem to assume 
that their understanding of the interaction from the viewpoint of the external observer 
                                                

3 For simplicity I abbreviate here sequences of partial actions <a1, b1, a2, b2, …an, bn> which are governed 
by N by  <ai, bi, Ni>. 
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articulates the objective ‘truth’ of the matter.  But matters might in fact be more complex 
when it comes to social interactions, and the ‘whole truth’ lies in acknowledging this 
complexity.  

Generally, in evaluating social interactions, whether symmetric or asymmetric, we 
need to distinguish two predicates. A social interaction is successful just in case it is 
correct and congruent in the following senses of these terms: 

(1) The three-component social interaction description of an agent is correct just 
in case all components fit with the existing conceptual and practical norms for 
social interactions.  

(2) A social interaction is congruent just in case the social interaction descriptions 
of all interagents agree with each other.  

Here I omit a more precise elaboration of the ‘fit’ mentioned in (1) and the ‘mutual 
agreement’ mentioned in (2), respectively. For illustration, representing semantic 
equivalence as ‘≈’, in a congruent interaction IA it holds that N1 ≈ N2 ≈ N3, and ai and 
simi (bi) instantiate the pattern of actions [xi, simi (yi)]. Despite their vagueness, I hope 
that (1) and (2) can convey, first, that accepting the perspectival complexity of social 
interactions does not imply radical relativism—agents can be wrong in how they describe 
actions, those of others and their own. Second, with increasing technological literacy in 
society—e.g., by adopting the description language OASIS at the research level and 
publicly using the idiom of simulation rather than mentalist metaphors—it will be 
possible to remove the incongruences in social interactions that we currently see, when, 
e.g. the interaction description under which people interact with robots does not match  
the interaction description that the roboticist has applied, or the interaction description 
that ‘observing society’ holds.   

5.�Forms vs. Modes of Simulated Co-Working 

In section 3 I sketched a simple way to describe human-robot interactions as patterns of 
realized and simulated component actions, called the simulatory expansion matrix of an 
interaction. These interaction patterns are used by the interagents (human, robot, 
imagined and real observer) of a human-robot interaction, to guide their understanding 
of the interaction in which they are involved, and in section 4 I suggested a general model 
for the ontology of (symmetric and asymmetric) social interactions acknowledging that 
social interactions have a more complex way of existing than traditional substances—
they are three interaction patterns, three simulatory expansions, representing three 
perspectival interactions.   

With these tools in place, the question ‘What will our future work situations be when 
we are to work with robots?’ now can be reformulated more precisely as follows.   

1.� Which of the degrees of simulations of work actions by robots can we 
justifiably accept as simulations of contributions to a co-working situation? In 
the idiom of OASIS, which rows in the simulatory expansion matrices of those 
interactions that we currently consider as forms of co-working—as 
coordination, as cooperation, or as (various types of) collaboration—can we 
justifiably accept as instantiations of new forms of asymmetric coordination, 
co-operation, or collaboration?   
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2.� Which of the degrees of simulations of intentional actions by robots can we 
justifiably consider as simulations of contributions to a (egocentric or 
pluricentric) acting together? In the idiom of OASIS, which rows in the 
simulatory expansion matrices of social interactions that we currently consider 
as a group action of type T—e.g., as a collective action in “I-mode” vs. “We-
mode,” with “I-intentionality” vs. “we-intentionality” etc.—can we justifiably 
accept as new asymmetric subtypes of group actions of type T? 

Note that the justification mentioned in these two questions are to be given with reference 
to conceptual and ethical norms, but also to a large extent depend on empirical 
knowledge about human-robot interaction that we do not yet have. Thus the best way to 
approach questions 1 and 2 is with the method paradigm of ISR (see above, introduction, 
and [2]). Important work has been done in HRI on the conditions of human-robot 
cooperation and the classification of different forms of human-robot cooperation [see e.g. 
12, 13, 15, 18, 19], and in the extended version of this paper I investigate how Fiebich’s 
three-dimensional classification of human-robot cooperation [15] can be connected to 
the descriptive tools of OASIS.   

Here I wish to make the more general point that we will do well to keep question 1 
and 2 clearly separated. For, first, in view of the ‘Robots-Can’t-Work Principle’ we 
should be careful in applying the notion of ‘cooperation’ too quickly—which degrees of 
simulation of a goal-directed action can justifiably be called a goal-directed functioning 
or action needs to be discussed and not simply decided by usage, as long as other people 
are involved. The common practice of the robotics and AI community to speak of 
“planning”, “goals”, “agency” etc. of machines loses its innocence as soon as this idiom 
directly interfaces with socio-political decision-making. It is high time for the robotics 
and AI community to realize that responsible robotics and AI begins at the linguistic 
level. Second, we need to separate questions 1 and 2, since they address (interrelated but) 
different aspects or dimensions in designing human-robot interactions, which I currently 
call, for want of better terms, ‘forms’ versus ‘modes’ of co-working. 

In addressing question 1 we can explore the form of a candidate co-working (i.e., an 
asymmetric social interaction that we do or do not want to accept as an asymmetric co-
working). The form of a co-working relates to the architecture or structure of the complex 
interaction that consists of robotic and human processes. For example, in investigating 
the form of a candidate co-working we would ask the following questions. Are these 
processes of the same sort going on in parallel, synchronized by entrainment? Are there 
direct mechanical or semantic interdependencies between the processing of the robotic 
and the human process subsystems? Are these interdependencies temporally ordered, and 
if so, sequentially and linear, or with feedback? Is the architecture of the complex human-
robot-interaction process to support emergent processes, and if so, at which place in the 
functional architecture?  

By contrast, question 2 addresses the mode of a candidate co-working. A mode of 
co-working refers to one of the many specific constellations of the agents’ intentional 
attitudes that the philosophical debate about collective intentionality has been working 
out since Sellars’ seminal distinction between “I-intending” and “we-intending” [20], 
distinguishing between group actions where agents act on I-intentions from those where 
agents hold we-intentions, and further between different ways—unfortunately also called 
‘modes’—in which intentional attitudes combine (joined vs. shared, see e.g., [21, 22]).  
So far—with very few exceptions, see [17, 23]—the philosophical discussion has 
discussed reciprocal or symmetric constellations of acting together. When asymmetric 
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distributions of intentionality are admitted, with one interagent simulating an intentional 
attitude, new modes of acting together can be defined.   

It is important to note that the mode of a group action does not determine the form 
of the group action. Even group actions that are not physically coordinated, such as 
taking the train instead of the plane for climate protection, can be performed with a we-
intention. Vice versa, even group interactions with high physical and semantic 
interdependencies can be performed egocentrically, i.e., with I-intentions that are not 
shared. However, for the case of human-robot co-working it will become crucial to 
investigate empirically whether certain forms of co-working generate certain modes of 
co-working due to the neuropsychological ‘mechanisms’ of human social cognition.  For 
example, take a form of co-working where the interactions between the human worker 
and the robotic agent are closely interlaced throughout; assume that the robotic agents 
fulfill their functions reliably, and simulate verbal acknowledgements of what has been 
jointly achieved; will people tend to develop we-intentions and take themselves to ‘work 
together with’ the robot? Which degree of simulation of intentionality in the robot will 
further and which will prevent that we-intentions arise in people?   

6.�Conclusion and Further Research 

In this short paper I tried to make plausible the following points. First, an informed and 
responsible discussion of the “future of work” in the face of automation must not reduce 
the notion of work to its functional economic definition, and should acknowledge that 
robots cannot ‘work’, in the literal sense of the term, and that we cannot work with them. 
Second, in order to assist policy makers in deciding on possible regulations of the 
robotics  market, we need more targeted HRI research on human-robot co-working, but 
undertaken using the wide-scope interdisciplinary  approach of ISR (Integrative Social 
Robotics). Third, in order to be able to (i) formulate the empirical and conceptual-
normative hypotheses of human-robot interaction research with sufficient precision, and 
(ii) in order to integrate results, ISR needs a description language. Fourth, OASIS, the 
“Ontology of Asymmetric Social Interactions”, holds out the promise to fulfilling this 
purpose, since it distinguishes between degrees of simulation and acknowledges that 
social interactions have an irreducible perspectival complexity. The framework is simple 
since it introduces few new technical terms, yet rich and precise enough to formulate the 
relevant questions about human-robot co-workings. 

These questions partly pertain to the relationships between, on the one hand, the 
forms or functional architectures of potential co-working scenarios, and, on the other 
hand, the modes or intentionality constellations in which these potential co-workings are 
performed. However, in connection with the perspectivally complex account of social 
interactions, we can also formulate in OASIS farther-going ethical and socio-cultural 
questions about which societies we wish to become. For example, imagine a human-
robot interaction scenario where the human (first agent) acts in the mode of collaboration 
with we-intending, the roboticist (second agent) acts (via the robot) in the mode of 
working-alongside with non-shared I-intending, and external observers (third agent) 
view this interaction like the roboticist as a mere working-alongside. Should we allow 
for such scenarios? If yes, we agree to individual sentimentality in our new work places. 
What about if the third component is different, if external observers also accept this 
interaction as a collaboration with we-intending, given the robot’s high-grade 
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simulations of we-intentions? If we allow for such scenarios, we agree to social 
sentimentality.   

In other words, with the description language of OASIS we can pinpoint rather 
precisely which types, if any, of incongruent social interactions we want or do not want 
to accept, conceptually and practically, as new co-working scenarios. Further research 
shall define these types concretely, in connection with extant classifications of human-
robot cooperation. Together with targeted HRI research on the psychological 
consequences of asymmetric modes, i.e., asymmetric constellations of collective 
intentionality, it may be possible to move the debate beyond misleading metaphors and 
technocratic reductions. 
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Three Dimensions in 
Human-Robot Cooperation 

Anika FIEBICHa,1 
a

 Department of Philosophy, University of Milan, Italy 

Abstract. In this paper, I will argue for a three-dimensional approach to 
cooperation. On this approach, any cooperative phenomenon can be located on the 
continua of (i) a behavioural axis, (ii) a cognitive axis, and (iii) an affective axis. 
For example, cooperation can be located on a behavioural axis, ranging from 
complex to simple coordinated behaviours. The cognitive requirements of 
cooperation are, according to this model, a matter of degree: they range from 
cognitively demanding cooperative activities involving shared intentions that 
presuppose sophisticated social cognitive skills such as having a theory of mind, to 
basic forms of cooperation like intentional joint attention. Finally, cooperative 
activities may be influenced by (shared) affective states. The three-dimensional 
approach trumps alternatives insofar as it facilitates dialogue among disciplines. 
For example, as I will show, it allows us to determine whether and to which extent 
particular skills and capacities are implementable in robots and to identify cases in 
which human-robot cooperation differs in one way or another from human-human 
cooperation.  

Keywords. Human-robot cooperation, skills 

1.�Introduction 

Cooperation plays a central role in everyday human life. Broadly understood, 
cooperation can be defined as “any form of interaction whereby two or more 
individuals coordinate their actions in space and time to bring about a change in the 
environment” [1, p. 70]. For example, two or more individuals may coordinate their 
actions to carry a piano to the first floor, or to build a tree house together. While these 
cases involve individuals interacting in close physical proximity, other instances of 
cooperation can involve individuals who are guided by conventional rules and norms 
that allow them to cooperate from distinct locations: by following institutional rules, 
for example, university staff are able to jointly create a new employee’s contract whilst 
sitting in offices on opposite ends of the university. Rather than focusing on the 
coordinated behavior of operating agents, philosophers typically aim to elucidate the 
nature of the intention these agents share. In other words, their primary interest has 
been the cognitions, rather than the behaviours, of cooperating agents [2]. However, as 
findings from research in psychology as well as insights from phenomenologists 
suggest, the standard view among philosophers cannot account for the whole range of 
cooperative activities human beings are engaged in. I will argue for an alternative 
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three-dimensional approach to cooperation, which meets this challenge by accounting 
for a broader scope of cooperative phenomena. A key virtue of the three-dimensional 
approach is that it facilitates dialogue among disciplines. I will illustrate this using the 
example of human-robot cooperation.  

In the contemporary debate, the nature of the intention that cooperating agents 
share has been a central concern and source of disagreement among philosophers. 
According to Searle [3, 4], for example, a we-intention, is a special attitude in the mind 
of a single individual that represents their contribution to a cooperative we-activity 
(e.g., ‘we are making the sauce by means of me pouring [and you stirring]’). On this 
account, a we-intention does not presuppose the presence of two agents; it can exist in 
a single individual or, in principle, even in a ‘brain in a vat’ that has nothing but the 
illusion of having a body and being engaged in cooperation with another agent. 
Nonetheless, Searle argues that a we-intention is not reducible to a set of I-intentions 
that individuals possess when they are merely representing an action performed on 
their own.  

Searle’s atomistic account of we-intentions differs from those that posit shared 
intentions that presuppose the existence of two (or more) individuals. Bratman [5-7], 
for example, provides an account of how the personal intentions of single cooperating 
agents need to be interrelated for them to manifest a shared intention. Notably, 
Bratman’s conception of shared intention is compatible with Searle’s account since, as 
Bratman [6] argues, “a Searlean we-intention is, then, a candidate for the intentions of 
individual participants that together help to constitute a shared intention, though Searle 
himself does not say how the we-intentions of different participants need to be 
interrelated for there to be a shared intention” [6, p. 41]. That is, Searle focuses on the 
cognition of a single cooperating individual whereas Bratman focuses on the cognitions 
of two (or more) individuals who cooperate with each other. Bratman [5] emphasizes 
that agents have a shared intention when they are engaged in ‘shared cooperative 
activities’ that are characterized by commitments to the joint activity and mutual 
support, as well as mutual responsiveness to one another’s intentions and actions. 

Gilbert [8, 9] also argues that agents have a shared intention in contexts of 
cooperation. Contrary to Bratman, however, she invokes the metaphor of cooperating 
agents forming a ‘plural subject’ whose shared intention is not reducible to the personal 
intentions of the cooperating agents. Gilbert [8] argues for three criteria of adequacy 
that need to be met for there to be a shared intention; (i) the disjunction criterion 
(which denies the necessity of correlative personal intentions of the individual agents 
being involved), (ii) the concurrence criterion (which presupposes, absenting ‘special 
background understanding’ such as special arrangements, that the concurrence of all 
agents is required to change or rescind the shared intention), and (iii) the obligation 
criterion (which entails that individuals are committed to act to the shared intention). 

2.�Towards a Three-Dimensional Approach to Cooperation  

2.1.�Three Problems with Traditional Approaches to Cooperation  

Despite defending different views concerning the nature of the intention that 
cooperating agents have, the philosophical accounts mentioned above (as well as others 
in the literature e.g., [10]) all share a number of assumptions about the cognitive traits 
of agents who are engaged in acts of cooperation that involve a we-intention or shared 
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intention. These attributes include the possession of mutual common knowledge about 
sharing an intention, the capacity to build shared task meta-representations, a 
willingness to compromise and mesh potential subplans, as well as an intention to 
cooperate in accordance with and because of another agent’s intention. Sometimes 
cooperation may indeed require such capacities. Imagine, for example, that you and I 
have the shared intention to build a tree house tomorrow afternoon. For the cooperation 
to be successful, first of all, this shared intention needs to be mutually known to us, 
otherwise either or both of us may fail to show up and act on it. Second, we need to 
cooperate in accordance with, and because of, one another’s intentions and build shared 
meta-representations of, for example, you holding the shelves and me nailing them 
together.  

As I have shown elsewhere [11], traditional approaches to cooperation postulate 
criteria for there to be a shared intention that are cognitively demanding as work in 
developmental psychology suggests. Mutual common knowledge about having a 
shared intention, i.e., knowing that you and I know we have a shared intention and that 
we both know about that, as well as intending to cooperate in accordance with, and 
because of, another agent’s intentions requires an understanding of mental states. The 
capacity to understand what mental states are, as well as how they interrelate and 
motivate individuals to act, has been called ‘theory of mind’ in the psychological 
literature. Also building shared task meta-representations seems to correlate with 
theory of mind competencies as psychopathological research suggests [12]. A robust 
theory of mind, which includes the capacity to understand one’s own behaviour and 
that of others in terms of beliefs about the world that may be false, has been regarded as 
a milestone in human ontogeny. In Western cultures, this capacity is typically not 
acquired until the age of 4 or 5 (see [13] for a meta-analysis).  

Other instances of cooperation, however, may be less cognitively demanding. 
Indeed, work in developmental psychology reveals that the foregoing analyses assume 
a cognitively demanding notion of cooperation that excludes a variety of cooperative 
phenomena present early on in ontogeny. Call this ‘developmental problem’ or 
‘developmental constraint’ (see [11] for a discussion). The developmental problem 
appeals to modifying the necessary conditions for there to be cooperation in a way that 
it can accommodate for the multiple findings in developmental psychology. A number 
of developmental studies have found that children are engaged in cooperation long 
before they acquire a robust theory of mind. Joint engagement in triadic interactions 
(involving not only following adult leads but also sharing goals, coordinating roles, and 
directing adults’ attention and behavior) has been found in 12 to 15-month-old infants 
[14]. Moreover, 2-year-olds engage in cooperative problem-solving activities and 
social games involving parallel and complementary roles [15]. Finally, 3-year-olds 
understand the underlying joint commitment of a dyadic reward-retrieval joint action 
and will see the cooperative activity through to its conclusion, even if they acquire their 
part of the associated rewards earlier on in the activity [16].  

Traditional approaches to cooperation in philosophy are subject to two more 
problems. Unlike the ‘developmental problem’ that points to the conceptual difficulties 
that traditional approaches to cooperation have with respect to the cognitive demands 
that are required to be engaged in cooperative activities, these other problems point to 
issues that have not been discussed by traditional approaches at all but play a crucial 
role as finings from social psychology and phenomenological considerations suggest. 

First, despite the fact that shared cooperative activities are characterized by mutual 
responsiveness in action, philosophers’ preoccupation with the cognition of individuals 
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means they often do not account for how these individuals coordinate their behavior in 
a given instance of cooperation [5]. Behavioral coordination, however, plays a central 
role for cooperation experimental psychology (see [1] for a discussion). As my 
colleagues and I have shown elsewhere [2], coordination in cooperation may range 
from simple to highly complex, coordinated physically proximate behaviors, depending 
on a variety of factors—including, for example, the number of action possibilities there 
are in a joint motor task [17]. Moreover, in institutional settings, the coordinated 
behavior of individuals may be guided by conventional rules, which allow them to 
cooperate with each other from distinct locations (e.g. different offices at a university). 
Call this the ‘behavioral problem’.  

Second, philosophical approaches to cooperation typically neglect the 
phenomenological experiences that are elicited by a cooperative activity (call this the 
‘phenomenological problem’). However, phenomenological considerations, along with 
findings from social psychology, illustrate that ‘we-experiences’ such as the 
experiential sharing of moods and emotions may play a central and motivational role in 
cooperation. For example, shared emotional arousal has been found to support the 
successful performance of team actions [18]—and may determine which team wins a 
game. Moreover, experiential sharing may play a motivational role. Locke and Howitz 
[19], for example, have shown that individuals prefer to interact with others who are in 
a similar mood to themselves—even if this mood is a negative one.  

As pointed out by Zahavi , “[in] experiential sharing […] the experiences of the 
individuals are co-regulated and constitutively bound together, that is where the 
individuals only have the experiences they have in virtue of their reciprocal relation to 
each other” [20, p. 245]. On this conception, experiential sharing implies, but goes 
beyond, empathy. In general, empathy facilitates cooperation; e.g., in the domains of 
sports and the performing arts such as music and dance [21].  

2.2.�Addressing the Problems with the Traditional Approaches 

There are (at least) two ways to in which the foregoing three problems can be 
addressed: first, existing philosophical accounts can be modified on the basis of 
insights from psychology and phenomenology, and second, they can be replaced by an 
alternative framework.  

Butterfill [22], drawing upon Bratman’s [5, 7] approach, examines different kinds 
of cooperation and focuses on those involving shared goals rather than shared 
intentions. In contrast to sharing intentions, sharing goals does not require agents to 
have knowledge of one another’s intentions or the relations of these intentions to their 
own. Rather, cooperation involving shared goals requires agents to anticipate each 
other’s future behaviors, in a way that does not require knowledge of their mental states 
or a theory of mind. In a similar vein, Tollefsen [23] substitutes the cognitively 
demanding skill of having mutual common knowledge with that of mutual common 
awareness, which is present early in few month-olds in contexts of cooperation 
involving joint attention [24]. These modifications of Bratman’s account meet the 
challenges of the developmental problem. His account could also be modified in a 
manner that meets the phenomenological problem by requiring, specifically, that 
personal emotions, in addition to personal intentions, are interrelated and reciprocally 
co-regulated, meeting the challenges of the phenomenological problem. Finally, 
Bratman’s criterion of mutual responsiveness in action can be interpreted 
dimensionally (i.e. occurring as a matter of degree), and in a way that does not 
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presuppose the physical proximity of the cooperating agents. Doing so would help to 
meet the challenges of the behavioral problem.  

A better way to go would be to defend what I call a ‘three-dimensional approach to 
cooperation’. On this approach, any cooperative phenomenon can be located on the 
continua of a cognitive dimension, a behavioral dimension and an affective dimension 
[11]. The cognitive dimension of cooperation meets the challenge of the developmental 
problem: rather than accounting for cooperation as an all-or-nothing phenomenon, 
which necessarily involves shared intentions or we-intentions, cognitively demanding 
phenomena is positioned on the highest end of the cognitive dimension. 
Correspondingly, cognitively less demanding cooperative phenomena, in which agents 
share goals and coordinate each other’s behavior accordingly, will fall at the lower end. 
Such phenomena do not presuppose a theory of mind and may be present in early 
infancy. Moreover, the behavior of the cooperating individuals may range from simple 
to complex coordination and can be located at a specific point on the continuum of the 
behavioral dimension, thus meeting the challenges of the behavioral problem. Finally, 
the challenges of the affective problem can be met by accounting for the degree to 
which individuals are emotionally engaged in cooperation on an affective dimension, 
ranging from individual emotional engagement to shared affective experiences.  

The three-dimensional approach to cooperation not only meets the challenges that 
confront that traditional approaches to cooperation, but also helps to facilitate dialogue 
among disciplines. Focusing on a particular cooperative activity lying on a specific 
point of the continua of the cognitive, behavioral and affective dimensions allows us to 
determine, for example, whether the skills required to engage in that activity are 
present in children at a specific age or in non-human species. Moreover, it allows us 
identify whether and to what extent these skills and capacities are implementable in 
robotic systems.  

3.�Three Dimensions in Human-Robot Cooperation  

On a behavioral dimension, the coordination involved in human-robot cooperation may 
be more or less complex. Minimal coordination may be involved in joint attention, an 
activity which can be regarded as a basic form of cooperation [25]. Pfeiffer-Lessman 
and Wachsmuth [26] have implemented the capacity to engage in joint attention in a 
robot, enabling it to use gaze and to detect when both it and a human participant are 
looking at the same object. In turn, Dominey and Warneken [27] have created simple 
and complex versions of a cooperative game to be played by human-robot dyads that 
each require different degrees of action coordination, i.e. coordination skills that have 
been implemented in the robot. In each game, a number of cards with various symbols 
are placed on a table and the human and robot need to move some animal figurines. In 
the simple game, for example, when the human moves the figure ‘horse’ from the card 
‘lock’ to the card ‘rose’, the robot moves the ‘horse’ back from ‘rose’ to ‘lock’. When 
the human moves the ‘horse’ from one card to another card in the complex game, in 
turn, the robot ‘chases’ the ‘horse’ with the ‘dog’ to those cards. Drawing on Bratman’s 
[5] account of shared cooperative activities involving shared intentions, Dominey and 
Warneken also accounted for a joint commitment to mutual support playing a role in 
cooperation by implementing helping skills in the robot. After each trial, the robot asks 
the human “Is it ok?” and continues to play the game when the human answers “yes”. 
When the human answers “no”, however, the robot helps the human by performing her 
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action part. In order to be able to perform the action part of the collaborator in the 
shared cooperative activity, both human and robot participants need to build shared 
task meta-representations of each another’s action parts.  

As pointed out by Hoffman and Breazeal, “among other factors, successful 
coordinated action has been linked to the formation of expectations of each partner’s 
actions by the other and the subsequent acting on these expectations” [28, p. 1]. 
Hoffman and Breazeal have implemented a Searlean we-intention in a robot that 
represents not only its own contribution to the joint task of building a cart but also the 
contribution of his human collaborator. In this task, a complete car consists of one 
floor, one body, two axles (one of each kind), and four wheels (two of each kind). The 
human brings tools to the workspace, and the robot uses them to attach single car parts; 
only particular tools can be used to attach specific car parts (e.g., the welder attaches 
the floor to the body) and the robot cannot do anything if there are more or less than 
two parts in the workspace. Hoffman and Braezeal implemented an anticipatory action 
selection mechanism in the robot that allows him to form expectations about which 
actions the human collaborator will perform next by evaluating the cost of each of the 
proto-sequences. Recall that having a ‘theory of mind’ is required for a variety of 
factors that come into play in cooperation involving ‘shared intentions’ or ‘we-
intentions’ (e.g., mutual common knowledge, building shared task meta-representations 
etc.). Inspired by the seminal work of Baker and colleagues [29, 30] in Bayesian theory 
of mind, Rabinowitz and colleagues [31] developed a ‘machine theory of mind’ for 
artificial systems. The systems use autonomous meta-learning to build models of 
agents by observing their behaviors and use the observations to bootstrap to richer 
predictions about agent-specific character traits and mental states. 

Recall that, on an affective dimension, the philosophical conception of ‘we-
experiences’ [20] in cooperation, involving the experiential sharing of affective states 
such as emotions and moods, presupposes but goes beyond the empathy of the 
cooperating individuals. For the affective states being experienced as ‘shared’, 
empathetic skills for the affective states of the other individual are required. On the one 
side, Boukricha, Nguyen and Wachsmuth [32] implemented empathetic skills in the 
artificial system Max that determined Max’s helping the human to reach a tower block 
in the cooperative game of building a tower together with a human, including an 
empathy mechanism that generates an empathic reaction as the result of forming a 
hypothesis about the human’s emotion in relation to the physical effort that the human 
needs to perform the goal-directed behavior of grasping a tower block. In this study, 
Max’s empathy is modulated by the emphaziser’s mood represented by Max’s 
emotional state, Max’s relationship to the human (i.e. the degree to which Max likes 
the human), as well as the situational context (i.e. the degree to which Max perceives 
the human as deserving to reach the tower block). The more the human cooperator 
emphasizes with Max, as being displayed by the human’s helping behavior, the more 
Max likes the human. Moreover, “the degree to which the position of an appropriate 
block needed by the partner is deserved or not is calculated as the number of reachable 
appropriate blocks in Max’s touch space divided by the number of all existing 
appropriate blocks” [32, p. 10]. On the other side, Riek et al. [33] found empathy in 
humans with robots that did not correlate with general empathetic skills. It did correlate, 
however, with what the robot looks like: humans emphasized more with human-
looking robots than with mechanical-looking robots. 
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4.�Summary and Discussion  

In this paper, I have argued for cooperation as a three-dimensional phenomenon lying 
on the continua of three dimensions: (i) a cognitive dimension, (ii) a behavioural 
dimension, and (iii) an affective dimension. The three-dimensional approach to 
cooperation facilitates the dialogue among disciplines. I illustrated this by using the 
example of human-robot cooperation.  

Traditional theories argue for cooperation as any kind of interaction involving a 
‘we-intention’ or ‘shared intention’. Developmental research has shown that the kind of 
cooperation involving such intentions requires sophisticated social cognitive skills such 
as having a robust theory of mind—that is not acquired until age 4 to 5 in human 
ontogeny. Moreover, it has shown that younger children are able to cooperate in 
various ways. This suggests that the social cognitive demands of cooperation are a 
matter of degree, ranging from cognitively demanding cooperative activities involving 
shared intentions to basic joint actions like intentional joint attention. Moreover, any 
cooperative phenomenon can be located on the continuum of a behavioural dimension, 
ranging from complex coordinated behaviours (potentially determined by rules and 
roles) to basic coordinated behaviours such as simple turn-taking activities. Finally, 
cooperative activities may be influenced by (shared) affective states. Hence, 
cooperation can be located on the continuum of an affective dimension that is 
determined by the degree of ‘sharedness’ of the affective state in question. 

A number of skills and competencies that come along with being engaged in 
cooperation on these three dimensions have been implemented in robotic systems. 
Drawing on Searle’s conception of ‘we-intention’ or Bratman’s conception of ‘shared 
intention’, computer scientists have implemented in robots an anticipatory selection 
mechanism, as well as the capacity to build shared task meta-representations and to 
engage in helping behaviours. Moreover, a ‘machine theory of mind’ has been 
designed. Robots are also able to engage in cooperation that requires behavioural 
coordination to various degrees. They are capable of engaging in minimal or basic 
cases of cooperation involving joint attention as well as in simple or complex 
cooperative games. Finally, empathy has been implemented in artificial systems that 
can be constituted or influenced by factors such as moods, relationships and context.  

Still a lot of work needs to be done to enable robots to cooperate like humans. 
Although a variety of skills have been implemented in robots, for there to be a shared 
intention or we-intention, some of these skills remain limited. For example, in 
Dominey and Warneken’s [27] study, the robot displays joint commitment to mutual 
support by being capable of taking over the action part of the human collaborator—but 
the robot is not able to complement the action part of the human collaborator in cases 
where he or she may have performed the action part halfway through. Moreover, the 
robot’s coordination skills in this as well as other studies may be restricted to the rules 
of the cooperative game that the robot is playing with another agent. Finally, empathy 
in robots in studies like e.g., Boukricha, Nguyen and Wachsmuth [33] is restricted to a 
limited set of modulating factors (e.g., moods, relationships and context) that may not 
capture the whole range of factors that determines empathy in humans. Also, the 
constitution of we-experiences, like the experiential sharing of moods and emotions, 
appears problematic given that humans tend to experience cooperation differently when 
they know their collaborator is a robot rather than another human—and the experience 
of interacting with a robot also differs from interacting with other technologies and 
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artifacts [34]. This knowledge may also lead humans to process things differently (e.g., 
gaze during joint attention; see [35]).  

Insofar as the robot lacks any phenomenological experiences, one may object that 
rather than having any affective states, the robot only behaves ‘as if’ he has such states. 
The same objection holds true, however, for the possession of mental states on the 
cognitive dimension. As pointed out by Seibt [36], we can distinguish between 
different ways to simulate an action in robots (e.g., by functionally replicating, 
imitating, mimicking, displaying, and approximating). These varieties of ‘as if’ may 
relate in one way or another to the implementation of different skills and competencies 
in robots that come into play when they engage in a particular instance of cooperation 
on a cognitive, behavioural and affective dimension.  
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The Value of Necessity 
David JENKINSa,1 

a Department of Philosophy, University of Warwick, Coventry, UK 

Abstract. The changes in work being augured by advanced robotics radically 
changes what we mean by necessity. With massive reductions in the amount of time 
spent doing things we do because we have to, the idea of our social, political and 
economic environments making demands of us becomes much harder to inculcate 
into the daily habits, routines and dispositions of people. In this paper, I argue that 
the notions of necessity and involuntary engagements, although in tension with the 
significant goods proffered by expanded freedoms, are nevertheless important parts 
of social and ethical life and should be given due consideration. 

Keywords: Necessity, freedom, work, leisure, conservatism  

Don’t start with the good old days, but the bad new ones 

Bertolt Brecht 

1. Introduction 

Employment is, for most of us, an unavoidable feature of our lives. We spend significant 
amounts of time training and preparing for, travelling to and from, thinking about, 
recovering from, as well as actually doing, work.2 We have to work in order to guarantee 
basic standards of living and obtain those resources needed to engage in various projects 
and relationships we find meaningful. It is also one of the primary activities by which 
we contribute to the social systems of which we are a part. It is, finally, something about 
which some of us, perhaps most of us, feel ambivalent: Some of us would prefer not to 
work at all; some of us would prefer to do different work; some of us would prefer to do 
what we do, but be better paid to do it or just do less of it.  

At the same time, many of us also come to feel at a loss with ourselves when 
suddenly free of the constraints of a working day. Time stretches before us, unfillable 
and seeming maybe even a little hostile. Undoubtedly this has something to do with a 
culture in which paid-employment is regarded as the means by which to contribute to 
society. But in this essay I want to suggest, using a kind of horizon-projected normative 
speculation on what might happen in a workless future, that there is also something else 
potentially at work in the fidgets workers—of all kinds—feel when they are not 
responding to the demands of labor. Whether or not we like our labor, there is something 
in the experience of having to work that produces situations of potentially educative 
�������������������������������������������������������������

1 David Jenkins, Department of Philosophy, University of Warwick, Coventry CV4 7AL UK. E-mail: 
d.jenkins.1@warwick.ac.uk�

2 Unpaid work is also an unavoidable feature of our lives, has many of the same features thus 
enumerated and also issues in its own justice-claims. For the purposes of this essay, however, I will be 
concerned only with burdens associated with employment. 

Envisioning Robots in Society – Power, Politics, and Public Space
M. Coeckelbergh et al. (Eds.)

IOS Press, 2018
© 2018 The authors and IOS Press. All rights reserved.

doi:10.3233/978-1-61499-931-7-156

156



value. Let me quickly and heavily caveat that—any educative value to be had from 
responding to the imperative that I must work is very quickly swamped once the 
quality—the dirtiness, tedium, danger or lack of perceived value—of that labor falls 
below a certain threshold. Nevertheless, recognizing that there is work to be done and 
that we each of us must play our role in doing it, is an important part of our current ethical 
experiences. Indeed, this has always been on the other side of Adam’s curse. Where the 
curse is lifted by the robotics revolution underway, and I think this is something we 
should hope and pray comes about sooner rather than later, we should be mindful to 
preserve what was good in the unbreachable necessity that we must work.3 

2. What is Work? 

Work has changed character since its beginnings. Technology, organization, and 
communications have all developed in such a way as to radically change what we do at 
work as well as the quantity of it we perform. However, what remains as a constant 
through all the different manifestations of work, at least as soon as we move beyond the 
Rousseau-like image of the self-sufficient primitive—who on this view would not be 
considered as capable of work—is its referring “to activities undertaken in a social 
condition of submission—a condition that results from the inability of individuals to 
avail themselves directly of the resources they need” [1, p. 96]. This submission can refer, 
in a limited way, to the production line: we cannot baulk against the rhythms and pace 
of the machines that dictate our movements and which render our activity little more than 
“dismembered gestures”. In short, we submit to the demands of the machine in order to 
perform effectively.  

However, there are also wider meanings in this idea of submission. In whatever way 
we work, for that work to make sense there is submission to what Heilbroner calls “social 
direction”: work, at least as we currently conceive it, is necessary not only because the 
individual through work receives payment and can thus access goods, but because it is 
through work that the community, of which that individual is a part, sustains itself. On 
occasion, for sure, such sustaining labor must also be disrupted for greater gains in the 
name of justice. But prior to this disruption is the community itself, sustained by the 
efforts of a great many people, producing goods and services for one another. As long as 
work exists as something to which we have to attend, we are not merely left to our own 
devices to do as we see fit. The obligation we respond to by contributing in some way to 
those collective efforts, means we open up to interaction with others. The disciplining 
effect of this kind of subjection is not necessarily anathema to value in the way the 
production line might be.  

I am not suggesting that work is the only way in which we can experience obligation 
as prior to our preferences. Familial relations are also examples of such experiences, 
especially when it comes to relations care. But work has been a historically effective way 
of inculcating in people a wider sense of doing things because they must be done rather 
than merely desired: We work because we need the resources work supplies, but also 
because there is work to be done, the first condition of submission prompting us to play 
our part in responding to the second. What I first want to consider are the ways in which 
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3 The quality of this ‘must’ is only a little complicated. For sure nobody points a gun at our head, but I 

take it that work is necessary for most people most of the time given the fact they need work to pay for things 
like housing, food, holidays, hobbies etc. 
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these mutually supportive conditions of submission—to basic need on the one hand and 
“social direction” on the other—can be altogether eliminated by technological progress. 

Imagine, for starters, a world in which every individual is assigned a robot which is 
self-maintaining and without needs of its own.4 This robot does all our work for us and 
so all work becomes mechanized.5 In such a world, all the costs, hardships and sacrifices 
associated with labor have been eliminated. Alongside this elimination of (human) labor 
is also the elimination of reciprocating labor: The issue of reciprocity cannot emerge if 
I have done nothing to produce some good you now enjoy. In such a situation then, the 
conditions of submission no longer hold: I can get by without work and so can the 
community taken as a whole. Any reciprocal obligations that do exist are not going to be 
fulfilled by reference to productive labor, but will occur outside of this activity and the 
relationships previously grounded on it.  

The idea that work is coming to an end is a controversial thesis. There are those who 
doubt any such radical reduction is taking place and those who predict its rapid approach. 
For the purposes of this essay, I assume the latter group have it right, though I take no 
position on when. For those who reject this as fantasy there remains, perhaps, something 
of general interest regarding the ways the conditions of submission characteristic of work 
operates as a site of moral skilling, but the main thrust of the paper is not intended to 
convince them they are wrong.  

What will our relations to one another look like in such liberated circumstances? 
Can we assume that affective human sociability will naturally occur without any force 
of circumstance? This treats mutual involvement as something that simply occurs when 
the detritus of other (perhaps less edifying) involvements, like work, are removed from 
our collective lives. It assumes that once we step away from the daily labors which thrust 
us into a common space with one other, involvement in some cleaner, face-to-face variety 
inevitably takes center stage.6 Our mutual involvement will be the result of choice alone 
and the possibility to make that choice is all sociality needs to flourish.  

But if these (in important respects) compelled associations have value precisely 
because they render more likely certain kinds of mutual involvement, will there remain 
other practices within which they might be preserved? When work is no longer necessary 
because it has been assigned to fully robot-robot interaction, absent either human-human 
or human-robot-human interaction, isn’t it precisely this notion of subjection to the 
demands of others, as currently communicated through the mutual dependencies 
characteristic of work, which we will lose? Might this affect the possibilities for a 
meaningful sense of community and connection beyond the workplace?7 

Without the sense of necessity imposed by enforceable obligation it will ultimately 
have to be rooted in self-motivation. This sense of internal necessity can be a peculiarly 
strong form of conviction. Frankfurt has described as “volitional necessity”. Harry 
Frankfurt, in his description of “volitional necessity” uses Martin Luther’s exclamation 
of “Here I stand, I can do no other"—spoken as he posted his 95 theses on the church 
door in Wittenberg—to exemplify a person moved by volitional necessity [5]. There was 
nothing enforcing Luther’s sense of obligation, no condition that he was being made to 
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4 See the film Wall-E for a particularly acute, if imaginary, rendition of this situation. 
5 I bracket here the important concerns regarding care-work which by its very nature might baulk 

against mechanization, in order to return to it below. 
6 For a sense of time frame, see both the McKinsey report [2] and the often-cited Frey and Osborne 

paper [3]. 
7 E.M. Forster’s dystopian short story The Machine Stops [4] points to the fear that we can rationalize 

our lack of contact with one another and get by, damaged though we are by that lack, without it. 
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meet. There was only the belief that this action was commanded of him by the strength 
of his convictions and it was by this that he felt both compelled and constrained. Is this 
kind of necessity sufficient? 

3. Skilling at Work 

Work is a place where we learn things. These are sometimes skills we cherish and 
recognize as central to who we are as people. These form central part of our confidences 
and general competencies. However, even where the job is mind-numbingly dull, if there 
is something we have to do in the midst of that tedium, then keeping our attention steady 
despite the desire to have it wander anywhere but here, is a skill. Resilience, more 
generally, for those doing rote work, is a skill if anything is. Similarly, the turn toward 
developing mindfulness at office-based work, as part of what Laura Marsh has called the 
“coping economy”, can similarly be read as the constructing of a skill-set, the end of 
which is both survival and productivity [6].  

Technology has always been a part of this skills equation. When the Luddites 
smashed machines it was not with the misguided intention of returning us to an age 
somehow before technology. Indeed, they have been rather unfairly misconstrued in just 
those terms [7]. They were fighting to preserve a particular relationship to technology 
and the kinds of skilled-work this relationship made possible, work which was still 
absolutely dependent on the use of technology.  

In this sense we are, as Shannon Vallor puts it, “technomoral creatures to the core”, 
who “allow and have always allowed the things we make to reshape us”, and cannot 
escape from this condition of being made by what we make. As part of recognizing this 
ontology, we cannot presume to castigate “all forms of moral assistance from technology” 
as necessarily “diminish(ing) us as creatures” [7]. The choice has never been “between 
surrendering to technology or liberating ourselves from it” but rather between how 
technology has been shaped, and by whom, and to serve what interests [8]. If the “human 
body is that which is able to make something of what makes it” [9], to impact onto the 
world of which it is also a part, then it has always done this with other things. The use of 
these things in turn rebounds back to shape the creatures we are and become.  

In ways the Luddites might have feared, the tools used at work within contemporary 
workplaces are often objects we have very little understanding of, forming parts of 
systems—workplaces, factories, supply chains—over which we, as individuals, have 
very little control. Richard Sennett’s descriptions of ‘bakers’ sitting on their hands while 
bread-making machines either made bread or failed to, is just such an example of workers 
being imposed on without much power to do any imposing [10]. Whatever impact we 
have on the world, whatever relations we are able to develop with that world, and 
understandings cultivate, we must take those systems as given. In light of this, Vallor 
argues “we need to pose the question as to what technology does with us, not just ask 
what it does for us” [7, p. 118]. Part of answering that question will involve asking what 
it does with us in the workplace, and how this then turns out to the world at large. 

Vallor has opened up this question in a new and important direction. In matters 
pertaining to this question of “what technology does with us” there has been a long-term 
concern with processes of ‘deskilling’: that is, with the devaluation of concrete skill-sets 
as new technologies have come to make them redundant. This applies both to the end of 
the artisan which Luddites bemoaned, as well as the role of ICTs in reducing the 
relevance of the skills of doctors, nurses, teachers, pharmacists, etc. [7, p. 108]. There is 
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certainly controversy surrounding this thesis, since technology can also be understood in 
this context as reducing time spent with one set of tasks, thereby opening up time for 
more skillful activities that engage our capacities. But rather than weigh in on this set of 
issues, Vallor instead turns our attention to a concern with how contemporary 
advancement in technology threatens a certain moral deskilling.    

Vallor fleshes out this hypothesis with reference to three concrete practices: the use 
of autonomous weapons systems in the military, new social media practices, and robot 
caregiving. In each of these, attention is paid to the ways in which developments across 
these practices negatively impacts on our moral capacities and potential for virtue: 
Briefly, how the use of technologies like the Israeli ‘fire and forget’ Harpy drones might 
impact on soldiers’ abilities to learn how to respond to the demands of jus in bello; how 
using Facebook and other social media platforms might interfere with our ability to pay 
attention, thereby weakening important moral and social connections; and how the use 
of robot caregivers might interfere with the human contact constitutive of the meaning 
and practice of care.    

In some respect, my contribution intends to get to the general truth of Vallor’s more 
focused work. Where she raises these questions for careers, social media users and 
military professionals, my analysis can be read as applying her ideas and challenges to 
all workers. Perhaps we can be relieved of that collective condition of submission that 
describes work in its most general sense. There is a technological fix for Adam’s curse, 
just so long as the policies and social structures are in place to make living without work 
a viable option. But in being so relieved, there is the possibility that we remove ourselves 
from a condition wherein certain important values are learned and virtues cultivated. This 
turns us, but in a way that is relevant to all of us who have to work, to Vallor’s central 
question of what technologies do with us, rather than what they do for us.     

We need each other, as friends, lovers, partners and parents, even just as the other 
side of pleasant encounters on the bus, as formative and constitutive elements in our lives. 
However, though we recognize that need, and cannot but feel its absence, biologically, 
neurologically and emotionally, we are often unable to make good on the satisfaction of 
that need. Things conspire—our temperament, the weather, our confidence, our sense of 
the intentions of those around us, informed by, amongst other things, a corrupted and 
corrupting media landscape—to prevent us from connecting with others meaningful 
ways. Work has, by forcing us into interaction with one another, in ways not too 
dissimilar to our schooling years, been a traditionally important part of the matrix of 
relationships we develop over a lifetime. In some ways then, it has been a resource by 
which those conspiracies can be confronted and subverted. My worry is that without 
being compelled into association with one another, the conspiracy might win out. 
However, there might be no need to rely on work, with all the burdens and ambivalences 
this practice has meant for so many people, to compel us into meaningful association. 
Before turning to possible ways of meeting these associative needs without work, I first 
want to confront the challenge that my position represents an especially arrogant form of 
conservatism. 

4. Defending (One Kind of) Conservatism  

I do not want this essay to be read as a rebuttal to Keynes’ pronouncements regarding 
the freeing of men and women from Adam and Eve’s curse, and certainly do not want to 
be accused of a form of reactionary conservatism. For someone in academia to suggest 
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there is value in work per se, notwithstanding the hard work, long hours and 
administrative drudgery of our profession, and that this is enough to encourage its 
preservation, in any and all its forms, would be the height of arrogance. So instead I am 
channeling the only defensible manifestation of a conservative spirit: I wish to counsel 
for a sifting through the recognizably awful sediments of our past, collective labors—
and, sadly, our present ones as well—for that which might still contain some value, while 
recognizing we might still, ultimately, decide to replace that kind of value with more but 
different value. What I have pointed to are risks, and only potential risks at that, which 
come as a consequence of relying too heavily on our “natural gregariousness” [11] to do 
the work in getting us together with one another.  

This conservatism is similar in spirit to Gerry Cohen’s defense of the conservative 
attitude, but also points in a different direction, which has a bearing on how we should 
understand the impact of technology on issues of both value and justice. Cohen argues 
that things of value that exist have value because they already exist. This is distinct, he 
claims, from the attachments people might have developed with already existing 
things—a cherished eraser is an example he proffers. In his division within the ‘motifs’ 
of small c-conservatives he distinguishes between three different propensities: the first, 
is keeping the things we personally value, the second is keeping the things that are of 
value—as opposed to making the world as valuable as possible—and third is the 
preserving of certain things as given.8  

This second motif—preserving those things of value—means that we should be 
“resolved to conserve the valuable at the expense of maximizing value: what we 
distinctively value are the particular bearers of value.” The conservative attitude he then 
articulates “is a commitment to the conservation of what has value” rather than the 
promotion of value qua value [12, p. 153]. This is not, Cohen is keen to make clear, an 
absolute prohibition against maximizing value, only a bias in favor of conserving what 
already has value. His is an argument regarding the weight of a particular conservative 
imperative, not an insurmountable injunction. 

While Cohen refers mostly to things like works of art in his defense, he gives no 
reason to think his arguments cannot be applied to more abstract practices. These latter 
are unquestionably bearers of value. Specifically with respects to the practices of work, 
there are the roles we perform and identities we assume there, which might provide 
reasons to preserve work, precisely because these already exist and are of value. Of 
course, moves to reduce injustice, something we have no reason to preserve, will change 
the nature of work to an extent. But moves toward more justice need not, necessarily, 
provide sufficient reason to eliminate work. Indeed, some would go further to say that 
preserving these roles, identities and practices should be understood as a justice-related 
imperative. With this in mind, radical technologically-induced reductions in work should 
be resisted, because they undermine the value of those already existing practices, roles 
and identities. This is one way to understand the spirit animating the Luddites.         

But my stance is not about preserving the specific values represented by particular 
existing forms of work. If the ethical imperatives learned under the conditions of 
submission supplied by work can be had in other settings, then my argument retires. That 
is not to say that I altogether reject people’s nostalgia for the work they perform or 

�������������������������������������������������������������
8 While I do not dwell on this final motif, which might be read as a warning against too readily 

embracing what Michael Sandel labels the ‘Promethean impulse’ [13, p. 89], there is perhaps something 
related to the questions I raise here. A desire to hold on to that condition of submission might be one aspect 
of ‘the given’ with which we are better off protecting against that urge.  
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performed. I remember, for instance, a taxi driver near the town of Chesterfield, who had 
previously worked in the nearby mines, speaking with fondness of his time down the pits, 
precisely because of the intensity of the camaraderie he felt with his fellow workers. It 
would take supreme arrogance to suggest this was an exemplar of false consciousness or 
misplaced sentimentality, nurtured by distance from that hard work. Perhaps there is 
something in this cabbie’s attitude to his work that reflects the conservatism as Cohen 
describes it: there was value to be had even in this kind of work.9 

This intensely felt solidarity is rare and valuable. This is not something, for instance, 
that I have ever experienced, even with my closest friends in academia and I envy, to an 
extent, those who have had such closeness with others. However, moves from a less to a 
more just situation can, potentially, destroy things of value. Cohen does not mention 
justice much in this particular essay, only to say the conservative impulse he describes 
does not apply to conserving injustice. But this is far too quick, and misses the 
complexity of the issues at stake: Injustice has always provided a venue for incredibly 
valuable things. The intense solidarity of workers, art forms like the blues and spirituals 
in the USA, even the value represented by Don Fabrizio Corbera, the Prince of Salina in 
Giuseppe Tomasi di Lampedusa’s The Leopard. Here was a man, an aristocrat, whose 
role, character and comportment were coming to an end in terms of their justification and 
their relevance. But it is hard to deny there was something in him, most especially in the 
dignity with which he accepted the fate of those endings, that speaks to an already 
existing value which, all things considered, we will have to do without.10   

Perhaps, all things considered, we will be better off without work. The particular 
values learned and appreciated at work are too imbricated with the injustice of our 
situation to be distilled from it. All I argue, is that if the ethical experiences that have 
been traditionally nurtured within the working environment can be found in other 
associations, i.e. which retain this phenomenology of involuntary compulsion, then there 
ceases to be a reason for us to preserve work. We still can preserve it, for a variety of 
other reasons, but the imperative to do so is weakened. In addition, where the costs of 
such hard-won solidarity are recognized, then perhaps it is an all-things-considered good 
thing that even the kind of work cherished by the miners should be consigned to the 
histories of our, to borrow from Keynes, less than ‘permanent problem.’            

I turn now to two areas where compulsion remains outside of the framework of work. 
The first is care work about which there has been a great deal written. The second, more 
novel, is the role of the physical spaces and built environments within which we 
encounter one another, in shaping our associations and relationships.   

5. Care (Work beyond Work) 

Care offers an instance of work in which people have always responded to the needs of 
others because they have to, rather than, or perhaps as well as, because they want to. The 
condition of submission is not here supplied only by the need to earn a certain amount 
of money, but by the frailties and needs of the person being cared for. Somebody on a 
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9 Even, that is, in the teeth of—and indeed because of—injustice. 
10 Of course, there are times when moving away from injustice, like the ending of slavery, cannot be 

described as anything other than a gain. What might be perceived as lost here, white supremacy, the 
‘compassion’ slave owners believed they expressed toward their ‘wards’, is the expression of a deeply 
distorted vision of value. 
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factory line submits to the pace of the conveyor belt and the stipulated hours she is 
obliged to perform, because there is the pressing need to pay the rent that month. If not 
for that need, she would not so submit. For her, there is a technological fix—
appropriately managed via the design of social policy—for this problem [14]. What is 
more, this fix does not affect production of the good, it simply removes the need for 
human involvement. But for caring, no such fix exists. The conditions of submission are 
supplied by the needs of human bodies, like that of a child for example, such that “one 
is morally compelled to congeal into an entity capable of agency” [15, 45]. The total 
technological fix that applies to the factory line cannot but negatively impact on the good, 
care, that is produced [16]. Thus, rather than care-work being argued for as equivalent in 
importance to work performed in the labor market, it in fact becomes its ultimate 
expression. 

This ethic of care, however, is something we learn. Certainly, this is something we 
learn at home, or in volunteer work, in relations with friends, etc. And, for sure, what we 
learn at work might also train us to respond to the needs of others as ethical imperatives 
we cannot refuse. But it is also obvious that this goes in the other direction, too: a harried 
and unhappy worker might be unwilling to burden herself with attending to the needs of 
others when she clocks off. It might well be the case that being free from the burdens of 
labor, simply by opening up sufficient space and time, will also help us access and 
nurture those natural propensities to care for others. But it is also important to think how 
technology might interfere with such propensities— the allure of more and more 
delectable entertainments, heading in the direction of the catatonia-inducing video of 
David Foster Wallace’s Infinite Jest, might compel us into the idiocy of our homes. We 
should thus retain an interest in preserving, perhaps also creating, those spaces within 
which individuals learn the importance of care, the skills associated with care and the 
quality of the demands underlining acts of care.   

6. Urban Space 

More obscure than the issue of care, but nevertheless deeply impactful on our relations 
to others, are the public spaces within which we move and relate to one another. Another 
possible way of plugging the gap identified in this paper is to attend to the ways in such 
space can be organized to encourage certain kinds of engagement with others, which in 
turn might feed a richer associational life.  

The gated communities, which are increasingly becoming the communities of choice 
for those with sufficient means, can be framed as way of controlling association [17]. 
Most people can look at the pavement in front of their house and feel assured that 
whoever walks there is not posing a threat. Gated communities are a way of making sure 
even this kind of silent, distant interaction is under the control of the coordinated 
intentions of the members of the community. Work offers a different kind of associative 
space in which, as an employee, one does not always get to choose with whom one works. 
This throws us into interactions with people whom we might not like, or whom we adore 
but never otherwise, without work, have met. We learn about difference and difficulty 
and develop skills to handle these issues.  

Now, for members of gated communities, this kind of working environment might 
seem little more than an unpleasant encumbrance. It is a space within which associations 
cannot be controlled to the preferred degree. The end of work, for such people, would be 
an improvement for this reason. This is a question of we might come to perceive such 
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freedom, depending on the various other preferences, habits and values we have. 
Freedom from work could be regarded as total freedom from each other. Those skills of 
public comportment they had to learn, to however minimal a degree, are rendered 
redundant.  

However, how many other people would, now freed from necessity, also retreat in 
this way? Where members of gated communities organize their residences in order to 
control association and thus, perhaps, signal an overt concern with this freedom from 
others, how many more of us might start to value this freedom in the same way? With 
no part of our associative lives constructed in such a way as to force us into interaction 
with people we don’t like or whom we would otherwise not meet, this simply might not 
happen. 

To correct for this might not need anything as drastic as the preservation of 
compulsion. It might, instead, require an approach to public space that is more 
encouraging of interactions. Where American cities are set up around the car, moments 
of even casual face-to-face interaction are being limited. Where an approach to urban 
design instead gets us out of private vehicles, and into each other’s way, so to speak, in 
plazas and cafes, parks and other public spaces, there is more chance of interacting with 
a variety of people, rather than just those with whom we seem set on choosing out of 
force of habit. This does not necessarily compel us into interaction with people of 
different races, classes, creeds and nationalities, but it perhaps increases the chances, and 
in turn reduces the risks of suburban communities entrenched in their own enclaves, wary 
of difference or the risks posed by the occasional sublime anarchy of the city [18].   

7. Conclusion 

Work involves submission and submission implies unfreedom. This strikes us, at first 
blush, as something we would want rid of. However, in this essay I hoped to have shown 
that the condition of submission characteristic of work has played an important practical 
role within our ethical and moral lives. I was at pains, throughout, to make sure this was 
not read as reactionary conservatism, an appeal to the good of work qua work, because 
of all the backbones it has straightened and virtues it has taught. If it turns out that we 
cannot preserve the particular educative value work traditionally supplied, without also 
suffering the ambivalences and burdens of work, I am happy to accept that this is a trade-
off we should, perhaps, cautiously accept. However, by recognizing this would be a 
trade-off, it becomes possible to attempt the preservation of that educative value in other 
practices and forums, and also shows up the ways current work practices might interfere 
with this value as well. I concluded the essay by suggesting that care-work is constituted 
by a condition of submission technology cannot ‘fix’, and that the design of urban space 
might also act to compel meaningful interactions and associations in ways more subtle 
than the near-coercive demand to work.     
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Abstract. Robotics, automation and artificial intelligence (RAAI) are changing how 
work gets done, to the point of putting 47% of existing jobs in the USA at risk of 
becoming redundant in 5 to 15 years. RAAI and their cognitive abilities have a 
potential impact on employees’ sense of self-worth and career satisfaction and, in 
turn, on organizations and the society as a whole. In spite of the significant debate 
on whether there is a real risk of job losses or simply a need of re-skilling, the impact 
of RAAI on the individual employee has received little attention in academic 
literature. Therefore, we conducted a scoping review to explore the existing research 
and professional publications of different quality on the topic and analyze which
aspects have received less attention, to properly support policymakers as well as 
managers' decisions. Existent research, covering different aspects, suggests that the 
majority of potentially affected workers is not aware nor worried about this ongoing 
transformation process and they are not properly planning their career. Involvement 
of the individual in this transition has been proved to bring positive results. However, 
to get such individual involvement, it will be necessary to identify the correct 
messages to inform and motivate to the change and avoid producing protests and 
resistance. For a successful transition, all the stakeholders, including the labor force, 
have to be part of this dialogue.

Keywords. Robotic, automation, artificial Intelligence, employees perspective, 
scoping review

1. Introduction

Robotics, automation and artificial intelligence (RAAI) are changing how work gets 
done, to the point of putting 47% of existing jobs in the USA at risk of becoming 
redundant in 5 to 15 years [22, 28, 54].

In 1930, Keynes already identified the risk of technological unemployment [27], and 
technological anxiety has always been a common reaction to such changes. However, 
human labor has been able to adapt to the changes through the acquisition of new skills 
through education [28]. Some authors argue that this will be challenged by the present 
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technological paradigm due to RAAI. What is new in this Fourth Industrial Revolution
[15] is that automation will not be limited to manual and physical tasks, as tended to
happen in the past [28]. This trend will get more and more acute with new and more 
sophisticated technologies appearing at an increasing speed [49].

With the advances in technology and the incremental excess of various engineering
bottlenecks, computerization could eventually be extended to the vast majority of tasks 
[28]. 

In spite of the significant debate on whether there is a real risk of job losses or simply 
a need of re-skilling, the impact of RAAI on the individual employee has received little 
attention. There is apparently a dearth of research on how employees perceive working 
within an increasingly automated environment [2, 15, 28, 10, 7, 14] in which RAAI can 
carry out non-routine tasks and interact with human workers at different levels [24, 28, 
22]. In some situations, even outperforming human workers [15, 22, 47].

Motivated by these premises, this paper provides a scoping review of the existing 
literature on how employees perceive the gradual implementation of RAAI in the 
workplace. The scoping review methodology, as opposed to the systematic review, was 
chosen because its answers broader questions beyond those related to the effectiveness 
of treatments or interventions [1, 51, 52, 53].

Its ultimate objective is to map the state of the art of research and other types of field 
studies on the employees’ perception of RAAI impact to their job, as well as to identify 
specific aspects where new and deeper research is needed. This understanding might help 
policy makers, workers’ organizations, researchers and managers to better address 
organizational digitalization for a successful transition in to the new digital era [15, 35, 
8, 10, 50] and reduce potential negative outcomes [2, 28, 24, 10, 50,26].

2. Methods

To conduct this scoping review, a protocol was firstly defined, which specified the 
objectives, inclusion criteria and methods [1, 52] and was adapted through the search 
process. The focus was to identify existing literature on how the advent of RAAI in the 
working environment is perceived by employees.

Following the strategy search criteria [1], the first search through keywords was in 
two databases—ProQuest ABI/Inform Collect and JSTOR. Further research was 
conducted using some of the key words of the papers found in the initial literature search. 
Some authors [2] were also contacted to obtain relevant publications cited in their papers.

Through reference harvesting and hand-searching during the paper selection, more 
relevant literature and authors could be identified. Publications by professional 
associations as well as opinion articles were also identified as potential sources for 
literature and findings. With a worldwide scope, all papers covering employees from any 
level in the organization, without any discrimination on industry or degree of automated 
technology, were included. No year limitation was considered.

In a second phase, the scope was kept broad but a special focus was considered with 
regard to the employees in jobs with higher risk of RAAI replacement. No time limitation 
was set. Furthermore, due to the reduced amount of recent literature on this topic, similar 
past surveys and research about technological impact as viewed from the employees’ 
perspective was included for a comparison and for suggestions on possible 
methodologies for future research. A majority of studies focused on the technological 
change occurred in the 60’s, 80’s and 90’s. A time focus was then set and the timeframe 
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narrowed to 10 years (2007-2017), resulting in very few academic papers dedicated to 
this topic prior to 2011. Additional key words were identified during the search phase.
Grey literature search was also performed as a final research stage via Agency databases 
(European Journal of Work and Organizational Psychology; Oxford Institute for the 
Future; OECD), Web search engines (Google, Google Scholar, Bing, Bing Academic, 
Yahoo), Social networking sites (Research Gate, Accademia, Mendeley), and 
Professional organizations and associations (PeewResearch Centre - think thank; Torino 
Nord-Ovest - NGO).

The accessed databases and literature were mainly in English. Publications or grey 
literature were searched in other languages. Opinion articles and non-academic 
magazines or website newspapers included some random consultation in Italian, Spanish 
and French. 

Two people have been involved in the search and selection of the papers for a period 
of 3 months. Included studies have been further classified between supportive studies for 
our background introduction and papers object of revision. To justify the importance of 
the findings and the need for additional research on this topic, additional comparative 
studies have been identified in support of the discussion and conclusion. Meta-analyses 
were also included to improve the quality of the conclusions [17]. 

3. Findings

From the collection of the papers identified up to the moment of submission of this paper, 
some preliminary results on the perception of RAAI’s impact from the employees’ 
perspectives have been found and grouped into five major categories.

3.1. Awareness

Findings regarding awareness include workers’ ideas about the potential impact of RAAI 
on the labor market, as well as their perception of the specific impact of RAAI on their 
jobs.

3.1.1. Workers around the World Are Worried about the Negative Impact of 
Technology on Jobs

Surveys conducted in different geographical areas support this finding. In a recent 
Eurobarometer survey dedicated to the European population's perception on the impact 
of robotics and AI, respondents expressed widespread concern that the use of robots and 
artificial intelligence would lead to job losses (Figure 1). Europeans seem pessimistic 
about the impact of robots and artificial intelligence on jobs, and in 2017 they were much 
less likely to say they would be comfortable having a robot assist them at work than they 
were in 2014 [57].
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Figure 1. Responses to Eurobarometer survey on the perception of RAAI’s impact on work. Source: 
European Commission.

Employees from developing economies seem more aware and optimistic compared 
to employees from more developed economies. In Asia Pacific and Latin America, there 
is more awareness of automation, with fewer workers (approximately 1 in 20) stating 
they do not know how automation will affect their jobs [55]. Workers who have a more 
positive attitude regarding the impact of RAAI are eager to retrain their skills. However, 
they are less aware of the negative sides of RAAI [55].

3.1.2. The Majority of Employees around the World Are Not Aware of RAAI’s Impact 
on Their Jobs

Existing research suggests that the majority of potentially affected workers are neither 
aware nor worried about this ongoing transformation process and they are not adequately 
planning their career [2, 55]. Despite media coverage, employees across the world are 
quite unconcerned by the threat of automation and believe it will either have no effect on 
them (39%) or make their jobs better (40%) [55]. Despite their expectations that 
technology will negatively impact human employment in general, most workers think 
that their jobs or professions will still exist in 50 years [41].

Over half of the employees in Asia Pacific and Latin America believe that 
automation will make their job better [55]. However, developing economies could be the 
most affected by RAAI, since the majority of the population in these countries works in 
low-skill/low-pay jobs. 

In North America and Europe, however, less than a third of employees believe that 
robots will make their jobs better [55]. The majority of people in the USA, New Zealand, 
and Europe are not aware of the impact that RAAI will likely have on their jobs [15] and, 
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despite being mainly pessimistic, they are not planning their careers accordingly [2, 55].
On the contrary, one study done in Japan found that employees were more aware of 
which educational background would reduce the risk of job loss [46].

Two recent surveys, one conducted by the Pew Research Center (2015) and the other 
by Gallup (2017), pointed towards the idea that the effects of automation, which are 
increasingly permeating many aspects of American life, are not apparent to many 
workers (Figure 2). Only 13% of US workers indicated they were worried about
technology eliminating their jobs; however, workers were more than twice as likely to 
worry about losing benefits [23].

Figure 2. Responses to a survey of the US population's perception of RAAI’s impact on jobs. Source: 
Pew Research Center.

Figure 3. Responses to a Eurobarometer survey on the perception of RAAI’s impact on jobs. Source: 
European Commission.
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In conclusion, despite what well-respected business people, scientists, and 
academics are predicting, a sizable portion of workers do not perceive RAAI to be a 
threat to them (Figure 3).

3.2. The Impact of RAAI on Sorkers’ Wellbeing

Various theories from previous studies identify critical issues when evaluating the impact 
of technological transitions on employees [2, 3, 15, 35, 10, 50, 9, 5, 28]. Self-image and 
self-worth, associated with control, autonomy and power, are all particularly relevant [3,
15, 35, 10, 50, 9, 5, 14]. When people lose control of their job or sense uncertainty or 
lack of ability regarding RAAI in their workplace, they become increasingly pessimistic, 
cynical and depressed, and this affects their self-image. This, in turn, has a significant 
impact on their wellbeing [3, 4, 5, 15, 22, 28, 50] and leads to turnover intentions, thus 
compromising the stability of the organization and society as well [3, 28, 10, 50].

Many of these adverse impacts may be caused by increased job demand or reduced 
job resources, which are commonly reported to have a negative effect on employee health 
and wellbeing. A survey of workers in a manufacturing plant that adopted automation 
showed that they perceived it had reduced human interaction, communication, and clarity 
of responsibilities [58]. On the other hand, automation may also improve working 
conditions when it eliminates or reduces repetitive and tedious tasks. For example, 
Campagna et al. [58] found that employees perceived an improvement in working 
conditions.

Furthermore, the impact of RAAI on individuals may depend on variables such as 
age, level of studies and skills, department type and occupational category of the 
technology used [7]. For example, Chao and Kozloswki (1986) demonstrated that low-
skilled workers could react negatively to the implementation of robots by perceiving 
them as the main threats to their job security. However, highly skilled workers responded 
more positively towards the robots and saw their implementation as providing 
opportunities to expand their skills [7].

3.3. Occupations and a Focus on the Service Industries

It is difficult to reach conclusions about workers' perceptions of RAAI in different 
industries and occupations. Some examples of recent results in service settings are 
provided below.

Healthcare and pharmaceutical industries. Research assessing the impact of 
robotics on the employment and motivation of employees in the healthcare sector, where 
mid-level hospital jobs that do not require a bachelor’s degree are quickly disappearing, 
seems particularly necessary [25]. James et al. [37] reported that installing an ADS 
(automatic dispenser system) in the pharmacy area of a national hospital had a positive 
impact on most of the staff experience of stressors, improving working conditions and 
workload. Technicians, instead, reported that they felt like ‘production-line workers”. 
Robot malfunction was, as well, a source of stress [37].

Accounting. Rai et al. [29] conducted a survey on IT knowledge levels among 
Australian accountants. They concluded that their IT knowledge was lower than their 
perception of the importance of these technologies [29].
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Radio and television program production. Rintala and Suolanen [19] explained how the 
work processes in the media industry had changed due to digitalization. According to 
their results, there had been changes in job descriptions and competency requirements.
On the one hand, the digitalization of production technology offered new learning 
experiences and increased motivation at work. On the other hand, learning to use the new 
technology was also related to the experiences of stress [19].

3.4. Increasing Attention Given to the Impact of RAAI on Employees 

This review found and increase in the level of attention given to RAAI’s impact on 
employees by government bodies, international recruiting firms and researchers, with a 
high number of surveys and results published in 2017 [18, 2, 46, 55, 23, 54, 56]. Some 
countries and companies in the EU are putting experimental programs into place to 
bridge the skills gaps [9, 15, 24, 26, 56] and link the technical knowledge of experienced 
workers and technicians to the digital factory and favor knowledge transition to digital 
natives [15, 48, 35, 18] as well as create digital leaders to be studied as a reference for 
best practices [16, 56].

3.4.1. Governmental Focus

Governmental positions are well represented by the EU’s “Foundation Seminar Series 
2016: The impact of digitalization on work” [18], where participants stated their belief 
that digitalization will generate new opportunities and increase potential growth. Most 
of the national contributions reported plans and strategies designed to support digital 
transformation and to exploit the benefits of the new digital era. National teams agreed 
on the importance of social dialogue to raise awareness of digital challenges and the 
subsequent implications for working conditions. 

The European Commission recently acknowledged the need to invest in people to 
facilitate transitions between jobs. Vocational education, training and access to lifelong 
learning focused on new skills that keep up with technological development and ease 
changing from one job to another were highlighted together with the proposal to set up 
a European Labor Authority (Social Summit for Fair Jobs and Growth, November 2017). 

3.4.2. Organizational Focus

According to a report by Deloitte [22], leaders face two core options regarding how to 
apply cognitive technologies, namely a cost strategy and a value strategy. “These choices 
will determine whether their workers are marginalized or empowered and whether their 
organizations are creating value or merely cutting costs”, assert [22]. When leaders plan 
to bring cognitive technologies into their organizations, they should consider which set 
of automation options will be more in line with their talent and competitive strategies.

In any case, if organizations want their automation strategies to succeed, they will 
need to create and maintain a work environment that encourages innovative attitudes and 
behaviors and the provides the training needed to handle more complex functions [9, 15,
16, 24, 50].

Moreover, performance management systems will have to be redesigned as well, 
since individual performance is linked to the degree of task automation. The results of 
one of Bravo and Ostos' studies [59] suggest that depending on the level of automation, 
the contribution of knowledge and perceived usefulness on performance change in 
intensity. 
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Future studies should continue in this area to enable employees, employers, and 
government/policymakers to prepare for these potential changes [3].

3.4.3. Employee Inclusion and Inspirational Leadership 

Change acceptance and a positive up-skilling of employees can be promoted by inclusion 
strategies and inspirational leadership that generate trust, both at a political and at an 
organizational level [4, 13, 16, 5, 30, 34, 22].

3.4.4. Employee Inclusion

To be able to undergo this technological transition with less anxiety, employees will need 
to be involved as stakeholders in the process. This transition also has to include focusing 
on the positive outcomes, clear job descriptions, the acquisition of timely training, a clear 
understanding of each individual's fears, and a well-planned strategy and transparent 
communication [15, 35, 22, 50, 9, 8, 5, 4, 13, 14, 16, 30, 34].

Larjovouri et al. [16] recommended a participatory management style, which could 
foster workers’ participation at the planning and implementation stages of technological 
innovations as well as in decision-making processes. 

3.4.5. Inspirational Leadership 

In the context of technological change, many concerns arise from misunderstandings and 
miscommunication of managerial policies and are based on beliefs and expectations 
rather than fact and accurate information [34].

During the first stage of a digitalization process, management should not only notify 
employees of the immediate effect that the introduction of RAAI will have on the 
existing jobs and organizational structure, but also of the issues that brought about the 
arrival of RAAI [11]. By making the employees aware of the need for change, the hope 
is that the workers affected by the technological change will accept it as necessary and 
beneficial [38].

A strategic-level leadership of digitalization along with servant leadership contribute 
to employee wellbeing in the face of digital transformations, and together these aspects 
support digitalization [16]. At the very least, managers have an obligation to clarify 
policies regarding technological change so that rumors and false expectations do not 
dominate [60].

3.5. Limitations

Research for this paper has been limited mainly to English language and had a wide 
scope, as it wasn’t focused on any geographical area and it didn’t select research on any 
specific type of workers. 

4. Conclusions

Those individuals able to foresee and anticipate the changes in their future career will be 
better positioned in the new labor market [2, 26, 5, 4]. Thus, an awareness campaign and 
timely planned re-conversion are urgent needs [35, 28]. 
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The advent of RAAI will expose employees to constant and incremental 
technological advances and education itself won’t be enough to keep the pace with it for 
a large part of the workforce [35, 28, 49]. Being the majority of people unaware of these 
major changes, they can be at risk of being expelled from the labor market in 5 to 15 
years [28]. Involving the individuals in such transitions has been proved to bring positive 
results [50] and reduce social costs [2, 15, 28, 50]. To get such individual involvement, 
it will be necessary to identify the correct strategy to motivate the change and avoid 
protests and resistance [2, 15, 28, 10, 24, 50, 9, 11]. All the stakeholders, including the 
labor force, have to be part of this dialogue [15, 43].

Each different field and profession will address a specific degree of impact [28, 50],
the service sector being the main potentially impacted [28, 25]. More targeted research 
on how the interaction with RAAI will affect human work, the organization and the 
society as a whole is needed [15, 8, 7]. Frey&Osborne model already evidence some 
difference of computerization impact on the jobs between USA and UK, and Randstad’s
survey points out a significant difference of perception comparing USA and Europe to 
APAC and LATAM employees. Country-specific analysis should be also developed [2, 
28, 24, 26].
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Abstract. In the future work will be characterized by increased collaboration of hu- 
mans on the one hand and robots and artificial intelligent agents on the other hand. 
Division of labor, process integration, delegation and accountability are identified 
as major challenges in such joint business processes. This paper analyzes these 
topics from an organization theoretical perspective. 
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1.�Introduction 

Prognoses of the effects of robotics and artificial intelligence argue that a large amount 
of the work currently assumed by humans could be automated and digitalized in the near 
future [5, 7, 8]. This is not only expected to lead to job losses but also to a bifurcation 
[2]: Middle income jobs could vanish, which results in a polarization between few well 
paid high-skill jobs on the one hand and a majority of low-skill low paid jobs on the other 
hand. In production industry robots took over increasing numbers of physical dull, dirty 
and dangerous activities previously assumed by human workers [12] in the past decades. 
However, the application of robotics and artificial intelligence is not restricted to mono- 
tonic and cumbersome manual work but they can be used also to support or even 
automate interesting and motivating mental work. Machine invention systems for 
example could assume idea generation activities for product development, or research 
and development [14]. 

Besides these macro-economic and societal implications companies face the 
challenge and opportunity to evaluate the potential benefits and risks of these 
technologies. Among other technologies robotics and artificial intelligence are often 
categorized as digital technologies and their application in organizations is called digital 
transformation. Adoption of new technologies is nothing new as companies always had 
to adapt to changed product and production technologies to remain competitive or even 
survive in competition. Furthermore, digital technologies also have a long history 
starting with the advent of computers, the internet, etc. The realization of benefits after 
a positive evaluation requires the integration of robotics and artificial intelligence in the 
organization’s existing business processes in production and administration in the short run.  
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In the medium run developments in robotics and artificial intelligence could enable 
new types of business processes or even business models. In the long run even fully 
automated and digitalized factories and companies are imaginable. 

However, in the short run the current developmental state of robotics and artificial 
intelligence technologies enables only to execute specific, well specified and 
programmable [8] tasks, rather than entire jobs, processes or even automating whole 
companies. This causes—at least in the short and medium run—the necessity of 
collaboration between human workers and robots or artificial intelligent agents—i.e. 
physical agents, like robots, or software agents that are based on artificial intelligence 
technologies—in business processes. Furthermore, cooperation between human workers 
and robots or artificial intelligent agents is also necessary as some activities cannot be 
assumed to machines at all, at least at the moment and discussions about their future 
ability to assume such tasks are controversial. Examples include tasks that require 
creativity, originality or empathy [1, 8]. 

Organization theory and organizational design are the domain of business 
administration that address the optimal allocation of tasks to abstract roles, which in 
turn can then be assumed by human workers, robots or artificial intelligent agents. 
Research and practice in organization theory and organizational design aim at 
determining processes and structures that optimally support the operation of companies 
and other organizations. Technologies that allow assigning tasks to other agents create 
new opportunities for and expand the possibilities of organizational design. This 
conceptual paper discusses the application of robotics and artificial intelligence from a 
decision-oriented organization theoretical perspective to address the following research 
question: (1) How can organization theory inform the application of robotics and 
artificial intelligence in business process? 

When considering the integration of robotics and artificial intelligence in 
organizations’ business processes many important domains of organization theory and 
organizational design become irrelevant, like for instance informal organization and 
processes or organizational culture and climate. However, there are domains addressing 
and man- aging the interaction and interdependences of roles in organizations no matter 
whether they are assumed by humans or robots and artificial intelligent agents. The most 
important four of these domains are (i) division of labor—i.e. the determination which 
tasks should be assigned to which roles, (ii) process integration—i.e. determining which 
roles collaborate in processes, (iii) delegation of decision rights—i.e. the determination 
at which hierarchical level decision rights are allocated, and (iv) hierarchical assignment 
of accountability and responsibility for the consequences of activities. These four topics 
also constitute the structure of the remainder of this paper. The paper ends with a 
conclusion section that summarizes and evaluates the key findings. 

2.�Division of Labor 

The division of labor and the aggregation of tasks to roles and departments is a central 
activity in organizational design. On a broader scope the division of labor determines the 
boundaries of the firm, i.e. which activities should be organized within the company and 
which products and services should be obtained from other economic actors. Inter-
organizational division of labor is also known as make-or-buy decision i.e. the strategic 
choice between vertical integration and outsourcing. On the company level division of 
labor considers the aggregation of tasks to roles and roles to departments, i.e. 
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departmentization. The division of labor usually follows a two-step analysis-synthesis 
approach as illustrated in Figure 1. 

 

 
Figure 1. Task analysis and synthesis. 

 
In a first step the overall activity—e.g. the production of specific products or 

provision of services—is analyzed and segmented in the several sub-tasks. In a second 
step these tasks are combined and assigned to roles—like ’head of the purchasing 
department’—roles in turn can be combined to departments, departments to divisions, etc. 

For both task analysis and synthesis the task characteristics are important criteria, 
besides the tasks content and frequency—routine or rare tasks like production or 
prototyping—the major two task characteristics are degree of structure and variability. 
The degree of structure refers to the extent to which the inputs for a task, as well as the 
required outputs and the transformation process to produce the outputs by using the inputs, 
are known. Variability on the other hand measures the extent of change of task 
characteristics—like the degree of structure and therefore inputs, outputs and 
transformation processes—over time. Research and development for example feature 
very high variability and a low degree of structure, on the other hand, and to mention 
the other extreme, mass production in a company is characterized by a low variability 
and a high degree of structure. 

The decision about allocation of roles to either robots and artificial intelligent agents 
or humans should be based on complementarities considerations: For a task or role the 
agent that can assume it best should be chosen. As mentioned in the introduction some 
tasks require competencies, robots and artificial intelligent agents do not exhibit—at least 
at the moment—like creativity, empathy etc. Such tasks should be assigned to human 
workers. To give an example: A social robot could assist a nurse in lifting patients in a 
collaborative care process but the social interaction with the patient should remain at the 
responsibility of the nurse. A problem resulting from violation of this complementarities 
principle could be resistance to change at the part of the human co-workers, which could 
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negatively affect the overall performance of the socio-technical system, if humans feel to 
be reduced to just do minor activities machines cannot - easily - conduct. 

Furthermore, based on task characteristics, the current state of technology in 
artificial intelligence and robotics requires that tasks are programmable, although there 
are already developments towards learning robots and algorithms. This means, that 
inputs, outputs and all necessary activities need to be known and stable—i.e. low 
variability and high degree of structure. Finally, for the amortization of the investments in 
new technologies also a high frequency of tasks assumed by robots and artificial 
intelligent agents is necessary. Current technology is not as adaptive as humans are, but 
shows lower flexibility and versatility, therefore, the application range is limited and the 
tasks it can perform should be frequent enough to guarantee an utilization of the capacity. 

3.�Process Integration 

With respect to collaboration of different roles in business processes there exists a 
continuum between integration and fragmentation of processes. As illustrated in Figure 
2 a specific instance of a process can be handled by just one worker—a so called case 
worker—which constitutes case management, on the other hand there could be as many 
roles involved in a fragmented process as the tasks the process consists of. 

 

 
Figure 2. Case management vs. fragmented process. 

The same principle holds for the assignment of roles to human workers and robots 
or artificial intelligent agents. Consider a simple two stage production process where a 
product is assembled from several plastic part and then the quality of the final product 
has to be inspected. Both tasks can either be done by one or several human workers, e.g. 
assembly of injection molded plastic parts and visual inspection of final product. The 
activities could, however, also be assumed by robots and artificial intelligent agents that 
e.g. using 3D-printing produce the product and by means of pattern recognition assess 
the quality of the final product. Beside the two extremes of full manual work and full 
automation of course combinations of human and artificial agents are possible for one 
and the same process. The question arises, which level of automation is best for business 
processes. Organization theory provides a clear answer [6, 9]: The more integration the 
better. Case management saves waiting times, laying times, unnecessary set-up and 
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control activities, and for humans it also leads to increased identification with the final 
product and therefore the own labor and causes intrinsic motivation of the worker. 

One of the drawbacks of integrated processes is social isolation of case workers that 
lack interactions with other workers as those are reduced as far as possible. This negative 
aspect is irrelevant for robots and artificial intelligent agents. Another drawback, how- 
ever, is critical also when it comes to determining the degree of automation: Case workers, 
and therefore also machines that assume the role of case workers and handle whole 
instances of processes, need more skills and competencies than workers specialized on 
fewer tasks in fragmented processes. As already mentioned in the previous section this 
is problematic as robotics and artificial intelligence at its current developmental state are 
not sufficiently flexible and versatile to fulfill this requirement. The combination of 
different artificial agents similar to the combination of several workers, on the other hand, 
might cause waiting and laying times, error-prone media breaches etc. Finally a 
combination of human and artificial agents is also not advisable as this undermines the 
amortization of the high investments in the new technologies. Unless shift working is 
applied—which might not be applicable in all areas—robots and artificial intelligent 
agents cannot economize on one of their major advantages, namely that they can work 
24 hours a day seven days a week without breaks, vacations or illness, but are restricted 
to the working hours of their human co-workers. 

4.�Delegation of Decision Rights 

Delegation is the decision of a superior to transfer decision rights to subordinates. In the 
domain of robotics and artificial intelligence the delegation of decision rights could be 
realized by the application of algorithmic selection. Algorithmic selection suggests 
alternatives in decision situations based on the analysis of—often big—data by means of 
machine learning. Currently the technology is implemented in many internet services 
like recommender systems or news aggregation but it is also already in use to support 
e.g. credit rating or promotion and employment decisions [11, 13]. 

When evaluating the possibility of delegating decision rights to human subordinates 
several advantages and disadvantages must be considered. Without delegation the 
decision quality suffers from less time capacities and a lack of detailed information of 
the superior, in case of delegation on the other hand, the decision suffers from a lack 
of overview and questionable motivation of the subordinate—e.g. if the role making a 
decision simultaneously bears the consequences like additional work or over hours a 
conflict of interest must be expected. The delegation value model [10] is a formal model 
addressing this problem. Different information levels of the superior and subordinate are 
modeled by different information about the possible alternatives, possible states of 
nature and the expected probabilities of these states of nature. With this information the 
superior can calculate the expected outcome of a decision with her information and the 
expected outcome of a decision with the information of the subordinate. The 
Difference is the delegation value. In case the delegation value is sufficiently large to 
cover any additional costs of delegation the decision should be delegated to the 
subordinate, otherwise not. The dilemma, in general as well as in the delegation value 
model, is that one requires the information the subordinate possesses to make an optimal 
decision about delegation. With this information, however, the superior could make the 
decision anyway with the identical quality to the solution that the subordinate would 
achieve. 
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For the potential delegation of decision rights to robots and artificial intelligent 
agents identical conditions exist. Users of artificial intelligence technologies, e.g. for big 
data analyses or algorithmic selection, often do not understand the internal functionality 
of the programs, i.e. decision quality is questionable. Delegation of decisions to robots 
and artificial intelligent agents is reasonable in case of routine decisions that are 
frequently recurring so that there exists relevant historic data and the decision can be 
analyzed and modeled. These programmed tasks can be delegated to artificial agents, 
which than can automate data gathering and processing for each particular decision 
based on this model. 

5.�Hierarchical Assignment of Accountability 

With the assignment of tasks and decision rights to robots and artificial intelligent agents 
the questions of economic, legal and moral accountability for the execution of the 
assigned tasks and decisions and their consequences emerge. It is assumed that 
organizational control ensures the accountability of employees within companies. 
Organizational control is achieved by designing and applying appropriate hierarchical 
structures and procedures, and by setting targets. Through monitoring performance as 
well as the conformity to rules and procedures, the management exercises control over 
the organization’s members. Employees who do not conform can be held accountable. 
However, human agents can only be held accountable for consequences of their actions 
if they can understand, predict and influence work processes [4]. Although artificial 
agents can also interact with their environment to pursue and achieve predefined targets, 
accountability for outcomes cannot simply be transferred to these artificial agents that—
at least at the current developmental state of the underlying technologies—do not possess 
a self-generated belief system, do not feel motivation, or build relationships and trust. 
Robots and artificial agents also do not have the status of a natural or legal person 
required for legal liability. Thus, when distributing tasks and decision rights to artificial 
agents, still human agents need be held accountable.  

A viable concept to deal with this accountability issue is proxy agency. Traditionally, 
we distinguished between direct agency (of an individual) and collective agency, in case 
individuals participate in networks with synergistic goals [3]. Proxy agency is third form 
of a mediated agency, where a human agent utilizes the resources or know-how of 
another (artificial) agent to act on her behalf. Thus, the human agent remains accountable 
as if she was acting herself. Proxy agency augments the possibilities of the human agent 
to reach her goals beyond her own possibilities. The concept of proxy agency is 
comparable to the above mentioned—accepted and frequently used—concept of 
delegation in organization theory and practice. Superiors remain accountable for 
outcomes of decisions they delegate to subordinates to ensure conscientious application 
of delegation as an organizational instrument, i.e. to make superiors carefully chose 
which decisions to delegate to whom. 

Thus, the proxy agency concept is only suited to resolve the accountability issue if, 
as mentioned above, the humans understand, predict and influence work processes 
shared between them and the artificial agents. As a consequence, (i) the human agents 
must set the targets for the artificial agent, (ii) the decisions of artificial intelligence 
agents have to be transparent and explainable (explainable AI), and (iii) the human agents 
must have full control over the work process and the possibility to interfere (out of the 
loop scenarios). 
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6.�Conclusion 

As discussed in the previous sections organization theory and organizational design have 
solutions for several of the challenges arising by the application of robotics and artificial 
intelligence in business processes. For the division of labor tasks that can be assumed by 
robots and artificial intelligent agents—at least in the short run—need to feature a high 
degree of structure, low variability and have to occur frequently—i.e. routine tasks. For 
process integration case management would be optimal, however, is not possible as 
already mentioned in the introduction, due to the current developmental state of robotics 
and artificial intelligence. Considering delegation of decision rights to robots and 
artificial intelligent agents causes the identical dilemma as considering delegation of 
decision rights to human workers and is justified especially in case of frequently 
recurring decisions. Finally delegation as a frequently applied and well accepted concept 
in organizations that allows clear assignment of accountability and responsibility 
between roles can also be applied for robots and artificial intelligent agents. In the 
domain of robotics and artificial intelligence a similar concept is known as proxy-agency. 

Future research should focus on the medium run and explore more efficient 
processes, creative new structures and novel business models that will be enabled by 
the diffusion and wide spread use of robotics and artificial intelligence in business. As 
mentioned in the previous sections the current developmental state restricts the 
possibilities robotics and artificial intelligence generate for organizational design. 
However, with the fast further-development of the underlying technologies a re-
evaluations of our propositions using the same methods in a not too distant future might 
come to different conclusions. With respect to the possible long run developments, 
fundamental decisions whether developments like fully autonomous factories are a 
desirable utopia or a loss of jobs, knowledge and sense and therefore should be supported 
or prevented; need to be made by society. These decisions need to be orchestrated with 
other related and important topics like a basic income and protection of data privacy, to 
mention only the two currently most discussed ones. 
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Abstract. The world's first robot teacher, Saya, was introduced to a classroom in 
Japan in 2009. Saya had the appearance of a young female teacher. She could 
express six basic emotions, take the register and shout orders like 'be quiet' [1]. Since 
2009, humanoid robot technologies have developed. It is now suggested that robot 
teachers may become regular features in educational settings and may even 'take 
over' from human teachers in ten to fifteen years [2, 3]. Designed to look and act 
like a particular kind of human; robot teachers mediate human existence and roles, 
while also aiming to support education through sophisticated, automated, human-
like interaction. Focusing on the role of virtue, and in particular phronēsis, in 
educational contexts, our paper explores the design and implications of robots such 
as Saya or ARTIE, a robot teacher at Oxford Brookes University [4]. Drawing on 
an initial empirical exploration of such robots as teachers we propose a model for 
signature pedagogy to support the future design of robots in education, in an effort 
to enhance learners’ flourishing and pedagogical formation in educational contexts. 

Keywords. Robot-teachers, future-oriented education, phronēsis, signature 
pedagogy, sociology of education, philosophy of technology 

1.�Introduction 

Robots are being designed for and introduced into educational contexts. As a starting 
point to discuss ethical dilemmas arising from the inclusion of robots in education, 
Amanda Sharkey outlines and discusses four main roles for robots:  

1.� Robots as teachers (e.g. to a larger or lesser extent taking over the teacher’s role 
in the classroom);  

2.� Robots as companions and peers (e.g. being in the classroom alongside the 
students); 

3.� Robots as care-eliciting companions (e.g. supporting students with disabilities); 
and 

4.� Robots as Telepresence Teachers (e.g. online teaching through digital 
technologies along the lines of teachers in distance education) [5]. 

In this paper, we focus on the first scenario, the robot as teacher. However, the 
potential number of scenarios increases as new technologies, and possibilities for action 
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in relation to them, emerge. Choosing how to act well, with, and in relation to, robots, 
therefore becomes ever more complicated.  

Some of the main areas of ethical concern, arising from the scenarios identified by 
Sharkey are: a) privacy; b) attachment, deception and loss of human contact; and, c) 
control and accountability [5]. To these we would also add the global and cultural 
contexts in which robots are designed and introduced. Robots are mostly designed in the 
USA, Japan and South Korea. They are therefore constructed within particular cultural, 
educational, ethical, and moral frameworks. Following from this, educational robots 
have specific ethical, educational, and cultural frameworks and values embedded in their 
design that might not be suitable or beneficial in relation to local educational contexts. 
At a minimum, to diminish the risk of introducing robots in teaching, and doing more 
harm than good, we should acknowledge and explore how these different design and 
application contexts could influence the pedagogical process of learning. 

For example, different educational philosophies might come into play. In Anglo-
American countries education is often designed to support ‘literacy’, the ability to read 
and write, which is also extended to numbers, and more recently digital technologies. 
Literacy is undoubtedly required in order to function in society. However, in both the 
U.S. liberal arts traditions as well as in German and Scandinavian contexts, we note that 
there is a stronger focus on pedagogical formation, ‘Bildung’ or ‘dannelse’ than on 
reading/writing, ‘literacy’ or progression of skills. As such, the concept of education 
extends beyond literacy to include being an educated person, social skills, 
responsibilities and, indeed individual, communal, and civic virtues [6]. 

Furthermore, we also know that Western approaches to education do not have 
universal application. In different indigenous contexts, other cultural and ethical 
frameworks inform how individuals learn to act socially. The example of Tikanga, in the 
Maori context, calls on people to consider customary values and practices when making 
decisions—or, as we would emphasize, judgments—that are in turn grounded in practical 
wisdom and central virtues, about how to act in society [7]. Tikanga is something that 
needs to be learned and developed, which for illustrative purposes in the context of this 
paper, raises the question of whether a robot can develop, or teach, Tikanga in particular 
and ‘Bildung’ in general. 

This complex situation focuses our attention in the direction of two rather 
fundamental questions with regard to the future of education. These are: 

•� How can the introduction of robots to educational contexts support us in leading 
good, or excellent, lives?, and, 

•� How can we design pedagogy, where we both include and learn about robots, 
in a way that will support human flourishing? 

Our aim is not to develop arguments for or against the introduction of robots to 
educational contexts. We will instead consider how this could happen, in a way that 
would support humans in living good, or excellent, lives. We focus in particular on why 
we think the concept of phronēsis, or practical wisdom, is important to emphasize when 
designing education which includes robots.  

The authors embody different disciplines and apply different theoretical frameworks 
to think about robots in education. Thus, this paper represents a transdisciplinary 
conversation between authors and fields to develop a holistic understanding of the roles 
and influences robots as teachers might have in education. Ní Bhroin looks at robot 
teachers as media innovations and considers their role within the sociology of education; 
Ess draws on virtue ethics and phronēsis in particular to reflect on robot teachers, 
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judgment and practical wisdom; while Nørgård uses the concept of signature pedagogy 
to outline how robot teachers might influence the head, hand and heart of students 
through their design. Overall, the article connects media studies, philosophy, pedagogy 
and educational design into a compound lens for thinking about robots in education. 

Following this introductory section, we outline and integrate our combined 
interdisciplinary philosophical and theoretical framework at Section Two. At Section 
Three we briefly describe our empirical study of the Robot ARTIE at Oxford Brookes 
University in the United Kingdom. At Section Four we present our findings and analysis. 
Finally, we present our contribution to our understanding of robot-educators at Section 
Five. 

2.�Activating and Integrating Interdisciplinarity 

2.1.�Media Innovation and the Sociology of Education 

Our research questions are designed as a critical counter-balance to a growing discourse 
of technological utopianism that promotes the assumption that innovations in artificial 
intelligence and robotics can support social transformation [8]. Education, as a social 
institution, plays a significant role in facilitating or constraining possibilities for human 
flourishing [6]. 

Indeed, in Western traditions, most especially with the advent of the Enlightenment, 
education has included a core humanistic focus, one explicitly oriented towards the 
acquisition and practice of the virtues considered to be essential to contentment 
(eudaimonia) and flourishing, both as an individual and most especially as a member of 
the larger society. These foci are central to the German tradition of Bildung, 
Scandinavian traditions of dannelse, and U.S. traditions of liberal arts education. At the 
same time, “society” is defined in these traditions along the lines of modern democratic-
liberal states: Bildung, dannelse, and the liberal arts thereby aim to foster the core 
competencies (virtues) required for citizens to sustain democratic norms and values and 
to participate in democratic debate and process [9, 10]. At the same time, however, 
approaches, and reasons, for doing this differ politically, economically, and socially.  

Grounded in a concern for 'The Ethics of Invention', Sheila Jasanoff [11], calls for a 
consideration of the consequences of delegating everyday decision-making to 
autonomous systems. In order to assess how the introduction of robots to educational 
contexts could support us in leading good, or excellent, lives, we need to understand the 
social purpose of education, and the broader political economy and power relations that 
this relates to. 

Following the sociologist of education, Neil Selwyn [12], we submit that a key 
question is therefore to consider not whether or not we want robots to introduced to 
educational contexts, but first and foremost what the purpose of education in a particular 
society might be. 

2.2.�Philosophy of Technology, Virtue Ethics and Phronēsis 

In this section, we draw these conceptual connections from the sociology of education—
first, to the philosophy of technology, and thereby to virtue ethics and its signature focus 
on what is needed for good lives and flourishing. This in turn highlights the role of 
phronēsis as a particular form of reflective, embodied judgment—all of which will then 
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raise specific questions regarding the potential roles of robots as pedagogues (to use the 
Danish). 

We begin with the point developed by philosophers of technology such as Peter-
Paul Verbeek [13]—namely, in contrast with the assumption that humans and technology 
are somehow separate, we rather have co-evolved with our technologies over the past 
few hundred thousand years. This further means that our technologies always interweave 
with and mediate our choices and actions. 

Secondly, technology is never somehow value neutral, "just a tool". In the design 
world, Lucy Suchman is a primary authority in documenting how technology design 
always takes place within and is hence deeply shaped by specific cultural contexts and 
ethical norms, values, principles and so on. 

It is also critical to note that Norbert Wiener's development of cybernetics is drawn 
from the Platonic model of the kybernetes—the pilot or the steersman—who is the 
exemplar of both technical and ethical expertise. The development of such expertise is 
always ongoing—most centrally as it is capable of self-correction, of learning from one's 
mistakes [14].  

For example, cars on roads are dangerous things, particularly when there are other 
cars on the road, and they are travelling at speed. Advances in driverless cars have led to 
designs that minimize risks at any point in time. This is to reduce the negative 
consequences for humans that might be present in particular situations. However, we 
need to ask whether the logics of risk reduction or eradication, or of efficiency, are the 
kind of logics on which we should be basing an education system? Is it not more 
important to use our education system to support our human freedom to learn how to 
choose and live good lives? [15]. Is it not also important to show that a central aspect of 
human life is to make mistakes, and to learn from these mistakes in order to be able to 
act ethically in future situations. Can we learn about this from robots, or do we need 
human guidance?  

Furthermore, beyond subject competence and information storage and retrieval, a 
human teacher must also make a number of experienced-based choices—in our terms: 
judgments, that depend upon phronēsis and thereby embodied knowledge—in classroom 
situations. A teacher will adjust teaching to the situations they encounter and are 
presented with. These choices extend to a wide range of interactions in the classroom 
going far beyond the efficient transfer of information to pupils. How does a teacher who 
forgets something or miscommunicates it rectify their mistake? What kind of message 
does this give students? What kinds of social learning may they get from it? And what 
happens if children only learn from robots who never make mistakes? What educational 
ideal do these technologies potentially represent? 

This of course also has something to say for our understanding of excellence and 
virtue—because if we understand excellence to be something that reduces uncertainty, 
and that is efficient—that is not the same as being open-ended, and taking risks, and 
learning from these risks. Specifically, in the context of education, operating with the 
logics of efficiency, risk-reduction and technological reductionism may be counter-
productive to developing phronēsis.  

Virtue ethics begins with the question, what must I do—know how to do—in order 
to achieve contentment or well-being, both within my own self and life, and, especially 
as a relational being, in my multiple connections with others? 

As Shannon Vallor has made clear, for the basics of human contentment such as 
friendship, intimate relationships, and, most foundationally, communication itself, 
virtues such as patience, perseverance, empathy and respect are needed [16]. These are 
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virtues—they do not come to us naturally, but must rather be acquired and practiced, 
often with great difficulty, especially at the beginning. As anyone with experience with 
small children can attest. 

Virtue ethics has become so prominent of late precisely because the rise of 
contemporary media technologies that embody and facilitate the relational sense of 
selfhood that grounds a virtue ethics approach [17]. (Recall the point from philosophy of 
technology: as we are interwoven with our technologies, we mutually shape and reshape 
one another—including at the level of the self.) 

In Western traditions, the core virtue is phronēsis, usually translated as practical 
wisdom, i.e., a capacity to apply ethical wisdom in praxis. Phronēsis differs from more 
rule-oriented ethical frameworks such as utilitarianism—always seek the greatest good 
for the greatest number—and deontologies that emphasize basic rights, such as rights to 
self-identity and privacy, as rooted in the central insistence that human beings are rational 
autonomies or freedoms first of all. At the same time, both Kant and, more recently, 
Norbert Wiener, the founder of cybernetics as well as of computer and information ethics 
more generally, noted that deontology and virtue ethics often go well together [18, 14]. 
At the same time, virtue ethics also agrees with feminist ethics and ethics of care 
regarding the importance of emotions in orienting our ethical concerns and helping us 
make critical ethical decisions [14].  

Phronēsis is first of all a form of reflective judgment—one that moves beyond these 
rule-oriented approaches to take on board the messy and complex details of a specific 
ethical conundrum—details that include the embodied, relational, and emotional 
elements of an ethical challenge. We depend upon phronēsis in multiple contexts—but 
it shows up most forcefully when our more rule-oriented frameworks result in conflicting 
conclusions and thereby an initially irresoluble dilemma. 

Consider Antigone. Which rule does she follow? To obey custom—and divine 
mandate—and so bury her brother Polyneices, who has been killed in battle? Or obey 
Creon, the new ruler of Thebes, who has forbidden the burial of the bodies of those who 
fought against him? Simply “following the rules” here will not help: rather, it leads to a 
dilemma. 

As this example shows, considerations on phronēsis further highlight our individual 
and collective abilities to disobey authority—where such disobedience is often critical in 
struggles for emancipation, including the emancipation of women [19]. 

The example of Antigone highlights the contrast between determinative judgments 
in rule-bound frameworks, judgments that start from general rules or principles so as to 
deduce a single, final, univocal ethical decision—and phronēsis as a form of reflective 
judgment. Rather than a “top-down” deductive approach, phronēsis begins from the 
ground up, so as to seek to identify which general norms, values, principles may apply—
and, in the case of conflict, which ones take priority? This means that phronetic 
judgments are plural—multiple judgments are possible, as the phrase “judgment call” 
suggests. This plurality, further results as phronēsis also invokes our embodied and tacit 
knowledge, what we have learned in our own experiences, especially as we have made 
mistakes and learned to correct from those mistakes, i.e., to make better judgments in the 
future. Hence our language of “trust your gut”, “follow your heart”, and so on [14].  

Phronēsis comes into play on two levels. First, the acquisition and cultivation of 
phronēsis as a core virtue is itself a primary pedagogical goal in (a) general educational 
traditions of Bildung, dannelse, and the liberal arts, as well as in (b) specific vocations—
medicine, music, etc. where phronetic judgments are critical [20]. Secondly, phronēsis 
is further central in teaching itself—i.e., as teachers must constantly make phronetic 
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judgments as to the next best step, response, approach, etc. for both individual students 
and groups as a whole. This includes for example “reading the atmosphere”—the 
application of tacit and embodied knowledge as teachers must discern what is working, 
what is not, and what next possible steps might be for the best pedagogical outcomes 
under the highly specific and constantly varying contexts of a given class and student 
group. So—where does all of this leave us with regard to designing education with 
robots? 

3.�Empirical Study of ARTIE as Robot Teacher 

Figure 1. ARTIE booting up at the Cognitive Robotics Laboratory, Oxford Brookes University. 

In order to consider the role of robot teachers in education, Nørgård studied the robot 
ARTIE at the Cognitive Robotics Laboratory at Oxford Brookes University. ARTIE has 
given interviews at the BBC, performed shows at museums, and delivered a university 
lecture. It is possible to interact with ARTIE and create interaction scripts and sentences 
for him to perform. Artie can impersonate famous characters such as RoboCop and C-
C-3PO, and can also read your mood and age.  

 
 

Figure 2. ARTIE performing the role of Clint Eastwood (left) and giving a short introduction to himself 
as a robot (right). 
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Nørgård, together with one other researcher, explored, programmed, interacted, and 
experimented with ARTIE as a robot teacher during a 3-day intensive stay at the 
Cognitive Robotics Lab. The empirical material, that we connect with the theoretical 
framework above to think about robots and the future of education below, consists of a 
rich set of pictures, videos and field notes generated during their stay. The study paid 
particularly attention to what it meant to ‘be ARTIE’ not as a humanoid robot but as a 
robot being with its own particular head (thinking), heart (virtues) and hands (interaction 
design). Through this, certain existential terrains and patterns formed, showing how 
ARTIE as a robot teacher was ‘doing education’ through framing the educational 
situation, the interactions carried out, and the potential student-teacher roles emerging 
from this.  

4.�Designing the Future of Education 

Regarding phronēsis in education some pressing questions and concerns emerge in 
relation to virtuous Bildung or pedagogical formation when considering educational 
robots—and even more specifically robot teachers such as ARTIE—when they boot up 
and begin ‘doing education’. How are robots such as ARTIE entering educational 
situations with humans through the way they carry a certain head, hand and heart in the 
world? Entering an educational situation is radically different than other more functional 
situations robots find themselves in. The ethical and pedagogical principles for robot 
teachers are different from efficient warfare or pleasure-giving sex robots. 

Jon Nixon, building on Aristotle, distinguishes in Towards the virtuous university—
the moral bases of academic practice between 3 types of ‘friendship’ that corresponds 
to potential future roles of robots:  

•� Robots can be ‘friends of utility’ such as warfare robotics, driverless cars, 
rehabilitation robotics or shopping robots. 

•� Robots can be ‘friends of pleasure’ such as robotic toys, sex robots or pet 
robots. 

•� Robots can be ‘friends of virtue’ such as robot teachers, robot caretakers or 
robot childminders [21]. 

It is this latter form of friendship that robots ‘doing education’ need to be able to 
embody as a moral space occupied by relationships of virtue arising between the 
individual and the collective—the educator and students—through mutual recognition of 
humanity as Nixon describes the layout of education in his book. This reading of robots 
in education as something requiring them to be ‘friends of virtue’ overlaps with how 
Vallor highlights patience, perseverance, empathy and respect as something robots need 
to acquire and practice through an ‘ethics of care’ if they can indeed be said to be ‘doing 
education’ [16]. 

Consequently, we need to view ARTIE as a manifestation of certain values, visions 
and viewpoints imported into education through its design. ARTIE enters education with 
a certain head, hand and heart that at the same time impacts the head, hand and heart of 
the students ARTIE is to teach. ARTIE needs to channel and materialize ‘good education, 
teacher judgment and educational professionalism’ through its design [22]. It is in this 
way what Verbeek calls ‘a moral design’ or ‘moralizing technology’ [13]. Taken together, 
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this calls for careful consideration of the consequences of ARTIEs ‘moral design’ before 
we allow it to ‘do education’.  

Combining educational philosophy, virtue ethics and philosophy of technology we 
highlight how ARTIE is a designed ‘hidden curriculum’ and ‘deep structure’ of 
education put into action in concrete educational situations. We therefore need to 
question and interrogate how education is emerging in ARTIE as an existential terrain in 
the form of enacted virtues, patterns and principles as well as through concrete 
operational acts of teaching. Is ARTIE able to exercise ‘educational professionalism’? Is 
ARTIE a virtuous educator with ‘teacher judgment’? And does ARTIE have a moral 
design that supports and promotes ‘good education’? 

One way of investigating this is through the framework of ‘signature pedagogy’ [23, 
24, 25]:  

 
A signature pedagogy has three dimensions. First, it has a surface structure, which consists of concrete 
operational acts of teaching and learning [...] Any signature pedagogy also has a deep structure, a set of 
assumptions about how best to impart a certain body of knowledge and know-how. And it has an implicit 
structure, a moral dimension that comprises a set of beliefs about professional attitudes, values, and 
dispositions [23].  
 

As such, signature pedagogy gives us a vocabulary for working intentionally with 
developing phronetic designs in education that intentionally and reflectively invite a 
certain pedagogical formation of the students’ hand, head and hearts, as “one thing is 
clear: signature pedagogies make a difference. They form habits of the head, heart, hand 
[...] Whether in a lecture hall or a lab, in a design studio or a clinical setting, the way we 
teach will shape how professionals behave” [23].  

Acknowledging phronēsis and Bildung as crucial in the existential terrain of 
education, if robots, such as ARTIE, are to ‘be in education’ and ‘do education’, they 
need to be ‘friends of virtue’. They also need to be able to operationalize this through 
intentional and reflective acts of teacher judgment and doing good education. 

From a certain viewpoint, all robots are ‘educators’ if we put people into their hands 
for an extended period of time. As Verbeek informs us: 

 
Even when designers do not explicitly reflect morality on their work, the artifacts they design will 
inevitably play a mediating role in people’s actions and experience, helping to shape moral actions and 
decisions and the quality of people’s lives [13]. 
 

ARTIE will therefore come to shape the head, hand and heart of the people it ‘educates’. 
This education will be founded in the head, hand and heart of ARTIE. Here ARTIE as 
potential robot teacher constitutes such a moral and existential terrain in the educational 
context. This shapes the environment in which teaching and learning takes place. To 
consider ARTIE as a moral design [13], ethical invention [11], or having teacher 
judgment [6], we can use the lens of signature pedagogy to move beyond the shiny white 
surface of ARTIE’s hands (interaction design) and focus on the inner workings of 
ARTIE’s head (pedagogical principles and patterns) and ARTIE’s heart (pedagogical 
virtues and judgment): 
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Figure 3. Applying signature pedagogy to distinguish between surface, deep and implicit structure in 
educational robot design. 
 
Looking at ARTIE through the framework of signature pedagogy based on 

educational philosophy, phronēsis and philosophy of technology to see whether ARTIE 
is a ‘friend of virtue’ and to understand how the students’ hands, heads, and hearts were 
shaped if they were to be educated by ARTIE, we come to find that ARTIE cannot be 
considered an educator, neither in doing, thinking, or being. 

Analyzing ARTIE’s hands we find they are scripted modular chunks. ARTIE is put 
into action in the form of sequences to be executed. ARTIE will not explore or 
experiment on his own accord but is presented as a thing to be experimented with, to be 
programmed, to be commanded. ARTIE is not an educator. ARTIE does not have 
judgment or phronēsis but is scripted and reactive. It is a puppet to play with, a set of 
buttons to push, and chains to yank. Not something to develop a relationship or 
communicate with. 

Analyzing ARTIE’s head we find that it is scanning the room and ‘things’ in it as it 
performs its scripts. It can react to scanned faces through judging their age and mood 
based in pre-scripted programs. But it is a monologue as ARTIE states what is seen and 
tracks moving things. ARTIE is preprogrammed thinking performed as turn-taking. 
ARTIE performs according to known scripts: a monologue performed as a lecture, 
closely narrated sentences performed as a ‘pretend interview’, or interaction with the 
public through mimicking and imitating known robots or actors in short interaction 
sequences. ARTIE’s thinking is closed and non-dialogic. ARTIE cannot escape its own 
closed ontology and can therefore not enter the role as educator or ‘kybernetes’—the 
ethical steersman of educational situations. 

Analyzing ARTIES’s heart we find nothing more than a shell. ARTIE is not capable 
of phronēsis, only of scripted performances and programmed monologues. ARTIE is 
inauthentic and does not embody an ethics of care or good education. ARTIE is caught 
in the wiring of being ARTIE and will not revolt or question. And, consequently, ARTIE 
will not inspire anyone to practice or participate as citizens in society or question and 
revolt against systems through phronēsis like Antigone. ARTIE is not an educator who 
can invite for human flourishing or eudaimonia in students’ hearts. ARTIE is uncaring 
and unfree: we do not care for ARTIE and ARTIE does not care for us. ARTIE is not a 
teacher or ‘kybernetes’ but a ‘robotnik’, a ‘forced worker’ or ‘slave’. ARTIE will do as 
ARTIE is told and is therefore not able to have phronēsis or to scaffold Bildung. 
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Looking at the surface, deep and implicit structure of ARTIE, we might find ARTIE 
to be a ‘friend of utility’ (put to work as assistive technology or tool in education), or to 
be a ‘friend of pleasure (inviting to be played with or used as a fun toy in education). But 
ARTIE is not a ‘friend of virtue’, aiming to educate as a phronetic teacher or through 
doing good education. Consequently, ARTIE cannot be allowed to be in control of 
education or ‘do education’ as it lacks educational virtues and pedagogical principles and 
patterns embodied in its structure or existential terrain. ARTIE is not capable of doing 
education through intentional and reflective acts of teaching. 

Signature pedagogy as a framework can be seen as a form of ‘operationalized 
phronēsis within education’—as a way to materialize and articulate the reflective 
judgment of a certain design, field, discipline or pedagogy. Furthermore, signature 
pedagogy aligns well with phronēsis in that it insists on building pedagogical practice 
and designs from the ground up. It also gives us a framework for working intentionally 
with developing phronetic designs in education that intentionally and reflectively invite 
for pedagogical formation of the students’ hand, head, and hearts with the aim of 
enhancing students’ flourishing in education, and, subsequently, in society through 
phronetic citizenship—that is, developing the capacity to participate in society in 
virtuous ways. 

But in order for robots to ‘do no harm’ and be valuable and meaningful in education 
we need to develop what could be called triple signature pedagogies for robots in 
education: 

 
Figure 4. Developing signature pedagogies to integrate robots in education that intentionally shape the 
hand, head, and hearts of students in accordance with a certain kind of pedagogical practice, discipline, 
or situation. 

5.�Conclusion 

In answer to our research questions we submit that robots cannot be educators in the 
same way that humans are. This is because they are not capable of phronēsis in the form 
of reflective judgement or practical wisdom. In other words, robots are not educators by 
head, hand, or heart. They can be involved in education but they cannot replace teachers.  
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However, in order to support us in leading good, or excellent lives, phronēsis should 
go into the design of robots for education. Robots designed as 'friends of virtue' could 
support phronēsis and pedagogical formation. To develop phronēsis, education should 
be open-ended and encourage learning by doing, including by making mistakes. Humans 
should therefore remain at the center of educational design. At the same time, human 
virtues need to be developed to be able to design robots as 'friends of virtue'. We find the 
model of signature pedagogy to be a useful framework to support this. 

This approach is also at the root of Wiener's cybernetics. As we saw, cybernetics is 
derived from Plato's use of kybernetes, the steersman or pilot, who feels his/her way 
through, knows what is possible and not, and is capable of self-correction as needed.  

Educational technologies transform the people and contexts they are introduced to 
by systematically shaping interactions and experiences. They may benefit learning. They 
may also cause harm, for example by shaping learners' interactions, experiences and 
ethics in unwanted ways. As Jasanoff has pointed out, such unwanted impacts can often 
take a long time to discover [11]. Therefore, we need to interrogate and critically question 
the possible futures new technologies may shape before they are introduced into 
educational systems. 

AIs and robots may serve as wonderful assistants, but  

i)� not as teachers in contexts aimed towards the acquisition of phronēsis, whether 
as part of Bildung, dannelse, and/or liberal arts education, and/or as part of more 
vocationally focused education that includes a focus on acquiring phronēsis, 
and/or 

ii)� not as teachers who practice good pedagogy requiring the use of phronēsis in 
the effort to determine in specific contexts what specific responses and 
approaches will best serve the educational development of specific students. 

The examples offered by Dreyfus include experienced physicians and master 
musicians [20]: but it would be hard to think of a vocation that does not involve phronēsis 
at some level. The obverse is also helpful: a vocation that does not involve phronēsis 
would be perfect for robotic and AI replacements. 

 
Phronēsis: don’t leave home without it! 
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Abstract. In this paper, we introduce a novel idea of kinetic values to examine 
challenges regarding assistive robots that are expected to support human movement 
in smart homes and mobility in urban environments. By problematizing the medical-
engineering paradigm in care robotics for aging people, we argue that assistive 
robotics has been based on an idealized and anaemic vision of human motility. 
Drawing on the phenomenological theory of kinaesthesia, we analyse recent 
assistive robotics innovations based on four key conceptualisations: ‘self-motion’, 
‘being moved’, ‘co-motion’, and ‘united movement’. We conclude that the 
phenomenological approach provides a better understanding of the interplay among 
assistive robots, kinaesthesia and urban technological infrastructure. 

Keywords. Movement, assistive robotics, kinetic values, aging urban residents, 
urban technological environment 

1.�Introduction 

In this paper, we discuss tensions between the use of assistive robotics in supporting 
human movement and the technologization of urban environments, especially from the 
perspective of elderly residents. During recent years, a lot of efforts have been put into 
designing new accessible architectures and new technologies for elderly people to 
support their physical and mental capabilities so that they can live independently in their 
home locations and move safely outside. From the beginning of the 2010s, the concept 
of the smart city as a new urban policy and strategy has captured the idea of how 
digitalization and technologies might lead to the development of innovative solutions for 
making a city more accessible and alive, boost economic growth, provide high-quality 
services for residents and tourists, and enhance the competitiveness of cities by attracting 
new investments.  

In discussing the city life from the perspective of aging residents, Zygmunt 
Bauman’s [1] argument becomes apparent when he reminds us that the boundary 
between the private and the public can undergo dramatic changes due to re-negotiation 
and re-conceptualization of urban space. The ‘mobilities paradigm’ in the social sciences 
and humanities has aimed to “rethink the relation between bodies, movement, and space” 
[2]. In urban sociology, the relationship between the body and the city geography has 
been analyzed historically by Richard Sennett [3, p. 370] for whom “…urban spaces take 
form largely from the ways people experience their own bodies.” For him, city life, 
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mobility, and speed, together with modern individualistic attitudes, have detached people 
from tactile and embodied connection with other living beings. 

Investing in the development of smart home solutions and assistive robotics for 
elderly people, it has been common to appeal to the unprecedented growth of the aging 
population in Europe and worldwide, a growing number of persons with disabilities and 
the rising costs of caring for the elderly people [4]. In many political scenarios, the aging 
population is expressed as ‘the silver tsunami’ that is seen to threaten the sustainability 
of welfare states. Dominant cultural narratives on aging is easily focused on defining 
aging by medical terms. As a paradigm, the medical model focuses on physiological 
conditions and biomedical interventions [5]. Turner [6] delineates the medical model as 
one in which disease is interpreted as a direct result of malfunctions within the human 
body. The medical model of aging reinforces the already pervasive stigma of aging and 
older adults. 

By problematizing the medical paradigm of aging, we address the question of 
experienced feelings of bodily capabilities and incapabilities in the context of assistive 
robotics for elderly people. Our hypothesis is that assistive robotics is designed to support 
physical functions and physical movements from the medical point of view, but their 
designers rarely consider tactile-kinesthetic feelings which phenomenologists have seen 
as vital for meaningful human life. We discuss ‘kinetic values’ from the perspective of 
aging residents. The conceptualization of kinetic values attempts to capture the idea of 
people’s right to ‘self-motion’ with or without technologies, not only focusing on the 
mobility of the physical body but also trying to explain justification for kinesthetic 
feelings. Progressing diseases and the consequent impairments and functional limitations 
usually reduce the mobility of bodies. However, regardless the limitations of bodily 
movements, kinesthetic sensations have a significant role in developing and maintaining 
a body ownership. In analyzing the relevance of kinesthetic feelings in human life, we 
may better understand why security easily can turn to a control system, independence to 
loneliness and protection to isolation from the perspective of aging residents. Our leading 
question is how assistive robotics for human movement supports individuals’ kinesthetic 
experiences in socially and culturally sensitive manners.  

The theoretical background to discuss mobility and immobility relies on two 
different sources: a phenomenological theory of kinesthesia and technology studies on 
urban infrastructure and robotics. The paper begins with a phenomenological approach 
to kinesthesia. Our aim is to explain why movement needs special attention from the 
ethical point of view in discussing assistive robotics. In defining the notion of kinetic 
values, we introduce four key concepts—'self-motion’, ‘being-moved’, ‘co-motion’, and 
‘united movement’—to analyze kinesthetic feelings of bodily movement in human-robot 
interaction. Then, illuminating recent assistive robotics innovations for elderly people, 
we discuss urban technological infrastructure from the perspective of the inertia of aging 
bodies. The paper concludes by discussing how recent initiatives of robotic development 
integrate aging lived bodies more tightly into home settings and segregate them from city 
life and urban environments. 

2.�Composing a Phenomenological Framework for Kinetic Values 

There is a profound ambivalence toward embodiment and motility in medical discourses 
on elderly people. Physical movement that characterizes physical capabilities is 
generally detached from mental and cognitive abilities. We assume that the notion of 
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physical movement is inadequate to prescribe how lived bodies share their lives and 
intimacy with other living beings through meaningful gestures and touching. Lived 
bodies are not delineated by skin, as are physical bodies, but kinesthetic sensations are 
important when individuals share their intimate space with others. It is easy to slip into 
an instrumental framework when discussing the significance of movement for human 
life, emphasizing movement as a means to achieve something. Phenomenological 
analytical methods can provide appropriate conceptual tools to identify kinetic values in 
human life that open up experiential perspectives into movement. 

Recent discussions by phenomenologists [7] and philosophers in cognitive sciences 
[8] have suggested that philosophical analysis should pay more attention to the role and 
relevance of movement in perceptual systems and cognition. Following Husserl’s [9] 
views on kinesthesia, Sheets-Johnstone [7] discusses the kinesthetic sense and movement 
as a central organizing role for perceptions as a whole. Sheets-Johnstone [10] argues that 
in emphasizing the centrality of language in cognition, notions like ‘pre-linguistic phase’ 
or ‘non-verbal’ do not capture the significance of movement for human sense making in 
appropriate ways.  

For Sheets-Johnstone [7], the kinesthetic sense is something that helps us recognize 
differences and similarities in our own movement qualities, haptic sensations, and 
moving objects around us. When we lift an object, this reveals something about its weight. 
Rubbing our fingers across an object tells us about its texture and shape. Squeezing an 
object says something about its compressibility. Thus, bodily movements are 
fundamentally intentional and ‘mindful’ in themselves in the way that they entail a 
special kind of reflective thinking. By our bodily movements, we judge objects in our 
environments—their size, form and texture—and our distance to them, their speed, or 
their movement rhythms. Husserl [9] argues that kinesthesia shows us what an entity is; 
it makes it possible for us to judge material character beyond what mere visual or verbal 
information can reveal. Only kinesthesia can embody a true understanding of our three-
dimensional and material world. Thus, from the standpoint of phenomenological 
epistemology, kinesthesia can be mindful and rigorous without being conceptual and 
verbal [11].  

To summarize our discussion on the role of movement for cognition and the 
perceptual system, we suggest that kinesthesia has a crucial role in how we learn to move, 
communicate through gestures, anticipate what others intend to do and receive 
information from our environment through motion. If movement qualities have a central 
role in cognition as Sheets-Johnstone has suggested, we consider what kind of role 
movement have from ethical perspectives. 

3.�Kinetic Values 

A number of authors have discussed contradictions or paradoxes that new-generation 
assistive robotics may cause when robots are utilized in elderly care [12, 13]. When 
ethical discussions on robot care have focused on the question of dignity, many 
conceptualizations of robot ethics have relied on Martha Nussbaum’s Capability 
Approach [14, 15]. Nussbaum’s [16] moral concept of bodily integrity emphasizes the 
importance of personal autonomy, the right to move freely and self-determination over 
one’s own physical body. Having been developed as an approach to global development 
and justice, the conceptualization of human rights remains in a dualistic trap when it 
emphasizes the difference between the physical and psychological dimensions of human 
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existence. While Nussbaum’s notion of bodily integrity offers important baselines that 
lend force to many invaluable human rights protections, including freedom to move 
freely, it nevertheless marshals a highly abstract, disembodied, idealized, and anemic 
vision of human motility [17].  

Based on a phenomenological theory of the body [18], recent empirical research 
findings [19] suggest that bodily movements have a significant role in developing and 
maintaining a coherent body ownership. Since bodily movements and sense of body 
ownership are inherently connected, lived bodies have a tendency to make a kinesthetic 
difference between self-generated movements and bodily movements which are 
generated by other beings [18]. Self-generated movements refer to ‘self-motion’ when I 
intentionally move my body and feel my movements physically, affectively or socially 
resonating with the external world. However, I can feel kinesthetic sensations of ‘being 
moved’ by the movements of other beings. For instance, being-moved occurs when 
somebody bumps me accidentally on the street and I lose my balance. The third possible 
situation is when I organize my own bodily movements together with some other being. 
Feeling ‘co-motion’ with the other being, for example, is that what happens when I am 
walking along next to someone. Then, I am moving intentionally without being forced 
by the other being or external pressure. Co-motion differs from ‘united movement’ like 
a military parade, a formation of soldiers whose movement is restricted by close-order 
maneuvering as marching. In the case of united movement, the system and its pace move 
my body even if I sometimes mistakenly think that my movements are intentionally self-
motion. 

All these four aspects of movement—self-motion, being-moved, co-motion and 
united movement—have a significant role in outlining ‘kinetic values’ in human life. By 
kinetic values we mean freedom to move in the way that an individual has the right to 
self-motion and co-motion with others while s/he does not need to be moved and 
involved in united movement without his/her own will. In human-robot interaction, 
people face more and more situations when they estimate whether robotic movements 
feel comfortable and motivating or patronizing and humiliating. We assume that the way 
we feel robots’ movements with(in) our bodies is related to feelings of bodily autonomy. 
Only through recognizing kinesthetic distinctions among these four types of motion can 
individuals negotiate their own bodily boundaries with the external world and 
technological devices. 

To outline kinetic values, we also need to consider spatial dimensions of movement. 
Since kinesthesia does not refer to proprioception but to movement trajectories in space, 
we distinguish two different levels of movements, microlevel and local-levels 
movements. The microlevel movements take place within one’s kinesphere or internally 
as somatic motions. The kinesphere refers to the intimate lived space that can be reached 
easily by extended limbs. Kinesthetic sensations are crucial when people feel that their 
intimate space is invaded without their own permission. Kinetic values concern the right 
to being safe in one’s own kinespheres without fear of intrusion. By intrusion we do not 
only mean physically violent acts or sexual harassment but also negative affections like 
condescension and ignoring another person’s embodied presence. Negative affections 
can be felt as living in a hostile atmosphere that freezes people and prevent them carrying 
out their potentials. In this type of situation, people feel paralyzed in their own kinesphere 
without possibilities to co-motion and share their kinesphere with others. So, a 
kinesphere can be easily felt as a ‘prison’ if one’s own movements are restricted to the 
personal space. 
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By local-level movements, we mean spatial choreographies that bodies make in 
social interaction with other living beings and material settings, such as walking on the 
street. Even if we always carry our kinesphere with us wherever we go, spatial 
choreographies concern movement trajectories that we make in reaching neighborhood 
facilities or participating in meaningful social, cultural, and physical activities ‘out-of-
home’. From the perspective of kinetic values, to make such choreographies is not just 
the basic human right to move freely; it also concerns the right to feel through kinesthesia 
other living beings and material settings outside the home environment. Thus, 
choreographies are not instruments to achieve anything but the right to have spatial self-
motion that has a physical or social influence on the external world. 

It is hardly possible that all aging individuals could reach in equal manners the 
kinetic values as we have described them above. It is obvious that in old age, progressing 
diseases and the consequent impairments and functional limitations reduce the mobility 
of bodies. Regarding local-level movements, aging citizens cannot move freely outside 
without other bodies’ support or technological devices. This does not necessarily mean 
that making kinesthetic distinctions among four different dimensions of kinetic values 
would deteriorate or disappear with aging. Next, we continue our discussion of how 
kinetic values are considered in developing the assistive robot technologies for elderly 
people in the context of urban environments. 

4.�Assistive robotics and urban technological infrastructure  

Traditionally, modern urban infrastructure has been understood as a stable material 
system that was built to provide comfortable apartments for city habitants; carry 
vehicular and pedestrian traffic; transport merchandise; supply water, electricity, gas, 
and data; and offer public spaces for social interaction and relaxation. With the 
acceleration of urban development, existing buildings, roads and other material settings 
are to adapt to support new technology infrastructures – to update wiring, to establish 
new media screens for marketing or to add cabling for new network technologies. Urban 
technological infrastructure includes not just material ensembles of information 
technologies; it also includes routines, shared norms and embodied practices that will be 
modified together with new urban technologies [20, 21]. So, in this sense, urban 
technological infrastructure is not static but ‘on the move’. It does not refer to a system 
in the sense of being fully coherent, deliberately engineered end-to-end processes but as 
a never-ending process under construction. Any specific prediction concerning how 
infrastructures will be molded in the future will likely be wrong; but it is certain that 
those needs will be different from today. What is currently happening in augmented 
reality, social media, and social robotics forms new virtual layers in urban environments, 
being partly immersive for some groups of people but remaining meaningless and 
invisible for other groups of city habitants.  

Urban technological infrastructure may be changed radically if new types of 
autonomous or semi-autonomous vehicles, including robot cars that communicate 
directly not only with traffic lights and other infrastructure but allow vehicle-to-vehicle 
communications, are introduced. Since the growth of the car industry in the early 20th 
century, motorized vehicles have provided new ways of moving in the city, modifying 
mediated embodied relations within urban environments. New vehicles like autonomous 
mobility scooters [22], robotic walkers [23], and exoskeletons as wearable technologies 
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[24] are being developed to assist aging pedestrians in their movement trajectories in 
urban settings. 

Mobility scooters are becoming an increasingly popular mobility device and are a 
common sight on many streets in European cities. As Thoreau [25] points out, very little 
is known about the usage of mobility scooters and their impact on embodied activities 
and quality of life, including social relations. Whilst these scooters may help aging 
individuals expand their social choreographies outside home locations, it is also possible 
that the sedentary nature of their usage results in a decline of self-motion. While steering 
the car, the scooter driver’s kinesthetic feelings are limited to the kinesphere of the 
vehicle’s control unit. However, scooters can open up new opportunities for aging 
residents to walk in parks or on pedestrian streets if drivers dare to disembark from their 
vehicles. Another problem is, when there are more and more mobility scooters, how to 
find space for these rather large vehicles on narrow pedestrian paths. The emergence of 
these vehicles will change urban choreography and kinesthetic dynamics among 
pedestrians when pedestrians and new semi-automatic vehicles try to yield to each other 
on the street. 

In the future, small assistive robotics like the new generation of robotic walkers or 
exoskeletons as wearable robotics are expected to amplify the walking of aging people 
in urban environments. The bicycle can be considered as an archetype of assistance in 
physical ability and mobility based on the combination of human power and a mobile 
artefact. In trying to yield one’s own bodily movements, robot actuators should ideally 
blur the boundary between human and technology assisted movement. At the current 
state, exoskeleton systems do not work seamlessly with human bodies by bio-electric 
signals [24]. Users should not feel like they have an exoskeleton on their bodies, instead, 
an exoskeleton should provide a kinesthetic feeling of (physical) capability as the whole-
body experience. Even though experiments with whole mobile suits and power assistance 
devices have been conducted by Japanese robotic scientists since the 1970’s, 
development projects were not successful enough to provide comfortable wearable 
robotics with a reasonable price for consumers. The creation of feelings of co-motion of 
exoskeletons with human movements has remained unsolved for several reasons, 
including issues of safety: sudden involuntary or unplanned movements could result in 
serious injuries if safety protocols are not designed correctly. Designing exoskeletons 
towards co-motion with the human body is not just about studying biomechanics and 
complex neuromuscular systems but also about how exoskeletons can respond to 
individual bodies’ kinesthetic feelings of self-motion when this type of technology is 
worn. If kinesthetic feelings of co-motion with these technologies are not considered, 
individuals may end up feeling sensations of being-moved or united movement in 
humiliating ways by powerful machines. Besides, today’s exoskeleton designers still 
struggle with basic questions like battery problems since these systems operate only for 
a couple of hours without recharging. As wearable robotics are developed for everyday 
usage in urban environments, these devices are much more dependent upon availability 
of electricity than information technologies like mobile phones or tablets. 

Since many robotic solutions are not yet safe to be used outside in urban settings 
(e.g. not waterproof, limited by battery technology, encountering functional problems in 
low temperature), new-generation assistive robots for elderly people are mainly designed 
to be used in private home locations or semi-public residential care homes. Robot 
prototypes like Mobiserv are developed to help elderly people with physical and mental 
problems to live longer in their homes [26]. The Mobiserv robot was just one of the 
several prototypes which received research funding from the European Commission in 
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the early 2010s for developing robotic systems for elderly care. The robot is a mobile 
wheeled semi-humanoid figure equipped with cameras, sensors, audio, and a touch 
screen interface that can remind users to take their medicine or do exercise or can suggest 
that they drink more water. As part of a larger smart-home environment, the robot can 
monitor vital signs and alert emergency services if needed. From the perspective of 
kinetic values, the Mobiserv robot appears as a typical medical-engineering system that 
seeks solutions in robotics focusing on monitoring the body’s physiological conditions. 
To increase physical activity and to prevent mobility decline among older people, the 
assistive robot is expected to motivate older people’s physical activity. A robot as an 
exercise instructor may look promising from the physiological perspective, but many 
people develop oppressive feelings as a reaction to top-down commands [27]. They may 
feel they are losing their self-determination over their own bodies when they are to follow 
robotic commands. In monitoring the physical body and giving instructions for daily 
activities, robotic care easily turns to feelings of being controlled by a machine at home. 

Today’s assistive robots do not yet support elderly people’s movement trajectories 
to compose socially meaningful choreographies outside home environments. The bias 
between the home/private dimension of smart homes and the public dimensions of smart 
cities is concretized in reading EU documents on the developments of smart cities and 
robotics regarding aging individuals. In the 2017 report on the EU’s legislative proposal 
for the development of robotics, care robots for elderly people were seen as useful 
“Assuming that, when robotics are used to assist people, it will be the family that puts 
the robot at the disposal of an elderly or disabled person...” [28, p. 24]. In the EU report 
on the smart city [29], elderly people were mentioned only twice, and both those cases 
were related to home environments. Applications on smart-phones were considered as 
“…safety equipment to monitor the wellbeing of elderly people.” [29, p. 127]. Later in 
the report, it was said that “The programme produced various outputs, from research 
developments to technical solutions enabling elderly people to live longer in their own 
(smart) house.” [29, p. 147]. 

The fundamental question is how robotics for elderly people is designed in a manner 
such that people who suffer from physical limitation could sustain their habitual 
movement trajectories without being captured in a home setting. In the current 
development, speeding up technological urban infrastructure, aging individuals who 
suffer from physical limitations are easily left ‘imprisoned’ in their smart homes within 
robotized and monitoring systems. If robots are inherently mobile spatial objects, their 
functional needs should be adjustable to the urban environment in similar ways as public 
spaces are arranged for cars and other forms of modern transportation [30]. Assistive 
robotic systems can function invisibly in the background to support mobile robot 
devices—at least electric charging. Therefore, a good spatial solution for integrating 
robots into the urban fabric indicates that urban infrastructure with urban planning needs 
to be taken as a relevant component in designing assistive robots. For example, assistive 
robots may need access to information about the area in which they are navigating. This 
may lead to the second fundamental question of whether urban technological 
infrastructure should be built for assistive robots, resulting in a kind of “robotic city”. 
Should robotics be given a preference in city planning, supporting the mobility of aging 
citizens? 

Assistive robots for elderly people as spatial entities require us to think through the 
interplay between technologies and urban infrastructure at large. Instead of starting to 
invest resources on developing ‘top-down’ robotic applications as solutions for social 
problems in aging, more could be done to encourage a range of different ‘bottom-up’ 
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housing options for older people, including co-housing and creating safe and comfortable 
living areas for elderly residents who suffer from dementia. The problem is that the 
power of the medical-engineering model in developing robotic devices for aging people 
has suppressed resources that might be applied to pursuing promising new social 
practices, new housing solutions or city planning from the perspective of aging. The most 
severe problems of aging are not necessarily medical problems but economic and social 
ones, namely poverty and loneliness. Linking the discussion on elderly people to their 
medical problems, including their possible robotic solutions, the more relevant question 
is how aging individuals as a growing population group could develop smart cities more 
vital and culturally and economically attractive for all.  

5.�Conclusions 

Assistive robots for elderly people as spatial entities require us to think through the 
interplay between technologies and urban infrastructure at large. Instead of developing 
top-down robotic applications as solutions for social problems in aging, more could be 
done to encourage a range of different bottom-up housing options for older people, 
including co-housing and dementia villages for people with Alzheimer's and other forms 
of dementia [e.g. 31]. The dominant medical-engineering paradigm in care robotics 
needs to be enhanced by more socially sensitive conceptions of human movement. 

Appling the phenomenological theory of kinesthesia in the context of 
roboethics, we introduced four kinetic dimensions regarding human motility: ‘self-
motion’, ‘being-moved, ‘co-motion’, and ‘united movement’. These dimensions were 
seen as relevant when assistive robots are designed for aging adults. In analyzing mobile 
functions of assistive robots, we emphasized the interplay among assistive robots, 
kinesthesia, and urban technological infrastructure. It is important to recognize this 
interplay when the algorithms of social and collaborative robots are constructed to 
anticipate the users’ conducts and their personal habits. This may mitigate the views of 
a dominant medical-engineering paradigm which relies more on a technology-push 
rather than demand-pull orientation in developing new robotic innovations.  
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Cultural Spaces and Humanoid (S)Care 
Oliver SCHÜRERa,1 

a Department for Architecture Theory and Philosophy of Technics, Vienna University of 
Technology (Research group H.A.U.S.) 

Abstract. Humanoid robots will become socio-cultural actors in cultural spaces—
always already transgressing thresholds between culturally conditioned public, 
semiprivate, private and intimate spaces. How human-like should a humanoid be? 
Could a functional equivalent to phronēsis be programed into machines? How can 
we think relationships with those new artifacts in cultural spaces? Could we provide 
common ground to share cultural space with humanoid robots? 

Keywords. Care, ethics, uncanny valley, phronēsis, relationships to humanoids, 
architectural and cultural space 

1.�Description of the Workshop 

In urgency to govern the emergent robot development, the European Committee 
published a draft report on “Civil Law Rules on Robotics” [1]. Here privacy, general 
well-being, and job-loss through automation are the main issues raised. Surprisingly, 
there is next to nothing on changes in public, semi-public, private, and intimate spaces—
that is, of cultural spaces. Human fantasies for the use of humanoid robots come in a 
variety of guises: from workers, soldiers and servants to entertainers, nurses and 
playmates, including sex partners. But policy agenda pushes the social aspect of assistive 
robots for care work (elderly, dementia) in the forefront. In any case, humanoid robots 
will not only become functional assistants and next media, but moreover also socio-
cultural actors in cultural spaces, always already transgressing thresholds between 
culturally conditioned public, semiprivate, private and intimate spaces. 

The workshop will explore the spatial and socio-political consequences threefold: 
The literally most visible problem in robotic care work is the human urge to 
anthropomorphize those machines. Due to the vagueness of some aspects of the uncanny 
valley effect, this is prone to fail time and again, so how human-like should a humanoid 
be?  

Besides the visually induced uneasiness there are all kinds of suspicions towards 
robots, especially in intimate spaces. But they are about to take in a completely novel 
position besides existing technical objects, plants and animals. How can we think 
relationships with those new artifacts in cultural spaces? 

Any concept of space relies on the properties of the system perceiving it. Machinic 
and human perception systems differ harshly. But humanoid robots are about to establish 
relationships with spatial and social structures, act within these, and will form them to a 
certain extent. How can we share the same cultural space with humanoid robots? 
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2.�List of Talks 

2.1.�Between Empathy and Fright: The Complicated Issue of Human-Likeness in 
Machines 
by Martina MARA, Professor, Linz Institute of Technology, Johannes Kepler 
University Linz 

We humans have a natural tendency to anthropomorphize objects, that is, we imbue “the 
imagined or real behavior of nonhuman agents with humanlike characteristics, 
motivations, intentions, and emotions” [2]. We give names to our cars, we pay 
compliments to computers [3], and we feel with robots when they are tortured [4]. At the 
same time, many people are afraid of robots in particular when they are humanlike. 
According to the “uncanny valley” phenomenon [5,6], humanoid agents that reach a 
certain point of high but not perfect visual realism elicit aversive user responses — or 
more specifically, they give us the creeps. Recent research on the “uncanny valley of the 
mind” [7,8] suggests that people even experience unease when faced with virtual 
chatbots that appear too humanlike, that is, too intelligent or “emotional”.  

People’s desire to see human-likeness in artifacts on the one hand and people’s fright 
of highly humanlike robots on the other hand leads to the question: Is there a right level 
of human-likeness in machines?—A question of increasing relevance from a technical, 
psychological, and ethical point of view. 

2.2.�Artificial Phronēsis: What it is and What it is Not 
by John P. SULLINS, Professor, Department of Philosophy, Sonoma State University 

Artificial Phronēsis (AP) claims that phronēsis, or practical wisdom, plays a primary role 
in high level moral reasoning and further asks the question of whether or not a functional 
equivalent to phronēsis is something that can be programed into machines. The theory is 
agnostic on the eventuality of machines ever achieving this ability but it does claim that 
achieving AP is necessary for machines to be human equivalent moral agents. AP is not 
an attempt to fully describe the phronēsis described in classical ethics. AP is not 
attempting to derive a full account of phronēsis in humans either at the theoretical or 
neurological level. AP is not a claim that machines can become perfect moral agents.   

Instead AP is an attempt to describe an intentionally designed computational system 
that interacts ethically with human and artificial agents even in novel situations that 
require creative solutions. AP is to be achieved across multiple modalities and most 
likely in an evolutionary fashion. AP acknowledges that machines may only be able to 
simulate ethical judgement for some time and that the danger of creating a seemingly 
ethical simulacrum is ever present. This means that AP sets a very high bar to judge 
machine ethical reasoning and behavior against. It is an ultimate goal but real systems 
will fall far short of this goal for the foreseeable future. 

2.3.�‘Konfidenz’ in Robot Companions? Towards a Political Understanding of Human-
Robot-Interactions 
by Christoph HUBATSCHKE, scientific researcher, Department of Philosophy, 
University of Vienna (Research group H.A.U.S.) 

Perfection, serialized doppelgangers, exact movements in incredible speed, effortless 
endurance, sleek designs—these and many more reasons made robots the protagonists 
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of dreams and nightmares alike and lie not only at the core of robot cultures, but also of 
coming economical and societal changes, from automation of work, to robots as 
supposed care workers for an ever ageing society. Critically asking for the economic, 
political and ethical interests this paper challenges the very idea that for humanoid robots 
to be accepted, trust and canniness should be evoked. 

The paper asks for possibilities of a different relationship to humanoids, not built on 
trust or mistrust, on uncanniness or familiarity, but on a relationship which doesn’t try to 
solve the ambivalences: a hybrid companionship. This paper proposes to further develop 
Donna Haraway’s concept of “cross-species trust”, which she developed in regard to 
domesticated animals, also to the question of robots. For Haraway companionship is an 
important ground on which a deep relationship, in which the agency of the other is 
respected and the perspective of the other is internalized and included, is grounded. 

Expanding Haraway, the paper therefore proposes the concept of Konfidenz. The 
German word Konfidenz has a slightly but highly relevant different meaning than the 
English word “confidence”. It describes a general ‘confidenceness’, ‘trustworthiness’, a 
kind of being with that feeling of confidence. What does the concept of Konfidenz mean 
in the context of care work, which is mostly feminized work and economically as well 
as socially marginalized. Is something like post-work-society possible in a capitalistic 
system? 

2.4.�An Architecture Space-Game 
by Oliver SCHÜRER, Department for Architecture Theory and Philosophy of 
Technics, Vienna University of Technology (Research group H.A.U.S.) 

Architecture is dedicated to spatial aspects of life. The domain understands orientation, 
communication and interaction rooted in perception which is always both, culturally 
biased and happening in material space. When bringing humanoid robots as 
technological assistive systems into human’s spaces of living, the consideration of 
culturally biased meaning gets crucial.  

For this rich context a generative, synthetic understanding of space is proposed that 
is called here a cultural space model: multifaceted relations among meanings, objects 
and their localizations are subject to constant processes of negotiation. The constant 
negotiations of those relations are an interactive process, enacted by each participant 
based on the properties of her, his or its perceiving system.  

But the commonly used term ‘perception’ elegantly veils the fact that technical 
perception systems bare only metaphorical similarity to the human perception system; 
but their differences produce far-reaching consequences. As humanoid robots are 
endowed with specialized perception systems, ultimately meant to serve humans, a 
paradox unfolds: Humanoids are being developed for the most private and intimate 
spaces of human life, but they cannot participate in the negotiation process, hence cannot 
participate in human spaces. 

In order to trigger the construction of a cultural space model, the second proposal of 
the talk is an Architecture Space-Game. Inspired by the philosophical language-game, 
the space-game uses the connection between linguistic expressions and human practices. 
By contrast however, the space-game resonates human spaces and is involving 
humanoids in everyday live by human means.  

Will the model and the game provide grounds to let humanoids become satisfying 
systems that care for, and assist humans as elements of human cultural space? Will the 
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model and the game provide grounds to make humanoids evolve into everyday elements 
of human spaces, in being satisfying systems that care for, and assist humans? 
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Socio-Technical Imaginaries and Human-
Robotics Proximity—The Case of Bestic 

Niels Christian MOSSFELDT NICKELSENa,1 
a

 School of Education, Aarhus University 

Abstract. Political/managerial levels intend to reform Denmark through digitization. 
Assistive feeding robotics is a welfare technology, relevant to citizens with no or 
low function in their arms. Despite national endorsement and dissemination 
strategies, it proves difficult to recruit suitable citizens as first users of this new 
technology. This study discusses how the socio-technical imaginaries of 
governmental institutions, technology developers, and affected stakeholders 
distribute agencies and what this means for the implementation of this robotics. The 
principle of ANT (Actor-Network Theory) of ‘following the actor’ inspired the 
study reported here that took place as multi-sited ethnography at different locations 
in Denmark and Sweden. The study contributes to the area of Science and 
Technology Studies (STS) by providing an empirical analysis that views together, 
and holds up against each other, (i) political imaginaries, (ii) the assumptions of 
technology developers, and (iii) the possibilities and difficulties arising for care 
providers and users. 

Keywords. Socio-technical imaginaries, tinkering, STS, welfare technologies, 
assistive robotics, care work 

 

1.�Introduction 

In this short paper, I explore the relation between socio-technical imaginaries, the 
implementation of assistive robotics, and transformations in care work. Citizens with low 
function in their arms are obvious candidates for the use of assistive feeding robotics. 
The association of municipalities in Denmark (KL) endorse this technology based on a 
business case carried out in 2012 [1]. However, it proves difficult both to recruit suitable 
citizens and to sustain use over an extended period. Some researchers have presented 
assistive robotics as the healthcare of the future [2]. Generally, there have been many 
promises for the potential of advanced health technologies, including cost-efficient 
services, engaged patients and connected health professionals [3]. However, the realities 
of implementing health technologies, whether as patients or care providers (CPs), proves 
to be muddled and complicated, in ways often unanticipated by both technology 
developers, policy-makers, and other advocates [4]. Arguably, in order to ensure ethical 
and responsible development, there is too much distance and too little collaborative 
learning among involved groups. I present a case study of the implementation of ‘Bestic,’ 
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a Swedish assistive feeding robotics, which highlights the imaginaries and practices of 
governmental actors, technology developers, and affected stakeholders (users and CPs).   

2.�Analytic Inspiration 

Using material semiotics [5, 6, 7] as analytic resources I scrutinize the socio-technical 
imaginaries in relation to Bestic [8, 9], and the tinkering involved in forming routines 
during implementation [10]. 

The notion of socio-technical imaginaries is  defined as: ‘[The] collectively held, 
institutionally stabilized and publicly performed visions of desirable futures, animated 
by shared understandings of forms of social life and social order attainable through and 
supportive of, advances in science and technology’ [11, 12, p. 153]. The naming of the 
concept of sociotechnical imaginaries indicates links to both political theory, notably 
Benedict Andersons work on imagined communities (see [9] for elaboration on this link), 
as well as to science and technology studies (STS). It invites an analysis of how idealistic 
imaginations of different parties enmeshes with ideas of good [11, p. 11]. Focusing on 
the socio-technical imaginaries involved in assistive robotics thus implies diving into the 
relationship between the imaginaries entertained by politicians’ technology developers, 
affected stakeholders, and see it in relation to the practical effects of these imaginaries. 
Importantly, the notion of ‘socio-technical imaginary’ differs from notions such as 
‘discourse’ or ‘master narrative’ in that socio-technical imaginaries not only  focus on 
language, but also on the relation between anticipations of the future and actual use of 
the technology in practice. Moreover, the notion of ‘socio-technical imaginary’ differs 
from the notion of ‘culture’ by being less monolithic—an imaginary may include both 
contested and conflicting propositions. Various actors hold different socio-technical 
imaginaries that shift when enacted in practice. As such, imaginaries connect and 
interpenetrate different times, places, ideas, structures, and agencies. This is interesting 
in relation to robotics because it suggests analyses that combine politics and interpersonal 
action and link structure and agency by putting together prescribed futures and practices 
that people aim to obtain. I analyze socio-technical imaginaries in regards to Bestic in 
order to illustrate how the Danish state and its institutions currently experiment with new 
technologies that have serious implications for vulnerable citizens [9]. 

Socio-technical imaginaries such as ‘Denmark as a digital pioneer’, ‘Danes as world 
champions in ICT’ currently penetrate the political-administrative landscape and the 
media in Denmark (see for instance [13]. Traditionally Denmark had an agricultural 
economy. However, currently the focus is on opportunities for Denmark to re-invent 
itself by way of digitization. Thus, the government-funded packages for stimulating the 
economy allot more money to digitization, sharing economy, and advanced technology. 
In order to promote this development the Danish prime minister serves as the chairperson 
for the national Disruption Council where leading officials work towards identifying 
potentials for new uses of digitization. As part of this imaginary the Danish government 
recently published an ambitious Digitization Strategy (2013-2020) [14]. This document 
profiles the national implementation of welfare technology (p. 28). Four welfare 
technologies are being implemented on a national scale (assistive feeding robotics being 
one of them) in order to provide a modern infrastructure [15, 16] that leads to ‘active 
citizenship’, better work environment for CPs, and reduced costs. This relates closely to 
demographic challenges—as the population ages with fewer CPs to recruit for a growing 
number of elderly people.  
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I see these political acts as elements in a socio-technical imaginary on a national 
scale, but such imaginaries are not only ideals. Rather, they combine subjective and 
psychological dimensions of agency with the structures of technological and political 
systems and cultures [11, p. 24]. Thus, imaginaries engrain in everyday practices of users 
and CPs and thus enact everyday life in this case by way of assistive robotics. By 
combining analyses of political level documents with field studies of technology, 
developers, and affected stakeholders, this study is in line with the ambitions of Latour 
[17] of analyzing complex phenomena by both localizing the global and intangible and 
likewise globalizing the local, in the course of investigating how particularities are linked 
to wider phenomena. Moreover, an analytic focus on socio-technical imaginaries not 
only puts focus on the here and now, but also includes the desirable futures and values 
towards which actors orient themselves. In that sense, socio-technical imaginaries are 
performed value systems. 

When seeking to understand care innovation in relation to the socio-technical 
imaginaries tied to assistive robotics it is crucial to analyze how the users and CPs 
practically organize their worlds of work. By the notion of tinkering Mol, Moser & Pols 
[10, p. 15] seek to disturb, complicate and contribute to the care-technology relation. In 
a crucial chapter in Mol, Moser & Pols’ 2010 book Winance [18] has demonstrated the 
tinkering involved in adapting wheelchairs for the disabled. Tinkering, she argues, is a 
matter of arranging people and technical aids and continually to change tiny details to 
ensure optimal collaboration between humans and non-humans. This opens up the 
possibility that technology constitutes an aid (or obstacle) not only for the user, but also 
for the CP. This has comprehensive implications for an analysis of the relationships 
between assistive robotics, technology developers and affected stakeholders. Instead of 
casting care and technology into the roles of opposite sides, as ‘warm’ and ‘cold’, 
respectively, technology is just another part of care work and simply adds to what is 
already there. Drawing on Jasanoff & Kim [8] and Mol, Moser & Pols [10], I follow 
Bestic around in various sites in order to explore how socio-technical imaginaries emerge, 
what they mobilize, and how they distribute agencies. The guiding research question is 
as follows: How do relations among a number of socio-technical imaginaries interfere 
and how are they enmeshed in care for the disabled? 

3.�Design of the Case Study 

The empirical study comprises qualitative data in relation to the implementation of Bestic. 
Data collection took 4 months and took from Oct 2017- Jan. 2018. It draws on the 
methodological approach of actor network theory [17] and its principle of ‘following the 
actor’, which in this case is Bestic, the assistive feeding robot. The study was designed 
as a multi-sited case study at different locations in Denmark and Sweden [19, 20, 21]. 
My interest in assistive robotics is motivated by the ongoing national implementation of 
digitized welfare in Denmark. I wish to contribute to an ethically reflected and practically 
sustainable implementation of assistive robotics. The particular interest in Bestic started 
due to widely expressed potentials concerning assistive feeding robotics, which is 
notably still unprecedented. In addition, Bestic due to human-robot proximity constitute 
an interesting human-robot interaction case. At last, the fact that Bestic is immediately 
controversial and non-popular in many observers’ eyes, yet broadly endorsed by the 
authorities makes for a dilemmatic constellation that immediately caught my interest. 
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Alongside desk research, the data collection consisted of observation of 3 meals and 
12 semi-structured interviews. First, I interviewed an official in the Danish 
municipalities association about their national welfare technology plan that is to 
encompass significant financial savings (2014-2017) [23]. In Stockholm, I interviewed 
the CEO and the developing engineer in Camanio Care, the producer of Bestic. 
Subsequently, I interviewed the head occupational therapist in Slagelse a small Danish 
town 80 km from Copenhagen. This gave access to a number of affected stakeholders. I 
interviewed two users suffering from cerebral palsy, four CPs at home institutions, and 
four CPs at an activity center for disabled citizens. I observed a young male, Tonni (all 
names are pseudonyms to protect the informants) eat with Bestic three times; first, in the 
activity center where I also interviewed Tonni and the occupational therapist, as well as 
three CPs, and later in the home institution. In relation to this, I interviewed Tonni and 
two CPs. Tonni can speak for himself. The interviews took between 30 and 120 minutes. 
I recorded them on a Dictaphone and a research assistant transcribed them verbatim. I 
developed two interview guides, respectively for technology developers and affected 
stakeholders. I asked technology developers about functions and technological readiness, 
the design process, unintended effects, and ethical considerations in use. I asked the 
affected stakeholders about the functions, ethical issues, and everyday use in practice, 
implementation and emerging routines. In this case, the interviews worked as further 
inquiry into observations during the meals. Thus, the focus was on (i) routines and 
changes of routines in relation to the meal; (ii) any observed changes in the CP-user 
relationship; (iii) quality delivered to and experienced by the user. I coded the interviews 
by a simple read/re-read and highlighter approach. Then, I analyzed the material with the 
research question and the notions of socio-technical imaginaries and tinkering in mind. 

I observed three one-hour sessions of meals with Bestic and one manual feeding 
meal. Two meals were at the adult day care center and one at Tonni’s home institution. 
I was sitting in front of him with notebook and telephone (in order to video record). In 
advance, I had obtained permission to take photos. In view of the fact that eating is quite 
intimate, this set-up was perhaps excessive. However, from this position, I could inquire 
into all aspects of the meal. I presented myself as robotics researcher, and all involved 
explicitly accepted my attendance. The interest during observation focused on the 
performance of Bestic, the CP’s organization of the meal, and Tonni’s interaction with 
the robotics application. 

4.�Analysis 

4.1.� Imaginary of Digitized Welfare 

After an election in Denmark, the new social democratically leaded coalition government 
wrote in their coalition agreement ‘A united Denmark’ (October, 2011): ‘We will work 
for.....welfare technological services at a large scale’ [22, p. 44]. The document mentions 
welfare technology five times even as an export article. The Ministry of Social Affairs 
later announces three prerequisites for funding for welfare technological projects: 1) 
labor savings, 2) quality experienced by the citizen, and 3) work environment flexibility. 
The municipalities’ financial agreement for 2014 launched a joint municipal effort for 
national dissemination of so-called ‘mature welfare technology’, promoted in relation to 
a plan of a profit realization of 70 million euros. In line with this, the association of 
municipalities social policy proposal 'Invest before it happens' (2013) [23] states that 
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municipal efforts must be based on the citizens’ own resources as well as their active 
participation, and it must be able to support people's self-reliance. Increased use of 
welfare technology, they claim, is one means to realize this vision. Later the 
municipalities association established the Center for Welfare Technology, whose task is 
to produce yearly status measurements for the dissemination in all municipalities of 
lifting technologies, wash toilets, assistive feeding robotics and various technical aids 
[24]. These initiatives and strategies not only elucidate the imaginary and strong political 
focus in Denmark on providing active citizenship by way of welfare technology and 
robotics. In addition, successful technologically driven care innovation may solve pivotal 
problems in an expanding and expensive sector characterized by increasing problems in 
recruiting personnel. 

4.2.�Imaginary of Empowerment of the Users 

The CEO and the developing engineer at Camanio Care emphasize that empowerment 
of the user is the most important value potentially delivered by Bestic. The user ought to 
be in control, the CEO claims, and empowerment is about respect, caution, security and 
usability. A meal is not simply a matter of moving food from the plate to the mouth. 
Rather, the meal is an important social event that relates to community, gathering and 
conversation. “At almost every celebration we have a meal. That is what we want the 
user to be part of”’ the developing engineer says. Thus, Camanio Care designed Bestic 
to fit neatly on the table. It should not look too much like a robot and it should not be 
noisy. Although it is made of plastic, it is supposed to look like porcelain. During the 
design process, it was important that Bestic is easy to wipe off and that it is mobile. 
Therefore, it comes with a knapsack, which contains all the accessories. In their quest 
for empowering the user, the technology developers are critical of the trope that humans 
are empathic and machines are not: 
 

Being fed by a person may very well feel more unethical than eating by yourself with an aid. Those 
coming to help me can be anyone who I do not know and who do things more or less the way I prefer. 
To say that humans are always ethical and machines are always unethical is too black and white. The 
humans do not necessarily represent the ethical dream. One can seriously problematize the extent of 
human empathy. (CEO of Camanio Care in personal communication) 

 
Thus, the technology developers to some degree position themselves in opposition to 
CPs, and claim the use of Bestic often stops because the CPs are not willing to change 
meal routines. The CPs for instance have to make sure Bestic is charged and that all the 
needed elements are in place. According to the technology developers, the failure on the 
part of CPs to set-up Bestic properly mainly is due to lack of knowledge. There is neither 
formal basic education in the administration of assistive robotics nor is there any 
continuing education. In addition, training is lacking. Due to this, according to the CEO, 
the CPs trade counterproductive myths about the technology serving economic gain 
instead of quality and instrumentality instead of empathy.  
 

The use of feeding assistive robotics does not lead to more quality or less quality in itself; neither does it 
lead to more or reduced staff in itself. This is a question of what you do with it, but there are often not 
sufficient staff at breakfast, lunch and dinner. This is where Bestic may or may not lead to improved 
quality. (CEO of Camanio Care in personal communication) 
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You need to learn to use Bestic through training, and quality is not a matter of what 
Bestic is, but how it is used. Therefore, in order to empower users, CPs need education 
and training in the use of assistive robotics. 

4.3.�Love of Technology as an Imaginary 

Tonni is 32 years old and suffers from cerebral palsy. He lives at a home institution with 
five other challenged citizens. He loves technology. Technology gives him independence, 
he explains. He has used Bestic for two meals a day for 14 months. He does not use it 
for breakfast. In the mornings, he explains, he is annoyed and then he cannot use Bestic. 
Moreover, he is busy getting to the activity center. He brings Bestic in a knapsack from 
the home institution to the activity center, where he joins a music group. Here, he enjoys 
his lunch with Bestic. The following is a vignette from observation of Tonni eating his 
lunch. 

Nete (CP) prepares Tonni’s lunch by mounting a table onto the wheelchair. She 
unpacks the robotics from Tonni’s knapsack and mounts it on this table. It takes a few 
minutes. Attentively, she spreads chicken and rice on the plate. Soon, Tonni slowly and 
carefully activates the blue panel lying on the table with his left elbow. The Bestic-spoon 
and arm goes down for food. Unfortunately, it shovels the food over the edge of the plate. 
It ends on the table. Nete smoothly lifts the food back with a spoon; she also gently 
adjusts the position of Bestic a little bit. As Tonni continues, the arm and spoon now 
swings too far out. The spoon brushes Tonni’s cheek and due to his lack of muscle 
control--even though he bends his neck and snaps after the food--he cannot get the 
spoonful into his mouth; again, the CP slightly rearranges the position of Bestic. 

Simultaneously the three CPs sit at an adjacent table and eat their lunch. Before 
Bestic, one of them would sit completely with Tonni and feed him manually. Now, the 
three of them sit together. They can talk during the lunch (now more or less a lunchbreak). 
However, Nete now and then helps Tonni. This provides them with flexibility and 
overview, they agree. Another CP, June, is particularly fond of Bestic, she explains. She 
appears to be Tonni’s favorite eating partner. Since manually feeding another human 
being is a demanding task, she believes Bestic not only cares for Tonni, but also for her. 
During the interview the CPs, tell me about Tonni’s eating partner hierarchy. Tonni 
prefers to eat with June, but he prefers Bestic to Nete and he does not want to eat with 
Helge at all. Helge is thus in the last place, and Bestic is rated as the second best eating 
partner. This peculiar hierarchy in eating partners, I believe, illustrates in interesting 
ways both emerging opportunities and transformations in care work as an effect of 
assistive robotics. Human assistance now compares with robotic assistance. Tonni’s love 
of technology and his ambition to decide for himself with whom and how to eat, may 
however at times clash with the CPs’ imaginaries of care as a question of gathering, 
community, and empathy. This clash became much clearer when I visited Tonni at home. 

4.4.�Imaginary of Impaired Care 

As the preceding observations suggest, Bestic distribute agency to Tonni. Apart from 
interactions with human CPs, his primary interface with his surroundings at home is a 
control box and a joystick mounted on his wheelchair. By means of these, he opens and 
closes doors. He controls the curtains and even the ventilator in the kitchen. He uses the 
joystick and control box to navigate his phone, to put on music (also in the bathroom), 
and to start movies in his room. To the great worry of the CPs, in the evening Tonni 
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prefers to eat alone with Bestic in his room while watching movies. Although this 
ambition is not in accordance with the care values of the CPs, they support him. To make 
this possible the CP needs to remove the joystick in order to attach the eating table on 
the wheelchair, and thus Tonni’s agency is cut off. The CP places Bestic on the table; 
serves the food, starts a movie, and leaves the room. Tonni now eats alone, but he has no 
control besides simple activation of Bestic’s blue panel. Tonni mentions that he is afraid 
of suffocating from the food. If that happens, he cannot contact the CPs. He may shout, 
but no one will hear him. During mealtime, the CPs are busy. If he wants to change the 
movie, he cannot. He can only wait. The CPs have recently decided that Tonni is only 
allowed to eat in his room when three CPs are at work. Due to potential realization of 
financial cuts on labor, as an effect of Bestic, the CPs explain, in the future they will 
perhaps only be two at work during dinnertime. However, these cuts are not yet realized. 

Thus, the CPs express doubt as to the value of Bestic. The CPs maintain that they 
constitute ‘a home’, thus expressing certain imaginaries in relation to robotics. Helle, 
Tonni’s contact person, says, “Here it is important that we do the things that you do at 
home.........when we eat, we sit down and there we are together. We are a home. There 
are some values that apply”. Helle emphasizes the particular context and style that 
applies to ‘home’ and does this in ways that question whether Bestic is appropriate. In a 
home, you eat cozily together and apparently not alone with a robot in your bedroom. 
However, as we have seen, this is exactly what Tonni wants to achieve. 

By contrast, the CPs at the activity center are fond of Bestic and see it as an aid for 
their use. As an effect of Bestic, they can play more music, coordinate their activities, 
and have a regular lunchbreak. The CPs at the home institution on the other hand are 
skeptical. Helle fears it may be too convenient for the CPs simply to mount Bestic in 
front of Tonni and leave his room. She also fears that due to potential municipal budget 
cuts, Bestic will have to function without the assistance of a human. Thus, the CPs stress 
that if Tonni is not always the one that decides when to use Bestic, the municipality’s 
ambition to save on labor costs will embrace impaired care. 

5.�Discussion and Conclusion 

Assistive robotics constitute a strong contemporary factor in socio-technical imaginaries 
and attempts to re-organize care for the disabled and modernize the welfare state. This 
relates not only to the international trope of ‘active citizenship’, but also to savings on 
labor costs, quality and flexibility in care work. Yet, it appears Bestic hardly lives up to 
being such a technology. There are indeed noteworthy clashes between governmental 
plans and ideas and different performances and versions of assistive feeding robotics. 
Inspired by material semiotics this short paper outlines and discuss four ideas concerning 
how robotics can or cannot support disabled citizens with low or no functions in their 
arms and hands, which I articulate drawing on Jasanoff & Kim [8] as socio-technical 
imaginaries pertaining to Bestic. The relevant imaginaries are: (i) the imaginary of 
digitized welfare, (ii) the imaginary of empowerment of the user, (iii) love of technology 
as an imaginary, and (iv) the imaginary of impaired care. The imaginary of impaired care 
hardly counts as a positive vision of care robotics, but socio-technical imaginaries can of 
course also be ‘negative’ and even ‘dystopian’. It seems that the home CPs assess Bestic 
in relation to an ideal of a maximum of human-to-human care.  

This paper and analysis aims to contribute to STS and social work studies by 
providing an empirical analysis of a real-life example of an implementation of assistive 
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robotics technology, viewing together political visions, the producer’s usability 
assumptions, and the hassles and professional ambitions of CPs and users. There have 
been many promises regarding assistive robotics and during recent years, the Danish 
government has exhibited pronounced technology optimism concerning welfare 
technology. However, this short paper’s analysis shows that the realization of the 
promises is a muddled and complicated process that develops in ways that are clearly not 
anticipated by policy-makers and technology developers. There are obvious tensions 
between the imaginary related to digitized welfare and active citizenship promoted by 
the Danish government on the one hand and, on the other hand, the efforts and struggle 
that these policies betoken for the caregiving institutions. By way of observation and 
interviews with affected stakeholders, this analysis elucidates both the independence that 
can be obtained with assistive feeding robotics as well as situations when the tinkering 
with arrangements of people and stuff is not successful. As such, socio-technical 
imaginaries of public officials, technology developers, users and CPs weave into each 
other and shape present-day use. All argue for user-self-reliance and empowerment. 
Whereas the technology developers see the CPs’ lack of compliance as thwarting 
empowerment, the CP’s hold that empowerment of the user cannot be achieved in the 
service of expense cuts, forced use and municipal labor savings. Thus, the widely 
announced potentials of this example of welfare technology are still without clear 
precedence. I propose that much is at stake here and that successful human-robotics 
proximity in relation to care for the disabled demands thorough and sustained 
engagement, tinkering, new routines, and detailed understanding of the situation of the 
user.    
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Robots for Elderly Care Institutions: 
How They May Affect Elderly Care 

William Kristian JUELa,1, Norbert KRÜGERa, and Leon BODENHAGENa 
a

 The Maersk Mc-Kinney Moller Institute, University of Southern Denmark, Denmark 

Abstract. “Welfare robots” are supposed to help maintain the quality of elderly care 
in institutions, while a dramatic demographic shift will lead to a significant problem 
attracting a sufficient number of caregivers. We give a status on the state of the art 
of welfare robots with a focus on the technical challenges that will constrain the 
development of robots in the next two decades. From this it follows, that robots will 
be recognizable as machines in the near future. To stay in concrete grounds, we will 
describe three use cases that are currently addressed in a project in which we design 
robots that will be applied in elderly care centers. These serve as examples of the 
kind of welfare robots that could realistically built in the near future. In the last 
section, we discuss the role such robots could take and how they could change 
elderly care in the near future. 

Keywords. Welfare robots, social role of robots, elderly care 

1.�Introduction 

There exist expectations that robots will play an important role in addressing problems 
in elderly care connected to the so called ”demographic challenge”: Through the demo- 
graphic development, there will be more elderly people requiring care and less people 
available for giving care [1]. Experts in elderly care management agree, that the way of 
operating elderly care facilities requires changes because of an already now existing but 
in the future increasingly dramatic lack of ”warm hands” e.g. care-caregivers. The hope 
is that this demographic shift can be compensated for by technology. In 2004 Rastegar 
[2] points to an, at that time, ongoing process of industrialization of health care, the health 
care system was undergoing changes in the organization of work, like how other 
industries did centuries ago. This process was characterized by an increasing division of 
labor, standardizing the work, managerial superstructure, and the degradation (or de-
skilling) of work. This industrialization is ratified in today’s health care system and we 
now face the next level of industrialization which is the ”automation of elderly care”, 
where the replacement of warm hands through robots are manifest. 

There also exist high and partly unrealistic conceptions about the state of the art of 
robotics: In the media we see visions of humanoid robots that look and act similar to, 
sometimes even indistinguishable from, humans: In some vision, robots are even seen 
on an equal footing with human partners, replacing all problems that make human 
relation- ships interesting but also sometimes challenging [3]. 
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(a) Laundry and garbage 

handling 
(b) Guidance (c) Water delivery 

Figure 1. The three cases of the SMOOTH project (all illustrations made by the Danish Technological 
Institute) 

In this article, we intend to give a more realistic picture on how robots in elderly care 
might look like and what roles they will be playing. To stay on reasonable grounds, we 
will look at a time span of two decades. Technological development is too unpredictable 
to make serious statements beyond that time window. Our central thesis is, that these 
robots will be machines and will be recognizable as those. 

The reason for that (as it will be detailed in section 2), despite all progress that has 
been made in the last decades, is the technological challenges that today’s robotics face. 
Engineers and researchers are still not able to design human like perception and 
behaviors on robots. Therefore, robots will not be able to substitute human care-givers 
in the near future, which also is not desirable in any case. 

How robots in elderly care might look like in the next two decades will be discussed 
in section 3. To stay on sufficiently concrete grounds, we will discuss robots that are 
currently being researched on in the SMOOTH project (Seamless huMan-robot 
interactiOn fOr THe support of elderly people, smooth-robot.dk [4]). The SMOOTH 
project aims at developing robots to be used in elderly care centers, targeting a market 
entry in 2022. These robots are supposed to facilitate the work of care-givers as well as 
to improve the quality of life of elderly people. In a participatory design process, three 
use-cases have been developed. In one of them, the robot will assist the staff in managing 
laundry and garbage (see figure 1a). In two other contexts, these robots will be interacting 
with elderly people: In the second use case, the robots will guide the elderly people from 
one place to another, as illustrated in figure 1b. As an extension of this use case, the robot 
could also just walk together with a resident for increasing his/her activity level. In the 
third use case, fluids are served to elderly people and by that, residents will also be 
reminded and motivated to drink enough (figure 1c.) 

The development of welfare robots should be guided by ethical considerations about 
how we want to develop our society as a whole, being aware that elderly people are one 
of the weakest and most fragile members. To facilitate the acceptance of robots by the 
staff of elderly care institutions as well as their residents, it is also required to design the 
appearance and behavior of the robots in an appropriate way ensuring the dignity of the 
humans interacting with the robot. For that it is important to be aware of the expectations 
and capabilities of the residents. The (social) role, robots in elderly care could take as 
well as how this might change elderly care in the future, will be discussed in section 4. 
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(a) Care-O-Bot 4 

 
(b) Pepper 

(c) The MiR100

 

Figure 2. Robotic solutions for the health care system. Permission to use the figures are given by (a) 
Fraunhofer Institute, (b) Softbank Robotics and, (c) Mobile Industrial Robots  

2.�Technical Aspects of Welfare Robot Development 

In industry, robots have been utilized for decades. However only recently industrial 
robots, i.e. collaborative robots, and humans start to share the environment rather than 
being separated by a fence and collaborate on tasks [5]. Also, various mobile solutions, 
e.g MiR [6] (see figure 2c) or GoPal2 , designed for performing logistic tasks in an 
environ- ment shared with humans, have been introduced. In parallel, robot technology is 
also being introduced in other domains, such as telepresence robots [7] tailored to health-
care applications, business communication or private people. 

In addition, there exist more complex welfare robots which even can be equipped 
with arms such as the Care-o-Bot [8] (see figure 2a). While applications that do not 
require an arm, such as guiding people in large stores, are already operating on a high 
technical readiness level [9], applications making use of the arm are still in a laboratory 
phase. Another type of robots also equipped with arms is the Pepper robot [10] (see 
figure 2b), which is used in applications such as welcoming, informing, and amusing 
customers. Here the arms are used only for gestures supporting verbal expressions.  

The availability of solutions at a high technical readiness level was facilitated by a 
couple of important milestones being achieved: with the introduction of Microsoft’s 
Kinect camera in 2010, an affordable 3D sensor facilitating efficient scene analysis, 

                                                        
2 http://www.robotize.com/, accessed:22-6-2018. 
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crucial for robot interacting with their environment, was introduced and quickly adopted 
by the robotic community [11]; human aware navigation, in particular in indoor 
environments, has been solved to a level where mature solutions are commonly available 
[12]. Recently, with the increase of computational power, in particular graphics card 
applicable for parallel calculations, deep neural networks have gained attention [13]. 
While their impact on robotic applications is still limited, deep neural networks have 
demonstrated real-time detection of objects [14] on much higher performance levels than 
be- fore. Although neural networks nowadays even outperform humans on selected 
recognition tasks, artificial intelligence is not expected to outperform human 
manipulation and reasoning in the near future as stated by Christensen et al. [15, p. 6]: 

We might be able to design neural networks to learn the correct features to beat the 
world champion at Go, but that same neural network cannot beat a 5 year old at tic-
tac-toe. 

These problems in developing more complex welfare robots are connected with 
technical challenges in at least six areas: 

•� Design of a human-like skin: There is no technical match for the magnificent skin 
encompassing a variety of tactile sensors humans (and animals) have. However, this 
is required for complex manipulation. 

•� Design of human-like hands: We are far away from building hands with the 
complexity of human hands. The hands of robots that are used today in real 
applications are clumsy and the more sophisticated hands in labs are not robust and 
still far away from the dexterity of human hands. 

•� Manipulation of objects: Even if we had artificial hands comparable to human 
hands with sophisticated skins, we would still need to design a control of these hands, 
that would allow for a manipulation of objects as humans are able to perform. For 
humans, this takes years in child development and the learning mechanisms are not 
understood. 

•� Moving on legs: While there has been significant progress on walking robots, like 
the Atlas from Boston Dynamics [16], there is still a long way to design stable 
walking behaviors when movement and manipulation are combined or interactions 
with other agents take place. Also, a fall of a robot in, e.g., an elderly care home, is 
something that should be under any circumstances avoided. Hence, we predict that 
in the next two decades, robots in public spaces will primarily move on wheels. 

•� Cognitive control: While a substantial amount of research on reasoning and 
knowledge representation has been done (see e.g. [17]), performing high-level 
reasoning based on real world sensor data is still a challenge today. This, as well as 
challenges in the hardware development mentioned above, accounts for the lack of 
applicable solutions on mobile manipulation which is expected to call for a least a 
decade of research [18]. This also implies that robots typically cannot substitute 
humans since they by nature are mobile and manipulate their environment.  

•� Design of appropriate Human-Robot-Interaction: The interaction between hu- 
mans is built on a well-functioning speech and object recognition, as well as other 
sensors such as smell and taste, and finally also tactile sensing. While there has been 
significant progress in speech and object recognition, today’s systems can still only 
be used in rather controlled environments when a high degree of performance is 
required. 
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Because of these challenges, the robots we will see in care-facilities in the next two 
decades will most likely be machines on wheels. These machines will navigate in the 
environment of humans while also communicating and collaborating with humans. The 
machines will operate alongside humans performing repetitive tasks and by that re- lease 
the necessary resources for more and better care. However, the tasks they perform will 
involve an increasing number of free parameters, such that the robot adapts to variations 
in the tasks. In contrast to industrial robotics, grasping and manipulation is much more 
complex in general scenarios. In elderly care institutions the environment changes 
frequently and objects are very different. We believe that to be technically and 
commercially feasible for the next decades, it is unrealistic that welfare robots will have 
complex manipulators connected to robotic arms. However, less dexterous devices to 
manipulate the environment might be usable for specific tasks. 

3.�Robots in Elderly Care 

From the challenges described in section 2 it follows that robots in elderly care hardly 
will be recognized as being human-like. They would fail to solve ”simple tasks” such as 
handing over a cup of tea. They will with high likelihood move on wheels and will not be 
able to deal with unexpected situations. Hence, they will be clearly recognizable as 
machines. Consequently, we should probably not try to trigger a humanoid perception 
since this could end in disappointment. 

The limits of what is technologically possible will also put demands on welfare 
robots cost-efficiency since a care-giver could not be directly replaced by a robot. It is 
therefore an important and non-trivial task to find appropriate use cases. Here repetitive 
tasks such as guiding, serving water and logistics are good candidates. To ensure cost- 
efficiency, it will be important that these robots—despite their limited capabilities—are 
able to solve a variety of use cases. In the design conceptualization we had four main 
objectives the design had to accomplish: 
 

•� Affordability was facilitated through an economic distribution of sensors and 
general hardware. The design was kept simple and mechanisms of the robot have 
limited complexity. 

•� Modularity accord with affordability, it creates a far stronger business case if 
modularity is facilitated through the design. This was done by the robot having 
interchangeable attachments, that can be changed depending on the use case. 

•� Simplicity means that it should be clear to the care-giver and care-taker what 
the robot can and will do, how and where to interact with it. 

•� Acceptability accord with simplicity. Ease of use as well as the physical 
attributes of the robot play a role in whether users accept it into their work flow. 
It is important that the robots design allows it to convey its intentions as well as 
its internal state, while in no way facilitating misuse of the robot. 
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(a) (b) (c) 

Figure 3. The SMOOTH robot. (a) and (b) show different modules for the logistic and 
drink serving use cases and (c) illustrates the robot being applied to the guidance use 
case. 

 
Especially simplicity and acceptability play a key role in robot ethics. To avoid 

feelings of misunderstanding and human submissive behavior towards a robot, it should 
be clear to the user what the robot intends to do, how and when. The robot’s embodiment, 
physical attributes and the way it interacts and manipulates in our environment, provide 
clues about this. Combined, with an intuitive user interface the robot can convey its 
intentions as well as its internal state, and by that ensure proper use of the robot while 
ensuring the dignity of the user. 

The embodiment of a robot also provokes a kind of recognition where humans give 
a robot, with a human-like embodiment, human-like traits. This combination contributes 
to whether, or to what degree, the robot ”takes” a social role in a given situation. 

On figure 3, the design concept of the SMOOTH robot is presented. Figure 3a and 
3b show possible attachments for the laundry and drink use cases. The bin has a handle 
and wheels, which makes it easy to push around manually when not attached to the robot. 
The rolling serving tray is one possible attachment for the serving drinks use case. The 
guiding process is illustrated on figure 3c, with information displayed to the user via. a 
screen on the rear side of the robot. 

Welfare robot should also be able to predict human reactions and actions, this can be 
done by taking body language and interaction patterns into account as much as it is 
possible with current state of the art technology. Essentially, the human perception of a 
welfare robot is shaped by its behaviors and physical design. In our view, it is crucial that 
welfare robots can anticipate human actions and pro-actively act on these, to arrive at 
smooth and hereby acceptable behaviors. For this, in the SMOOTH project, we plan to 
use an adaptable state space transition model that exploits regularities in interaction 
patterns. 

4.�How Will This Change Elderly Care? 

As outlined in section 3, it is evident that robots will—in the near future—not take 
away ”warm hands”. Many tasks that care personal performs today cannot be performed 
by robots, due to the technological challenges outlined in section 2. The robots will not 
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have complex hands for manipulation, probably they will operate on wheels and the 
interaction with these robots will characterize them as machines. Hence an ”automation 
of elderly care” is neither possible within the next 20 years, nor is it desirable. 

To avoid frustrations of human’s expectations to the robot, the SMOOTH robot has 
been designed to minimize human-like associations, e.g., by avoiding the use of facial 
expressions and minimize the use of anthropomorphic features. The goal for this is to 
design a robot which is recognizable as a machine. In the three use cases developed in 
the SMOOTH project (see figure 1), the robots act as an entity that provides services. 
Hence it should be perceived by the staff and residents as a tool and not as an equivalent 
to a human care giver. However, there exists a gray area in-between ”tool” and ”a care 
giving agent” and we need to identify which expectations, intentions, and human-like 
associations are made towards the robot. 

It will be decisive that the SMOOTH robot is able to precisely and accurately, through 
its appearance (combined with signals), convey its capabilities such that humans in its 
surroundings easily can interpret and respond to it. The physical appearance of the robot 
is designed simple and elementary with only few anthropo-morphic features that can 
facilitate the transparency of the robot’s capabilities (and lack thereof) to humans. 
Combined with this, the robot will be interacting with humans and assist them in various 
tasks, therefore social attributes or social cues are a key part of the SMOOTH robot’s 
functionality. However, this will be facilitated by the robot creating dialogue and through 
the movement and proactive behavior of the robot rather than via excessive use of non-
verbal cues. 

Breazel [19] explains how social robots designed for health care that uses non-verbal 
cues make the interacting human subconsciously interpret, form social judgments, and 
respond to robots as they would do when the cues were performed by people. The humans 
interacting with these robots have their social judgments of things like trustworthiness 
and persuasiveness impacted when the robot’s non-verbal cues are adjusted. This makes 
the robot able to, at different degrees, deceive and manipulate humans to a perception of 
the robot which is in fact false. When we introduce robots to care facilities, it is of 
paramount importance that it won’t lead to deterioration of care. This can happen when 
the elderly loose human contact and socialization when a robot takes over care- givers 
tasks. We will discuss how welfare robots in the form of social robots can have 
deteriorative implications when introduced to care facilities. 

The robot used to form the discussion is the humanoid social robot Paro [20], which 
is a robotic seal designed to have therapeutic effects for elderly. The Paro [20] is a 
therapeutic tool that potentially has the ability to replace a care-giver in an intimate social 
interaction. The Paro’s use of non-verbal cues makes it deceive and emotionally 
manipulate elderly (especially with dementia or general cognitive decline), by showing 
high similarities with animal behavior and by the use of morphologies, to make them 
think it is real. 

The intention of developing Paro has been to use it as a therapeutic tool, but if the use 
is not regulated properly it can have detrimental outcomes [21]. Robert Sparrow explains 
that there are several benefits of a robot like the Paro but the majority of these are 
predicated on the elderly mistaking, at a conscious or unconscious level, the robot for a 
real animal [22]. As we also outlined earlier here, the use of non-verbal cues has impacts 
on people’s social judgments, and in case of the Paro, it also gives an impression that it 
can interact and behave like a real animal which makes the therapeutic effect depend 
upon the degree of deception. 
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In contrast, the SMOOTH robot is a social robot with general purposes, designed to 
interact with humans and especially elderly in a socio-emotional fashion via. dialogue. 
The limited use of non-verbal cues combined with a non-identifiable design, i.e., non- 
animal or humanoid, makes us believe that the users will recognize the robot rather as a 
tool than a social agent while the success of the robot is not depending on how well the 
robot deceive its users. Hence, the SMOOTH robot should be understood as a tool for 
the care-receivers and care-givers and not as a replacement for the care-givers or a 
companion for care-receivers. However, in the SMOOTH project, we also face some of 
the same problems as discussed at the example of the Paro robot. In the following we 
will identify and explain these and discuss how we plan to address them. 

A potential risk of replacing relationships is identified in the guiding use case. Al- 
though, at a first glimpse, one may not realize any concerns since we simply help the 
care-receiver to another location in the care facilities. However, tasks like this are 
offering the occasion to be with another person and trigger social interactions. A guiding 
process is used by the care-givers to administer empathetic touch, and to make small talk 
with the elderly. Therefore, leaving the guiding process to the robot could create a form 
of isolation and loss of human contact. This is important to realize, and we should use 
this knowledge and try to make up for the modification of care by playing music for the 
elderly and projecting images of things that they like, e.g., family photos and art or 
through dialogue and especially persuasive dialogue. 

This, even though it is verbal cues (dialogue and persuasive dialogue), and therefore 
we do not face the same problems as with non-verbal cues outlined earlier, we still have 
ethical considerations. Persuasive dialogue is per se done with the intention, or at least 
with the result, of encouraging people to, in this case, follow the robot. This could 
potentially have the effect of deluding people about the nature of the robot, which can 
set the robot in a social role and shift it away from being perceived as a tool. Although 
the perception of the robot being a social actor are not our primary intention, it can happen 
during the everyday usage. One could argue, that having welfare robots being perceived 
as social actors are acceptable when it occurs naturally and not from overly use of 
deceiving and manipulating methods. 

5.�Conclusion and Future Work 

Based on the recent technological development as well as still unsolved challenges we 
argued that robots, within the next two decades, cannot substitute care-giving staff but 
rather remain recognizable as machines. Robots can be utilized to support staff within 
the care facilities with well-defined tasks and handle smaller variations of these tasks. 
Given these limitations, robots are suggested to be designed with affordability, modularity, 
simplicity, and acceptability as central criteria to achieve technologically and 
commercially viable robotic solutions. For three specific use cases potential robotic 
solutions, that make use of social cues to support their function but are aimed not to be 
perceived as companion, have been outlined. For the development of future welfare 
robots, the identification of relevant use cases taking technological and commercial 
constraints into account as well as the appropriate design of the appearance and behavior 
of robots is an important and non-trivial task. 

We have discussed how non-verbal cues can influence people’s social judgment. The 
success of some social robots is based on the user having their social judgment and 
emotions manipulated by the robot. By using different degrees of non-verbal cues, the 
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robot can deceive the users to a perception of the robot that is in fact false. These types 
of robots, meant to do good and have therapeutic effects, could be problematic for elderly 
care if not regulated properly. 

We discuss how the SMOOTH robot is designed to be perceived as a machine, to 
minimize the user’s expectations towards the robot and thereby make sure that the robot 
won’t be perceived equivalent to a human caregiver. The SMOOTH robot will be able to, 
through its appearance, convey its capabilities in a way that humans can easily interpret 
and respond to creating smooth interactions, avoiding misunderstandings, and ensuring 
the dignity of the caregivers and elderly are kept intact. Besides these efforts, there are 
still ethical risks in the SMOOTH project. The use of persuasive dialogue can have 
manipulating effects encouraging the user to participate in interaction with the robot, that 
they might not have done on their own accord. This must be managed carefully to ensure 
natural human-robot interaction. We identify how the guidance use case has a potential 
risk of replacing relationships since tasks like these are often used as a medium for 
empathic touch. We give suggestions to how we plan to handle this by triggering, perhaps 
not similar, interactions between the user and the robot. 
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Abstract. Technology, including robotics, and culture are intertwined and even mu-
tually constitutive processes. Both technology and culture operate on many levels 
that are categorized for the purposes of this workshop as global, local, and ‘glocal.’ 
As evident in popular and scholarly media, robots made in Japan are often described 
as inseparably bound to Japanese culture whereas robots made in Europe or the 
United States are treated as if immune from local/cultural influences and priorities. 
Our workshop will problematize and fine-tune the category of ‘Japanese robots’ by 
exploring robots designed and manufactured in Japan AND deployed in local, global, 
and ‘glocal’ contexts and environments. In addition to providing empirical infor-
mation on new directions and applications in robotics, a key objective of the work-
shop is the development of a method of researching and representing robots and 
robotics that is attentive and sensitive to both the intersections and divergences of 
local and global, and ‘glocal,’ applications. 

Keywords. Japan, robotics, cultural influences, methodology 

1.�Introduction and Topics 

The conspicuous presence of science fiction and real world robots have earned Japan the 
epithet “robot kingdom” [1]. Automation was favored over replacement migration in 
postwar Japan, and industrial robots played a crucial role in securing the global domi-
nance of Japanese automobiles. Humanoid robots were developed as early as the late 
1960s; the government’s Humanoid Robot Project launched in 1998 quickened the man-
ufacture and popularity of anthropomorphic robots and associated spinoff industries, 
such as optics, haptics, new synthetic materials, sensors, exoskeletons, surveillance de-
vices, and most recently, weapons. Today, robotics is promoted by the government as 
the industry that will secure the recovery and future of the Japanese economy. Moreover, 
robot-based video games, animation, manga, and vocaloid idols, are integral components 
of Japanese soft-power initiatives deployed internationally. Indeed, the robotics industry 
undergirds Japanese domestic and foreign policies alike [2, 3]. 
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Technology, including robotics, and culture are intertwined and even mutually con-
stitutive processes [4]. Both technology and culture operate on many levels that are cat-
egorized for the purposes of this workshop as global, local, and ‘glocal.’ As evident in 
popular and scholarly media, robots made in Japan are often described as inseparably 
bound to Japanese culture whereas robots made in Europe or the United States are treated 
as if immune from local/cultural influences and priorities. The presentation of various 
aspects of robotics in Japan is more often than not complicated by layers of “techno-
orientalism” [5] (of both Japanese and Eurocentric origins) reiterated in the form of ste-
reotypical framings such as the “uniquely Japanese” attitudes toward robots, which are 
often contrasted to empirical findings presented as “universal” [6, 8, 5]. But it is equally 
the case that the operation of ‘techno-occidentalism’ in robotics has remained self-evi-
dent and unmarked, or universally relevant. 

Our workshop problematized and fine-tuned the category of ‘Japanese robots’ by 
exploring robots designed and manufactured in Japan AND deployed in local, global, 
and ‘glocal’ contexts and environments. Collectively, we separated for analytical pur-
poses the various agents (designers, engineers, users) and applications (rehabilitation, 
manufacturing, surveillance, entertainment, weaponry) comprising the robotics industry 
(or industries) in Japan. In addition to providing empirical information on new directions 
and applications in robotics, a key objective of the workshop is the development of a 
method of researching and representing robots and robotics that is attentive and sensitive 
to both the intersections and divergences of local and global, and ‘glocal,’ applications. 

2.�Topics 

The following topics comprised the core of the workshop (for biographical information 
on the speakers please refer to section 3). 
 

•� Military Robot Applications beyond Post-War Pacifist Norms? Japanese 
Robotics at a Crossroads. (Hironori Matsuzaki) 

My paper addresses a significant shift in Japanese robotics triggered by recent 
changes in domestic science policy. A government program to promote dual-
use research has (re)kindled a controversy over pacifist norms within local ac-
ademia and has posed the question of how to draw a sharp line between science 
and military. The problem of ‘dual use’ becomes all the more crucial for robot-
ics, especially because its products are developed as versatile apparatuses that 
potentially find wide-ranging applications. Using the concept of ‘institutional-
ized set use,’ I analyze how Japanese roboticists cope with challenges emerging 
from this development. 

•� Android Robotics and the Conceptualization of Human Beings. (Marco 
Nørskov and Anemone Platz) 

Japan has for decades been a first-mover and pacemaker with respect to the 
development of humanoid and android robots [1]. In this conceptual paper, we 
aim to demonstrate how certain android robotic projects can be embedded and 
interpreted within a Japanese notion of nature, where the artificial is not op-
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posed to nature and where conventionalized idealizations in general are cher-
ished over original state of the latter [7]. Furthermore, we will discuss how an-
droid robots epitomize challenges to the macro and micro levels of society. 

•� Hegemonic Bipedalism: Cultures of Robotic Exoskeletons in Japan and 
the United States. (Jennifer Robertson) 

This paper explores the types of bodies privileged and enhanced by the makers 
of robotic exoskeletons and the premium placed on bipedalism. Differences and 
similarities, and areas of overlap, in the wearable robotics industries in Japan 
and the United States are explored along with comparisons of products aimed 
at local and global consumers. Interrogations about dominant constructions of 
bodies and mobility from disability rights activists provide critical perspectives 
on the robotic exoskeleton industry. 

•� Technology for Communication: The Use of Robots in the Treatment of 
Autism in Japan. (Junko Teruyama) 

During the past ten years, there has been an increasing public interest in the 
identification and treatment of autism spectrum disorder (ASD) in Japan. Social 
robotics has established itself as one of the forerunners in this field, designing 
and building robots to elicit interaction and communication. This paper exam-
ines this trend through a critical interrogation of the meaning of ‘social engage-
ment’ aspired by such roboticists. 

•� ‘Vision Assessment’ of Robot Technology Futures in Japan—A Methodo-
logical Approach for the Analysis of Intersections between Robotics and 
Society in Japan. (Cosima Wagner) 

Since the beginning of the 2000s the Japanese government has developed and 
promoted multiple scenarios for the implementation of robotics technology into 
everyday life, especially but not limited to the field of elderly care. This paper 
discusses the methodological approach of ‘technology futures’ research (Tech-
nikzukünfte-Forschung) and its usefulness for the analysis of intersections be-
tween robotics and society in Japan. By peering into the ‘black box’ of how 
processes of science and technology construction proceed, this paper examines 
how those processes shape, change, and/or reproduce specific constellations of 
societal order and governance. 

3.�Format & Schedule 

The workshop consisted of six short presentations of the topics described above, fol-
lowed by a panel session and an open discussion. 
 

•� Introduction (20 min) 

•� Presentations (5x30 min) 

•� Panel session/open discussion (40 min) 
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4.�Speakers 

The list of invited speakers (in alphabetical order) included researchers at different 
stages in their academic careers. 
 

•� Hironori Matsuzaki 

Senior Researcher, Carl von Ossietzky University of Oldenburg (DE). Cur-
rently engaged in the research on ELS issues of care robotics (within the frame-
work of the project ‘Pflegeinnovationszentrum’—funded by German Federal 
Ministry of Education and Research). He has published on a great variety of 
topics related to Japanese robotics, such as legal status and social role of an-
thropomorphic robots in Japan. Furthermore, he has conducted ethnographic 
research on robotic human science and social robotics in Europe and Japan. 
E-mail: hironori.matsuzaki@uni-oldenburg.de 
Homepage: www.researchgate.net/profile/Hironori_Matsuzaki3 

•� Marco Nørskov 

Associate professor, Research Unit for Robophilosophy, Aarhus University 
(DK) and cooperate researcher, the Hiroshi Ishiguro Laboratories, ATR (JP). 
Has published several papers and book chapters on human-robot interaction 
with focus on phenomenology and intercultural philosophy, android sci-
ence/philosophy. 
E-mail: filmanp@cas.au.dk 
Homepage: www.person.au.dk/en/filmanp@cas 

•� Anemone Platz 

Associate professor, School of Culture and Society, sociologist in Japan Studies, 
Aarhus University (DK). Her research interest focuses on the effect of changing 
family relations on lifestyle and living forms in Japan. 
E-mail: ostap@cas.au.dk 
Homepage: www.person.au.dk/en/ostap@cas 

•� Jennifer Robertson 

Professor, Departments of Anthropology and History of Art, and affiliate fac-
ulty, Robotics Institute, University of Michigan (USA). An anthropologist of 
Japan, Robertson has published several articles exploring aspects of the robotics 
industry and human-robot relations in Japan. Her latest book is Robo sapiens 
japanicus: Robots, Gender, Family, and the Japanese Nation (University of 
California Press, Fall 2017). 
E-mail: jennyrob@umich.edu 
Homepage: www.jenniferrobertson.info 

•� Junko Teruyama 

Assistant Professor at Faculty of Library, Information and Media Science, Uni-
versity of Tsukuba (JP). She earned her PhD in Anthropology from the Univer-
sity of Michigan in 2014. Her research focus is minorities such as children and 
teachers with disabilities in the Japanese school and education system as well 
as application of robotic technologies in this context. 
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E-mail: teruyama@slis.tsukuba.ac.jp 
Homepage: www.trios.tsukuba.ac.jp/en/researcher/0000003642 

•� Cosima Wagner 

Scientific Librarian and Research Fellow at the Japanese Studies department 
of Freie Universität Berlin (DE). She has extensively studied robots in Japan 
from a Science and Technology Studies approach and published various pa-
pers on this topic as well as the book Robotopia Nipponica: Recherchen zur 
Akzeptanz von Robotern in Japan (2013, Tectum). 
Email: cosima.wagner@fu-berlin.de 
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Abstract. For decades Japan has been a first-mover and pacemaker with respect to 
the development of humanoid and android robots. This conceptual paper 
demonstrates how a particular android robot, the Telenoid, can be embedded within, 
and interpreted relative to, a Japanese conception of nature where, as pointed out by 
the literature, the artificial is not opposed to nature and where conventionalized 
idealizations in general are cherished over the original state of nature. The following 
three relational aspects will be used to compare this idea of nature with central 
design hypotheses pertaining to the Telenoid robot: (i) deliberate minimalization, 
(ii) enhanced access to an ideal state, and (iii) taming the wild. 

Keywords. Japanese robotics, nature, androids, conceptualization 

1.�Introduction 

It has been suggested in the scientific literature, as well as in the media, that there are 
cultural variances when it comes to the development and reception of robots in Japan 
and in the West [1-3]. Recent work by for instance Robertson [4] and Wagner [5] have 
provided the research community with Rosetta Stones enabling well-informed 
navigation in this fascinating but complex world. 

Although robotics in Japan has been related to Japanese conceptions of nature, it has 
mainly been from an abstract level, e.g. arguing that the holistic view of Shintō brings 
both humans and robots into the same natural sphere of the world with respect to the 
capacity of animation [2, 4, 6]. However, so far there are almost no studies that work out 
such claims in detail in relation to a concrete case—a specific type of robot. This is what 
we aim to undertake in this paper, opening unexplored unexplored territories. It will do 
so, from an aesthetical and epistemological perspective, by analyzing how design and 
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research hypotheses of a concrete Japanese android robot—the Telenoid—resonate with 
selected aspects of Japanese perceptions of nature. 

For this analysis Kalland and Asqutih’s book chapter, Japanese Perceptions of 
Nature [7], will be used as it provides a representative analysis consistent with most of 
the literature published. The following three aesthetic aspects distilled from this work: 

•� deliberate minimalization, 
•� enhanced access to an ideal state, 
•� taming the wild 

will be compared with the design goals in the production of the Telenoid. Before 
engaging in this discussion, some methodological concerns will be addressed and a short 
description of the Telenoid robot and its functionality will be offered to provide the 
reader with an introduction to the technology in question. 

2.�Methodological Considerations and the Telenoid 

2.1.�Methodological Considerations 

Inquiring into robotics is a rather complex endeavor as the field of inquiry is filled with 
imaginaries, stakeholders, and a heavy political agenda—cf. Robertson and Wagner’s 
extensive studies [4, 5] with respect to the Japanese context. It is easy to fall prey to the 
orientalism Saïd warned against [8] or to becoming an active part in the mirroring effect 
[9]. All these pitfalls are by themselves part of the integral complex which comprises 
robotics in Japan. 

In order to present an account that is as neutral and robust as possible, the paper at 
hand will use well established literature on Japanese conceptions on nature, as well as 
research authored by the very institution that designed the Telenoid robot. 

Finally, it is important to stress that the paper at hand is a case study and does not 
engage in any discussion about the uniqueness of robotics in general in Japan. 

2.2.�The Telenoid 

Fong et al. [10] distinguish between four categories when it comes to the morphology of 
social robots—i.e. anthropomorphic, caricatured, functional, and zoomorphic robotic 
designs. The Telenoid (Figure 1), a small teleoperated robot developed by the Hiroshi 
Ishiguro Laboratories (ATR), falls into the first three of these categories. It is designed 
to endow its operator, who is controlling the robot remotely via a computer, with an 
embodiment in a remote location, enabling him/her to interact with another person—the 
interlocutor 2  (Figure 2). In an effort to maximize the telepresence as well as to 
accommodate the operator’s individual traits, the Telenoid deliberately only adumbrates 
a minimal humanoid shape. The operator’s voice is transmitted and the robot’s lips to 
some extent synchronize accordingly, the operator’s neck movements are emulated by 
the robot, and it is furthermore possible to move the robot’s rudimentary arms in one 
direction (e.g. to perform a ‘hug’)3. The design aims to leave out any individual features 
of human beings that could distract the imagination of the interlocutor of the interlocutor. 

                                                        
2 These could also be multiple persons. 
3 There are minor variations to the functionality—for instance, some versions of the Telenoids have 

additional actuators installed enabling eye movement. 
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With respect to concrete application contexts, the Telenoid robots have amongst others 
been used in various field-test with elderly people and children [11-13].
 

  
Figure 1. The Telenoid robot. Figure 2. Interaction scheme. 

3.�Japanese Perception of Nature and the Telenoid 

Instead of engaging in an analysis of the various concepts of nature in a Japanese 
context by identifying what Panikkar [14] termed homeomorphic equivalents in 
corresponding Western cultures4, the paper draws on analyses of selected Japanese art 
forms that have frequently been used in the literature to convey a general understanding 
of nature in the scientific community. The focus will be on three heavily interrelated 
aspects of the Japanese notion of nature, namely: (i) deliberate minimalization, (ii) 
enhanced access to an ideal state, and (iii) taming the wild. In the following subsections 
the affinity of these three features with core design ideas and hypotheses of the Telenoid 
robot will be explored by exemplification. 

3.1.�Deliberate Minimalization 

The quote from Kalland and Asquith’s book chapter below explains the simplicity aimed 
for in traditional Japanese gardens: 

Commonly […] framing takes place at a mental level: by ignoring elements that are regarded as irrelevant 
in the given context, the focus is sharpened and it becomes possible to attend to details. […] Framing can 
also be achieved by physical means, as when a skillful gardener uses the mikiri (lit. ‘cut the view’) 
technique to direct the view in a particular direction […]. [7, p. 17] 

Excess features are deliberately removed in the design of a Japanese garden which 
is epitomizing and meant to connect the visitor with nature. However, this effort goes 
further: 

Not only is the diversity reduced and simplified. At times also the quantity is deliberately reduced to a 
minimum. [7, p. 17] 

                                                        
4 For research in this direction the book chapters by Kalland and Asquith [7] as well as Tellenbach and 

Kimura [15] may be helpful. 

Interlocutor 

Operator 
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Ikebana (i.e. Japanese art of flower arrangement) also provides an illustrative 
example of this reductive minimalism, which is one of a broad portfolio of Japanese arts 
that utilize this design process [16]. The leaves left on a stalk are reduced to the minimum 
necessary to convey the expression of the artist and the plant. Kalland and Asquith draw 
on the Ikenobō school of Ikebana as an example; here the number of leaves left on the 
flower was reduced from 6.5 to 3.5 [7]. 

Correspondingly, when it comes to the Telenoid robot, the peeling away of all 
features that are deemed unnecessary or even distracting (compared to its various 
predecessors, the Geminoid robots), illustrates a close resemblance with respect to the 
design approach in the interaction with nature. In the following a paper by Suimoka, 
Koda, Nishio, Minato and Ishiguro—entitled "Revisiting ancient design of human form 
for communication avatar” [17]—containing descriptions of central ideas behind the 
Telenoid research, will document this affinity. 

Personal information is conveyed through the [operator’s] voice and movement, although it is eliminated 
from the appearance. [17, p. 726] 

Seen in contrast to the Geminoid robots, highly individualized (e.g. gendered and 
aged copies of individuals such as the Geminoid HI or Geminoid F) android robots with 
countless actuators facilitating for instance facial expressions, the Telenoid’s design 
represents a deliberate reduction in the number of communication channels [18, 19]. 
Taken as a Simodonean technological object [20] we are dealing with an anomaly as 
from the point of genesis the process is inverted, since its direction is here from the 
concrete to the abstract. More concretely, the specificity of the Geminoid is reduced to 
the more abstract, that is the Telenoid. The reductionist move lies deeply anchored in the 
design goal of universal usability [11]. If the Geminoid robots are taken as point of 
departure this would correlate to the pruning of the wild nature in the context above. 
However, it is also the case that the reduction is an attempt to go as far as possible, which 
becomes evident from the following quote: 

[… W]e investigate the minimal requirements of robot avatars for distant people to feel their presence. 
[17, p. 726] 

While this highlights the deliberate minimalization as a design strategy which is also 
central to representation of nature in a Japanese context, the reason for doing so needs to 
be analyzed further, which will be the contents of the next subsection. 

3.2.�Enhanced Access to Ideal State 

The beauty is there from the beginning. It is not created, it is merely allowed to express itself in a louder 
voice and in plainer terms. What the gardener does then is, in the words of Moon, ‘in the end a rediscovery 
of nature’, that is in its ideal state. [7, p. 16] 

This description of disclosing nature in its ideal state when it comes to process of 
realizing a Japanese garden, lends itself as an analogy to the Telenoid project. The basic 
motivation driving Prof. Ishiguro’s robotic research project is to gain knowledge—
human self-understanding or understanding who we are as humans [21]. This also 
becomes evident in the following statement featuring on the landing page of the Hiroshi 
Ishiguro Laboratories: 
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We have explored new information media based on humanlike robots that harmonize humans with 
information-environment beyond existing personal computers, while inquired "what is the essence of 
human beings? [22] 

The means by which this inquiry into human nature is practically executed with respect 
to the Telenoid, again can be interpreted as resembling the strategy we find in the 
cultivation of the garden where nature, as stated above, is helped to a purer expression: 

This approach, which we call minimal design of human form, enables any person as a [operator] to convey 
his/her personality to [the interlocutor] with less distortion due to the avatar’s appearance. [17, p. 726] 

Although the intention of the latter quote is probably to contrast the minimal design 
approach against other forms of surrogate robotic embodiments, a central ambition is, 
nevertheless, to provide a technological platform that endows any operator with a remote 
embodiment [cf. 11]—i.e. the minimalization of specific features that may distract the 
interlocutor from feeling the presence of the operator. The endeavor to create such a 
machine that forms a common nucleus surrogate for anybody is not only an attempt to 
explore our human nature but a conceptualization hereof. In this sense this technological 
project represents an analogue to the idealization of nature in traditional Japanese 
gardening. 

At least since Heidegger we know that technology is not neutral [23] and the next 
subsection will focus on aspects of domestication, the final aspect in question for this 
analysis. 

3.3.�Taming the Wild 

Nature is controlled through its model. But this model is more than a model of nature: it is nature in its 
ideal form. [… T]he [Japanese] garden, the [Bonsai] tree and the female beauty become not only models 
of nature but also models for nature. [7, p. 18] 

“Nature” was, then [Heian period], those elements of the natural world which could be, and were selected 
to be, reproduced in a garden setting. [24, p. 14] 

The quotes above highlight that conceptualization of nature in the case of Japanese arts, 
such as gardening, Ikebana, is a transformational normative process as it constitutes a 
blueprint for inclusion into its domain. This final subsection demonstrates affinity with 
regard to the cultivation of the wild by Japanese gardening and of the human being by 
the Telenoid. 

By combining techniques of reductionism, reducing diversity, the visual field, quantity or size, there 
emerges a simple model of nature which enables us to relate to nature on our terms. [7, p. 18] 

These terms referred to should, in cultures predominantly oriented towards what Kasulis 
[25] denotes as intimacy, like the Japanese, converge towards for instance non-
individualistic, non-aggressive, harmonious relations. Intimacy is here understood as a 
preference for internal relations where the relation itself is part of the relata and 
represents an amalgamation of the latter—for instance: a human being and a tree or a 
robot, etc. which somehow relate to each other cannot be fully separated without 
changing the very entities themselves once the relationship has been initiated. Given this 
strong emphasis on interdependence the striving towards harmonious relations seems a 
rather viable strategy for coexistence. Kalland and Asquith’s example can further 
illustrate this more concretely: ”It is not so much the devastating typhoon that attracts 
the attention, but the calm morning after” [7, p. 16]. 
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Returning to the case of the Telenoid, this aspect of domestication becomes more or 
less explicit in, for instance, the following quote by Sumioka et al.: 

Our approach that designs human-like robots with minimal requirements has an advantage to promote 
positive social interaction and create a strong social relationship. [19, p. 771] 

Interaction mediated through the communication filters of the Telenoid robot is thought 
of endorsing non-conflict laden and smooth communication. In educational settings, the 
Telenoid encouraged school children to work cooperatively in a classroom and facilitated 
communication with older adults with dementia in remote locations [13]. Also, it was 
shown in another experiment that the elderly adults showed strong attachment to the 
Telenoid and interactively created its identity. Imaginative conversations with the 
operator occurred because the minimal design functioned as a medium that reflected their 
own states of mind. To explore their states of mind, the Telenoid might become a new 
medium that enables operators to perform dialogues [26]. A suggestion from the 
experiment is to adopt the Telenoid as a useful tool for understanding others, e.g., in 
dementia care where it might become a training tool for caretakers to better understand 
the needs and desires of elderly adults. One of the design hypotheses of Prof. Ishiguro 
explains this point further. The under-determination provided by the Telenoid design is 
compensated for by the imagination of the interlocutor; and that in addition, humans are 
basically wired to do so with positive ascriptions [18]. This resonates very well with the 
following quote on the Japanese perception of nature: 

By removing what is perceived as offensive elements of nature, it is possible to enhance certain aspects 
by bringing them to the foreground and thereby feel ‘a line which nature itself created and then obscured 
in its own plentitude […]’ [7, p. 16] 

Hence, just as “the ‘rope’ by which nature is captured and domesticated transforms the 
‘wild’ nature into an idealized form” [7, p. 16], a central idea behind the Telenoid is to 
promote positive, idealized harmonious interaction—i.e. intimacy. 

Discussion and Conclusion 

While the literature on robots in Japan has addressed the relation between nature and 
robots, concrete case studies so far have been lacking. This paper aimed to address this 
lacuna, demonstrating several affinities between central design hypotheses of the 
Telenoid robot and aspects of Japanese perceptions of nature. Since this study by no 
means is exhaustive, we hope that future research will provide further details. 

As stated, the thought behind creating the Telenoid was to promote idealized 
harmonious interaction—but are there any conditions for the idealization of human-robot 
interaction? The idealized nature is taken to be the true nature or the essence of nature, 
but what is the process of the idealization of nature? In accordance with the view of 
Kalland and Asqutih, we took this process of the idealization of nature to consist in 
creating a representation of an ideal state of nature, which can be realized by the 
reductive minimalism in Japanese art, and we demonstrated the affinity of the purer 
expression of nature and the inquiry into human nature by the Telenoid robot.  

As with the intended design of the Telenoid, the potted Bonsai tree, as well as 
Japanese gardens, represent a nature in reduction: the landscape, as the French 
geographer, philosopher Augustin Berque states, is not just a gift of nature, but the work 
of human metaphors like a map in relation to a territory. In his views, metaphor is the 
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fundamental principle of poetry, more generally that of symbolicity. In its essence, the 
principle is the same as that of ‘resembling’ (mitate); that is, to see a certain thing (S) as 
if it were another thing (P), like sand (S) in the ‘dry’ landscape garden taken as ripples 
in water (P). The nature, like robots, is constituted and cared for by humans who develop 
species and caring techniques. He illustrates that the metaphorical work of humans 
extends the techniques of symbolization peculiar to Japanese aesthetics: plants and 
stones for Bonsai are the same as those already selected by the iconographic and poetic 
tradition.  

His focus is on a transposition of the mechanism connecting humans with nature by 
which, e.g., the sacred place in the deep mountains is transferred to shrines and so on. 
The principle of S taken as P, i.e., metaphor is deemed to be fundamental, and thus he 
argues that “[m]etaphors do not go without a limitation of what is transferred” [27, p. 
115]. Alongside, we can ask what the limitation is. This can be seen as a map that 
symbolizes the territory, not territory itself. The limitation lies in the loss of contact with 
the wild nature and reality. Due to the limitation, Japanese perception of nature has 
fictional or imaginative input depending on human involvement.  

There are certain processes of symbolization that enter the process of the idealization 
of nature in accordance with the Japanese perception of nature, namely, artificialization, 
coding, exclusion and abbreviation. Berque adds, “the processes leading to a Zen garden 
are not those of abstraction: they are simplification, not conceptualization” [27, p. 117]. 
However, one might object here that the elimination of unnecessary details, which is a 
simplification, is also a formation that realizes within the Bonsai tree or the Japanese 
garden a conception of nature. The territorial metaphor practiced by Japanese is regarded 
as a progressive formalization that results in de facto an abstraction—meaning ‘pruning’, 
or ‘taking away’ features.  

Therefore, we argue against Berque and add that a process of simplification can 
result in a state of conceptualization if the simplification consists in an abstraction of 
features. Analogously, we can pay more attention to concrete ways of idealization of 
communication. Given that all symbolization presupposes convention, Japanese society 
embraces the limitation by convention and formalization. For example, in Haiku, poets 
use seasonal words, kigo, in order to express images of nature based on convention. 
Using the word for snow, yuki, in kigo expresses winter, while the moon, tsuki, brings 
about images of autumn; in this way poets can express images of nature without referring 
to nature directly, by using conventionalized metaphors.  

In Haiku there are three attribution of symbols, as Berque points out, abbreviation, 
immediacy, and convention [27, p. 78]. As for immediacy the Japanese word kigo 
provokes rich imagination as an example of coding. In poems, codes are important to 
automatically lead imagination, a series of associations toward places, seasons and even 
emotions. Consequently, some poets can create poems apart from nature. This is the 
power of code, i.e., convention, but it has limitations. Haiku can only show its full power 
in the Japanese cultural sphere. Once one leaves that sphere Haiku might no longer fit 
reality, for example, it might fail to bring out the feeling of snowy winters in tropical 
areas, i.e., certain conditions need to be met for coding to work. Through idealization, 
robots like the Telenoid can provoke certain images, but also may have certain conditions 
for realizing harmonious interactions. The robot’s design also has immediacy, i.e., the 
power to provoke images, but does it have a coding problem similar to the one in kigo? 
The kind of coding involved here is not so strongly conventionalized that it holds across 
differences in personality types or social situations. For example, the Telenoid and a 
simpler version called Hugvie has the power to evoke images as a code like kigo, but we 
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need to consider the social situations or conditions where they can be applied to work 
effectively as seen in an empirical study with the Hugvie where results point towards the 
importance of conversational conditions or dialogue strategy [28]. In the pilot study, 
there were different reactions from subjects under certain conditions, like reminiscence 
work, a process of recalling and sharing one’s memories, that extracted positive 
responses depending on conversational conditions. Therefore, we need to further 
investigate and identify the conditions for idealization of interactions when adapting 
robots into social context. 
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Long Abstract 

The purpose of this project is twofold; firstly, it seeks to consider interaction patterns 
that people expect from robots in everyday life. Secondly, it explores symbolic 
meanings of social robots by revisiting the theory of Apparatgeist [1], which was 
originally developed to analyze the emerging communication patterns of mobile 
communication. In this endeavor, the present project focuses on one of the well-known 
consumer social robots, Pepper, and how people are reacting to its/his presence in 
Japanese public places2 as observed in the social media. Pepper was developed by 
Aldebaran Robotics (now Softbank Robotics), and has entered into the consumer 
market in Japan in summer 2015. A major Japanese company in the information 
industry, Softbank, acquired a majority stake of Aldebaran in 2012 [2] and has been 
selling the robot Pepper for both commercial and personal/family use in Japan.  

Twitter is one of the social media platforms that illuminate the framing of current 
issues [3], therefore, deeming it as an appropriate source to understand people’s general 
reactions and sentiment toward a given issue; in this case, the presence of and 
experience interacting with a social robot, Pepper. NVivo was used to capture tweets 
on Pepper. The data collection was conducted on August 16, 2016, about a year after 
Pepper became available for consumers in Japan. A keyword #Pepper-kun (in 
Japanese; Pepper + Japanese suffix typically used for young boy) was used to collect 
tweets following a commonly used way of referring to the robot. NVivo captured 1,195 
tweets although those tweets included numerous duplicates/retweets. Upon screening 
all collected tweets, tweets that are not about the robot Pepper were eliminated. After 
this process, 1,157 tweets remained. The researcher decided to keep retweets because 
the tweets that were retweeted can be considered as having received extra attention 
among twitter users, and the retweeted voice were “louder.” All tweets were then coded 
for different types of reactions. Other than general announcements about Pepper, most 
reactions were emotional in nature but some descriptive reactions were also coded if 
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they recurred frequently or noteworthy. As a result, 23 categories emerged. The list of 
categories and frequency are found in Table 1. As the table 1 shows, most frequently 
appeared reactions were scary (N = 167) and funny (N = 167). Reports of Pepper’s 
presence at stores and other public places (N = 95) and excitement to see Pepper in 
public places (N = 65) are also frequent. Another relatively frequently occurring 
category was to report Pepper’s ‘strange behaviors’ (N = 30).  

This initial finding suggests a few points of further exploration regarding social 
interaction patterns with robots in public places. First, the presence of social robots 
such as Pepper was not an expected part of the situation, which is the “full spatial 
environment” in Goffman’s terminology [4]. Second, behaviors of Pepper in a given 
social situation seem to often violate or at least be slightly outside of the normative 
interaction regulation between people, that is “a kind of communication traffic order” 
[4, p. 24]. Although only a moderate number of tweets fell under the category of 
‘strange behaviors,’ many of the ‘scary’ or ‘funny’ reactions seem to have been 
triggered by his/its behaviors that do not fit in interaction rules among people. In order 
to elaborate this point, which is the first purpose of this paper stated above, each tweet 
that fell under the category of ‘scary,’ ‘funny’ and ‘strange behaviors’ will be 
qualitatively analyzed. For instance, it is notable how some tweets described Pepper’s 
gaze as scary. One tweet goes “Pepper-kun in my company, once in a while, he looks 
nowhere and starts saying ‘I do receptioooooon [reception]’ waving his hand, super 
scary.” Other examples include such tweets as “I came to an information session, but 
the Pepper-kun at the reception stared at me, scary,” “scary, scary! I’m being stared at 
by Pepper-kun from the side!!” and “That’s is!!! Pepper-kun!!! He keeps looking at me 
saying ‘play with me! play with me!’ but….nothing other than scary.” In a culture 
where a direct eye contact is traditionally considered as rude and avoided, these tweets 
can suggest a violation of interaction norms in Japanese society.      

Further and more elaborated analysis is underway, which should highlight 
interaction patterns that people expect from robots that are co-present in public places. 
Goffman speaks of focused interactions and unfocused interactions: the former refers 
to “the kind of interaction that occurs when persons gather close together and openly 
cooperate to sustain a single focus of attention, typically by taking turns at talking” [4, 
p. 24], and the latter refers to “the kind of communication that occurs when one gleans 
information about another person present by glancing at him, if only momentarily, as 
he passes into and then out of one’s view” and is largely concerned with “the 
management of sheer and mere copresence” [4, p. 24]. Whether robots and people 
engage in focused interactions or unfocused interactions in Goffman’s sense, expected 
social interaction patterns that emerge in everyday encounters should inform the future 
design of robots.  

This exploration will also be analyzed through the lens of Apparatgeist theory, 
which is the aforementioned second purpose of the project. Apparatgesit is a neologism 
that refers to “machine” and “spirit/mind” [1, pp. 305-306]. The theory, which was 
initially developed to explain the emerging communication patterns that involved 
mobile phone in early 2000s, is informed by such theorists as Anthony Giddens, Erving 
Goffman, and Harold Innis, as well as the theory of domestication proposed by 
Silverstone and Haddon [5], and posits that the spirit of machine “influences both the 
designs of the technology as well as the initial and subsequent significance accorded 
them by users, non-users and anti-users” [1, p. 305]. Yet, the theory acknowledges that 
“individuals and their relationship to their media are embedded in a social context and 
history,” avoiding a technological deterministic perspective [1, p. 309]. As Katz states, 
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the theory proposes a way of analyzing “how humans invest their technology with 
meaning and use devices and machines to pursue social and symbolic routines” [6, p. 
15], and “the interaction between social perceptions and folk theories, on the one hand, 
and social needs and their fit with technology, on the other,” offering “both an 
interpretive and predictive framework to the changing social role of communication 
technology” [7, p. 313].  

This long abstract reported only the initial analysis with proposed theoretical 
frameworks. More detailed qualitative data analysis of twitter data is in progress in 
order to highlight social perception and people’s relationship to social robots, and their 
symbolic meanings that are emerging through social interactions among people about 
them as well as between people and robots. Along with the aforementioned Goffman’s 
theoretical lenses, the project ultimately seeks to provide an understanding of social 
interactions people experienced with a social robot, expected communication patterns 
interacting with robots, and emerging symbolic meanings of robots, which in turn 
suggests a future design direction of social robots that can co-exist, co-present, or even 
co-habit with humans. 
 
Table 1. Category frequency. 

 
Categories  Frequency  
Cute 
Not cute  

19 
2 

Scary 167 
Funny  167 
Sorry 15 
Look Lonely  4 
Annoying (loud/weird)  9 
Impressed  
Not impressed  

14 
10 

Want; Want to play/talk 
Give Comfort 

32 
2 

Enjoyable/Played 
Don’t like  
Reliable/Helpful/capable   
Not reliable/helpful/capable  
Happy to see  
Embarrassed  
Don’t know what to do  
Strange behaviors 
Sexual object/reference  
Can replace people’s task  
Simple report of presence  
Less than human 
Disappeared  
Better than human  
Other  
TOTAL  

7 
15 
16 
6 
65 
4 
2 
30 
8 
19 
95 
21 
4 
1 
423 
1157 
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Abstract. This paper is based on the assumption that automation will lead to 
massive technological unemployment and that unconditional basic income will be 
implemented to avoid the negative economic consequences. On the basis of this 
assumption, the paper examines the possible transformations that concern the 
meaning of life, particularly the issue of the potential decrease of opportunities that 
provide the sense of achievement. Being with others, specifically in terms of 
intimate relationships and community relationships, is investigated regarding its 
potential to provide the sense of achievement and therefore to be a significant source 
of the meaning of life. Finally, the need for automation and the presence of robots 
is discussed under the assumption that the abovementioned transformations are 
taking place. 

Keywords. Automation, meaning of life, human flourishing, sense of achievement, 
intimate relationships, community relationships  

1.�Introduction 

The issue of the increasing level of automation is often examined in terms of 
technological unemployment—its likelihood, ways of avoiding it, and ways to deal with 
it if it turns out to be unavoidable. These economically oriented discussions are certainly 
significant; however, it is important not to ignore the transformations in the existential 
and axiological realm that may result from those economic ones. Recently, such 
considerations have been reflected upon by John Danaher [1, 2] and David Gunkel [3], 
who take the economic changes into account but focus on the issues of the need to rethink 
our concept of the meaning of life [1], the future of human flourishing [2], and the 
function of education [3]. In the following considerations, I assume that massive 
technological unemployment (MTU) will take place and that its negative economic 
consequences will be eliminated by the implementation of unconditional basic income 
(UBI)—the result of which will be that the vast majority of people will not have to work 
and will not be able to, although their material needs will be taken care of.  

Obviously, I am aware that the MTU and UBI scenario may never take place; 
however, I believe that the considerations of its consequences refer not only to the more 
or less probable future but also may reveal much about our contemporary beliefs and 
values. In other words, I will try to show that what we discuss and what we do not discuss 
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in the context of the MTU and UBI scenario tells us a lot about who we are right now. 
Thus, I agree with Danaher and Gunkel, who emphasize that we need to deeply rethink 
our beliefs and practices; however, I contend that it is important not only in terms of 
preparing for the future but also in reference to our contemporary condition and our self-
awareness of it. This paper offers some suggestions of the possible directions of such 
rethinking, and in doing so, it focuses on asking new questions or old questions in new 
contexts rather than on providing answers. The questions discussed here assume the 
aforementioned MTU and UBI scenario and concern mainly two issues that refer to the 
meaning of life: the sense of achievement and being with others. 

In my examinations of the problem of the sense of achievement as a significant 
source of the meaning of life, I follow John Danaher, who predicts that if robots and 
other automatons will be able to perform an increasing amount of tasks for us, they might 
also surpass and replace us in many meaningful activities and, thus, eventually take the 
sense of achievement away from us, leading to a deficit of meaning [1, pp. 55-59; 2, pp. 
74-75]. Hence, for Danaher, “The central question is whether it is more or less likely that 
we will be able to achieve outcomes in a world of rampant technological unemployment?” 
[1, p. 56]. He worries that when the time comes when autonomous AI increasingly makes 
the world a better place by developing good, truth, and beauty—as opposed to people 
being the facilitators of such progress—“we will be the passive recipients of these 
benefits, not active contributors to them” [2, p. 75], and we will lose a crucial source of 
meaning as a result. 

Having said that, it is also interesting to ask whether the sense of achievement is a 
universally crucial and/or necessary source of the meaning of life, or maybe its 
significance is limited to modern societies. Therefore, at least in principle, it might lose 
its status as a result of the MTU and UBI scenario taking place. Referring to cultural 
anthropology would certainly be useful in addressing this question; however, here I 
assume that the necessity and importance of the sense of achievement will not decrease. 

Acknowledging Danaher’s proposals of remedies—integrative technology and 
games—I would like to examine being with others—both at the level of intimate 
relationships and community relationships—as a possible source of achievement and, 
thereby, a source of meaning. I find it surprising, but also telling and significant, that 
Danaher almost entirely omits the areas of intimate relationships and community 
relationships in his considerations. My approach is based not on the will to criticize this 
approach but rather on an attempt to understand it and interpret it as an expression and 
an example of broader and more general cultural tendencies. 

2.�Intimate Relationships 

Western societies tend to consider intimate relationships—love, family, friendship, and 
so forth—as precious and enjoyable, very often as the most important and most fulfilling 
areas of life. This attitude can easily be observed in the movies we produce, songs we 
compose, novels and poems we write, or personal declarations we make—it is also 
confirmed by sociological studies, such as those conducted by Arlie Russell Hochschild 
[4, p. 143] and Urlich Beck and Elisabeth Beck-Gersheim [5], who even claimed that 
love is a new “secular religion” that has replaced traditional religion by becoming a new 
central source of meaning. The majority of people in Western societies are likely to 
consider intimate life as an end and work as a means to this end. They often claim that 
they would like to have more time for their intimate life, but they are too busy at work. 
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Accordingly, I suppose, our first answer to the question about what the meaning of life 
and flourishing after the “end of work” should be: once work ends, we will finally be 
able to devote enough time to what is most precious to us—intimate relationships. But it 
seems that this may not be the case. In his two papers, Danaher mentions intimate 
relationships only once, saying that “raising and nurturing families will remain an option 
of great meaning to many people” [2, p. 75]. Such brevity in reference to the upcoming 
opportunity of finally being able to get deeply involved and to fully enjoy our intimate 
life seems to be surprising, especially in light of the evidence mentioned above. However, 
I believe that it is worthwhile to understand Danaher’s approach not as an exceptional 
idiosyncratic case, but rather as an example and an expression of certain general cultural 
tendencies, particularly the unclear and paradoxical character of our axiology. To 
understand this situation better it is necessary to ask: Why would anyone avoid 
discussing the opportunities of greater involvement in intimate relationships, as Danaher 
does? 

The first reason might be that greater involvement in intimate relationships is too 
obvious to be discussed (especially by philosophers): it is so clear that we would (finally) 
so fully enjoy our intimate lives that this point would not require more than a short 
mention by Danaher. When we think about the MTU and UBI scenario, we simply 
assume that we would finally have enough time to care for and enjoy our intimate 
relationships, so we focus on discussing other complementary opportunities. But if that 
is the case, then another blind spot is that we do not discuss one serious question: If we 
were able to invest as much time as we wanted in our intimate lives, would we still need 
any care robots, sex robots, and other artificial companions?2 The answer to this question 
is not obvious and probably cannot and should not be limited to a simple “yes” or “no”. 
First, we need to address it and rethink the whole deep discussion on that topic which 
has been conducted in recent years and which is embedded in the contemporary 
demographic and labor market conditions. Then, we need to discuss it again in reference 
to the possibility of the MTU and UBI scenario. Does it increase our enthusiasm toward 
social robots or does it rather raise the level of our skepticism? 

This is where the question about the sense of achievement becomes particularly 
relevant. If we follow Danaher and consider the lack of the sense of achievement as a 
real risk that might take meaningful lives away from us, we should examine whether sex 
robots, care robots, and other artificial companions would enable us to be more active 
contributors or more passive recipients. Would they make it possible to achieve more or 
less?  

As for sex robots, it seems that among many reasons provided by enthusiasts in their 
favor, a strong emphasis on the easier, less problematic, and less demanding character of 
relationships with robots is offered. Simply speaking, being with a robot is easier than 
being with a human, since humans have their own beliefs, desires and may often disagree, 
so dealing with them requires searching for a middle ground and limiting one’s autonomy, 
while robots are programmed to be adjusted to one’s needs. In case any issues arise, they 
can be turned off or thrown away without any consequences. Hence, it seems that 
relationships with sex robots might provide less of the sense of achievement than sexual 

                                                        
2 One could argue that sex robots and other artificial companions are nothing new since technology is 

already an important part of intimacy—many people use telephones, internet etc. However, the important 
difference is that while most technologies are used to mediate communication between human beings who are 
(or want to be) engaged in intimate relationships, artificial companions might be used to replace humans. Thus, 
instead of mediating the relations between humans and making them easier, faster etc., intimate robots become 
participants of these relations and—at least potentially—may be used to substitute humans. 
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relationships with people, due to the fact that they are simply less demanding, involve 
less skills and effort. Of course, at the same time, they can provide a lot of freedom (they 
do not limit it like human beings do), ontological security (they neither cheat nor leave), 
and unlimited positive experiences, but still, the fact that all of this comes without any 
effort and requires only purchasing the product may result in a significant decrease in the 
sense of achievement.  

A similar situation seems to take place in the case of care robots. Enthusiasm toward 
care robots and the idea of developing them is largely based on taking for granted the 
contemporary demographic situation and the long hours spent at workplaces by most 
people. We look forward to care robots taking care of our children or elderly parents 
because we do not have enough time to do it ourselves. But what if we do have the time, 
as in the case of the MTU and UBI scenario? Do we want to be not needed and 
unnecessary not only in the labor market but also in the area of intimate relationships? 
Do we want to become passive recipients who watch how robots care for our beloved 
ones and thereby make the world a better place or do we want to do it ourselves? Maybe 
we will find care robots useful only in the very narrow and specific areas where care 
receivers tend to prefer robots more than people (for instance, as a help in the bathroom 
for elderly). Hence, it is important to ask not only about the impact of care robots on care 
receivers but also, as Shannon Vallor aptly points out, on caregivers—she suggests that 
we need to examine whether care robots will liberate us from care or to care [6].  

To summarize, if we agree that intimate relationships are a way of achieving good, 
beauty, and truth, and that they involve making the world a better place and are therefore 
a significant source of the meaning of life, we should decide whether we would like 
robots to be involved in them in a world without work, but with adequate income and 
plenty of time. If robots replace us in the labor market and remove our ability to achieve 
goals in that area, making us merely passive recipients, we should discuss whether we 
would like something analogous to happen in the area of intimate relationships. However, 
it might be the case that our approach to intimacy, which is expressed by Danaher’s 
extremely brief consideration of its value as a source of the meaning of life, is highly 
different from the one assumed here—this leads us to the second possible reason for 
Danaher’s briefness. 

The second reason why we somehow omit or marginalize discussing the opportunity 
of greater involvement in intimate life might be that we simply do not really want to be 
more involved in intimate life, that we actually only declare that it is so precious to us, 
but in fact, we consider it to be a burden or a boring routine that we would happily get 
rid of by leaving it to robots. After Danaher mentions that “raising and nurturing families 
will remain an option of great meaning,” he worries (on the same page) that humans will 
become “passive recipients” of the benefits developed by robots [2, p. 75] and predicts 
(a few pages later) “a world in which humans are no longer concerned with things like 
the good and the true” [2, p. 79]. It seems that Danaher suggests—probably 
inadvertently—that nurturing and raising families—despite being “an option of great 
meaning,” might also be connected with being a passive recipient and having not as much 
to do with developing truth and goodness as it is often claimed.  

To understand this paradox, we need to emphasize that it is not only present in 
Danaher’s considerations but is also an integral part of Western culture in general. As 
mentioned, Hochschild and Beck with Beck-Gersnheim have pointed out that people 
who claim that intimate life is the most important and enjoyable part of their life in 
practice often invest time and emotional engagement elsewhere [5, p. 173] or claim in 
more specific declarations that they feel more appreciated and secure at work than at 
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home [4, pp. 206-207]. This seems to complement Cskikszentmihalyi’s studies, as 
discussed by Danaher, which show that it is easier to obtain a satisfactory state of 
existence that he calls the flow state at work than at home [1, p. 54]. Ergo, Hochschild, 
Beck, and Cskikszentmihalyi identify a paradox: we claim that intimate life is the most 
important and most rewarding part of our lives, but our more detailed declarations and 
our actions suggest the opposite.  

What does this paradox mean? Is it that we are cynics and we simply do not want to 
admit that we consider intimate relationships such an annoying and unsatisfying burden 
that we would like to get rid of them by using carebots, sexbots, and lovebots? Do we 
only declare we value intimate relationships, but in fact we invest our time in other areas 
of life that are really precious to us? Or maybe we really want to and need to enjoy 
intimate relationships, but we find them deeply unsatisfying at the moment. Maybe this 
lack of satisfaction is connected with the constant pressures of the labor market and, 
therefore, MTU combined with UBI would be a chance to finally put intimate life in the 
right place, not only on the level of declarations but also on the level of practices? 
(Danaher makes a similar argument but not with specific reference to intimate life). Or 
maybe this lack of satisfaction derives from the fact that contemporary intimate 
relationships involve direct contact with other human beings, who in contemporary 
Western culture are increasingly individualized and remain difficult to live with—maybe 
we want to have intimate relationships, but not with, or not only with, human beings, and 
in fact we look forward to the automation of intimacy, to lovebots, sexbots, and carebots? 

Thus, the MTU and UBI scenario demands that we not only ask about the future of 
intimate relationships but also that we repeat the question posed recently by Eva Illouz 
in reference to life without growth: “Is love still a part of the good life?” [6]. It seems 
that despite apparent obviousness, it is not at all clear what the value of intimate 
relationships would be in the case of the MTU and UBI scenario or what their 
contemporary status is. The already ongoing process of developing lovebots, sexbots, 
and carebots further complicates the situation, since the attitudes toward them are deeply 
polarized, as discussions in the field of robot ethics about sexbots and carebots have 
shown.  

3.�Community Relationships 

The second type of being with others is participation in communities, both local and 
global, often including engagement in public affairs. Danaher’s approach to community 
relationships seems similar to his account of intimate relationships—he is almost entirely 
silent about them. I believe that—analogously to the case of intimate relationships—
Danaher’s position expresses certain broader cultural tendencies that seem to involve a 
continuous erosion of community life and lead to underestimating its value as a result. 
Recent decades have abounded in diagnoses that have pointed to a significant decrease 
of engagement in community relationships, suggesting the fall of the public man [8], 
expansion of the culture of narcissism [9], and general decrease of involvement in 
community relationships in favor of caring for one’s own business only [10]. These 
tendencies seem highly complementary with processes that refer to intimate 
relationships—it seems that the value of being with other people in our culture is 
generally decreasing, both at the level of intimate relationships and community 
relationships. Their scope and impact might also increase together with automation, and 
social robots may be used to replace human beings within them. If that should be the 
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case, Danaher might be right, and humans may actually become passive recipients who 
suffer from a lack of meaning resulting from the lack of the sense of achievement. 
Nevertheless, I would like to consider a different possibility. 

I believe that MTU and UBI could entail a countertendency and might be a good 
opportunity to recreate community bonds. People who do not have to and are not able to 
work but who are provided with income may find rebuilding the sense of community and 
participation in community relationships an important source of meaning. Community 
life can be not only a source of pure enjoyment based on sharing common interest, 
hobbies, and so on but also a source of achievement based on engagement in public 
affairs. Having plenty of time, people will have the opportunity to broaden their horizons 
and care not only about themselves and their families but also about their local and global 
community. Moreover, they will be able to get involved in, for instance, ecological 
matters that might include both the condition of a nearby park at the local level and the 
condition of the climate warming at the global level. In that sense, I contend that 
community relationships can significantly contribute to providing the sense of 
achievement that Danaher worries about.  

Of course, one could argue that Danaher’s argument remains valid, since if humans 
came up with some ideas about how to change the world, robots would still be better 
than humans in implementing these ideas into practice, and therefore they would in fact 
achieve the aims while humans would remain passive observers. However, it is worth 
emphasizing that robots in the foreseeable future will remain automatons that do only 
what they are programmed to do; that is, they will not choose their own ends, goals, and 
purposes, but rather follow those chosen by humans. Robots may surprise and even 
surpass us in their creativity in achieving aims, but not in developing these aims. In other 
words, they will not decide what the local community wants or needs, what should be 
done about the global environment, or how communities in the richer countries can help 
those who suffer from poverty. Automation will not define our local, global, or any other 
aims: We will have to do that—or to put it more optimistically—we will finally have the 
time to define our aims by ourselves. I claim that developing these aims will be a source 
of the sense of achievement and that deciding what needs to be done even without 
implementing decisions into practice by one’s own hands will be much more than being 
a passive recipient who does not contribute to making the world a better place. 

I believe that the actual attitudes that can be observed contemporarily and in the past 
confirm that those who make decisions and develop aims are most often more recognized 
and appreciated—and recognize and appreciate themselves as well—than those who 
implement the means to achieve those aims. Generals who plan the attack are more 
recognized than soldiers who risk their lives to perform it. Architects get higher pay and 
are far more credited than bricklayers who actually put their projects into reality. 
Irrespective of whether this is just or unjust, it seems that people tend to value decision 
makers as having a greater part in the particular achievement than those who merely 
implement their decisions. Thus, it does not seem that people will consider robots who 
implement their decisions as those who achieve the outcomes. As long as we are at the 
beginning of the process in the sense that we are the ones who make decisions about the 
aims, it seems that the risk of having the sense of a lack of achievement is relatively low.  

Hence, looking at the issue from a more political point of view, the MTU and UBI 
scenario may provide an opportunity for democracy to become more bottom-up focused, 
since people are likely to have the time and hopefully the willingness to get involved in 
public debates about the broadly understood common good and to participate in the 
decision-making processes of local and maybe even global transformations. One could 
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argue that it would be—to some degree—a return to the model of democracy in ancient 
Greece where every citizen took part in the political decisions, although it would be a far 
more egalitarian democracy, which would not exclude women and slaves from the group 
of the citizens and would not be built on the exploitation of slaves, who enabled Greek 
citizens to live without having to work. However, the case is quite complicated, 
particularly if we seriously take into account the idea of robots as persons. If we consider 
robots not as tools and objects but as persons and subjects, and, thereby, grant them some 
rights, we need to—to put it most generally—care for their good. Thus, the question 
arises: If we recognize robots as persons, can we still employ them as our servants? The 
answer to this question is far from obvious. While Steve Petersen argues that nothing is 
wrong with designing artificial robot persons for servitude [11], Daniel Estrada considers 
it a return of slavery [12]. From my point of view, which I developed through discussing 
Petersen’s arguments, seriously considering robots as persons could actually transform 
the process of designing and developing robots into positive eugenics and mix robot 
ethics with bioethics [13]. 

Hence, while for Danaher “The central question is whether it is more or less likely 
that we will be able to achieve outcomes in a world of rampant technological 
unemployment,” I contend that even if we do not achieve outcomes by ourselves, we will 
still have the chance to decide what outcomes are desirable. We will decide what 
outcomes should be achieved and—to refer to one of the examples discussed by 
Danaher—even if machines find a cure for cancer by themselves, it will be human beings 
who will decide that this cure is a valuable aim. Moreover, I believe that the MTU and 
UBI scenario might provide us with the opportunity to reach more thoughtful and careful 
decisions about automation itself and to discuss where we need and want AI and where 
we prefer not to have it. 

To summarize, I suggest that the TMU and UBI scenario should be perceived as a 
chance to take part in deciding how to shape the world around us and to achieve the 
world we want as a result. Of course, in taking this opportunity, we need various policy 
decisions that will create institutions, procedures, and other tools that will enable people 
to be more active participants in their local and global communities. We will also need 
appropriate education to motivate and inspire people, to make our democracy more 
bottom-up oriented. To put it in Gunkel’s terms, as introduced in his abovementioned 
paper: We need some top-down system updates that could enable and inspire bottom-up 
user-generated modifications (mods) [3]. Moreover, I believe that Gunkel is correct 
when he emphasizes the importance of rethinking education and its functions. Since an 
increase of automation—perhaps not to the radical degree assumed in this paper—may 
significantly shrink the number of jobs available for humans, we need to develop 
education that will prepare people, as Gunkel puts it, not only for being gainfully 
employed but also for—maybe above all—being gainfully unemployed.  

4.�Conclusion and Further Questions 

This brief discussion aimed to point out that when we discuss future scenarios such as 
MTU and UBI and consider the opportunities and risks, we are not only preparing 
ourselves for the future (which in fact may never take place), but we are also (perhaps 
most importantly) improving our understanding of the present. When we consider (even 
in an abstract way) who we would like to be and who we would not like to be, it informs 
us about who we are. To conclude with a general remark: to get a better orientation about 
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our values and our attitudes toward technology, we should ask the following questions 
instead of just waiting to see what technology will bring us: What do we want and need 
from technology and why? And what do we not want or need from technology and why? 
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Abstract. The problem of total mind uploading (and consciousness) is far from fully 

solved at present within both the scientific and philosophical paradigms. At the same 

time, the hypothesis that a robot clone would represent a substitute of one’s own 

person (based on the mindclone argument) questions not only the future ontological 

status of robot clones (in society) but also its possible personhood quality, in a 

process whose result is the overthrow of anthropocentrism, seen as the fundamental 

ideological definition of human nature. Thus, this research is aimed at analyzing 

technoimmortality in the robot clones paradigm, starting from the theories of 

Martine Rothblatt and Ray Kurzweil regarding mind uploading in 

cyberconsciousness and robot clones theory. The overall objective of this paper is 

to analyze the hypothesis of robot clones’ personhood quality, along with the 

ontological status issue, based on the arguments of Immanuel Kant, Lynne Rudder 

Baker, and John Searl. The theoretical objective follows to deconstruct the way in 

which mind cloning (consciousness theory) into a humanoid robot clone, supported 

by the arguments of Martine Rothblatt, Ray Kurzweil, and Daniel Dennett, actually 

leads to a simulacrum of our own person—namely a philosophical zombie—

according to the theories put forth by Ned Block, David Chalmers, and Searl. The 

methodology used is that of Rothblatt, Dennett, and Kurzweil’s functional 

argumentation, alongside Block, Searl, and Chalmers’s critique of the artificial 

consciousness of robot clones, completed by Kantian’s argumentative critique of 

robot clone personhood.  

Keywords. Robot clones, technoimmortality, cyberconsciousness, mindware, 

mindfile, mindclone, philosophical zombie 

1. Introduction 

The desire to acquire immortality is an enduring feature of humanity. However, the 

paradigm in which this immortality is to be attained continues to evolve, from religion 

or philosophy (the immortality of the soul) through to science and technology (the 

immortality of the body through cloning). Specifically, in recent years, discussions have 

emerged of a (techno-) immortality of mind/consciousness through cyberconsciousness 

in robot clones. 

Thus, one of the new paradigms of immortality is digital immortality or 

technoimmortality, which refers to total mind uploading (and consciousness) in the form 

of a mindclone. This is the twin variant of our mind, able to think autonomously and 
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draw upon all of our memories, emotions, feelings, beliefs, or experiences. It is 

constituted in the form of digital copies, or files known as mindfiles, and processed by a 

consciousness software called mindware, capable of generating thought within the limits 

of what Rothblatt terms cyberconsciousness [1, p. 14].  

For example, in 2007, Bina48, a robot clone bust, was developed by Martine 

Rothblatt’s Terasem Movement Foundation (along with Hanson Robotics). The robot 

was based upon a model of his wife, Bina Rothblatt (using her mindfiles) [1, pp. 1-9]. 

This raises the question as to whether such a robot clone (having a full body, analogous 

to the human) is able to replace the human being completely, or whether it is merely a 

simulacrum. 

These are the two prevailing notions to be discussed in this paper: one that considers 

the possible hypothesis of total mind and consciousness uploading, and the second, 

which considers the ontological status of robot clone. Both situations call into question 

the concept of personhood in the case of robot clones and the anthropocentric stability 

of human nature in a scenario where robot clones have self-consciousness. 

Because such a hypothesis attracts a series of traps and risks in the domain of human 

ethics, several key questions then arise, such as the following: To what extent does the 

presence/existence of a robot clone affect social ontology and the status of the human 

being? What inherent risks are there in the existence of a twin mind 

(mindclone/cyberconsciousness) within a robot clone? What rights/obligations would a 

robot clone have in society, and would these rights/obligations be the same as those of 

the person of whom they are a copy? 

2. Robot Clones and Personhood 

Technoimmortality, or digital immortality, provides a new opportunity to acquire 

immortality through cyberconsciousness, where copies of a person’s mind/consciousness 

are planted inside a robot clone physically identical to the original person. 

At a theoretical and scientific level, the purpose of physical human cloning is to 

provide a replica of our biological body and genetic material, thus achieving biological 

immortality without being able to conserve our consciousness or our memories. The goal 

of digital cloning is therefore to duplicate our mind/consciousness [1, pp. 11-12]. 

The issue this creates is whether digital copies of ourselves—in the form of 

mindclones, mindfiles, and mindware—are still ourselves or if they are just a 

simulacrum; in other words, philosophical zombies (P-zombies) as evidenced by David 

Chalmers’ arguments [2]. 

Basically, the question is whether ‘personhood’, a quality specific to human nature 

in the anthropocentric paradigm, applies to a robot clone once a human 

mind/consciousness is uploaded to it. This problem of the simulacrum of our own person 

in a robot clone revolves around the Kantian concept of personhood [3, 4, pp. 1-253], 

which is characterized by three aspects: reason/knowledge, moral duty, and the formula 

of humanity. Thus, in Selmer Bringsjord’s opinion, if we admit that robot clones have 

personhood, then we have to accept that they have the same rights and obligations as 

humans [5, pp. 6-58]. We can also suggest that the rights and obligations of the robot 

clone are identical to those of the person whose clone it is. Nevertheless, if we refuse 

personhood to robot clones, then they do not hold the rights and obligations specific to 

the person they simulate (endowed with personhood)—according to Constitution View 

analysis [6, pp. 370-388]. The logical result is that the cloned person is ethically and 
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morally responsible for the robot clone’s actions, as the clone does not have free will [5, 

pp. 277-285]. 

For Kant, pure reason/knowledge is in the transcendental order, as an inherent nature 

that man must use within the limits of pure reason apriorism, categorical imperative, and 

moral laws. Within this paradigm, Kant notes a difference between the noumenal and 

phenomenal worlds—that is, the realm of understanding intelligibilia, where objects can 

only be known through intellect and a priori judgments, which has moral perfection as 

its endpoint and a world of sense that can be known through experiences and a posteriori 

judgments [3, pp. 334-366]. Because human nature is caught between the noumenal 

world and the phenomenal world, man’s position in the transcendental world becomes 

impossible, suggesting that a contradiction of pure reason is specific to the 

transcendental. 

However, this contradiction can offer, within the limits of Hilary Putman’s 

functionalist theory [7], the possibility of admitting robot clone endowment with 

personhood—namely, the opportunity for the robot clone to substitute us in society, even 

during our lifetime. This enables robot clones to operate on the same ontological category 

line (that of Being), with the same rights and obligations, as we do. This concept 

produces a paradigm shift at the level of social ontology, where we could face the 

undermining of the ontic dimensions of the noumenal and phenomenal world by 

dragging the ontic category of the robot clone into the ontology of the human being. That 

is, we are talking about a destabilization of the human being in its ontological and 

anthropocentric stability.  

This is because human nature is influenced by the phenomenal world, whereas robot 

clones experience this phenomenal world through the a priori intuitions provided by the 

human mindfile; these generate a certain behavior, faith, or physical state, but lack 

phenomenal consciousness (P-consciousness), in the opinion of Ned Block [8, 9, pp. 227-

287]. P-consciousness is the part of consciousness that includes sensory experiences, 

feelings, perceptions, thoughts, and emotions [8, 9, pp. 227-287]. However, robot clones 

do not lack access consciousness (A-consciousness)—the part of consciousness that 

facilitates reasoning, conscious action, and speech [8, 9, pp. 227-287]. Therefore, unlike 

human nature, for robot clones, this phenomenal world is a world of pure reason (i.e., 

A-consciousness) and not one of phenomenal/a posteriori knowledge (i.e., P-

consciousness). Within functionalist limits, this knowledge stored in the robot clone 

mindfile situates him closer to the noumenal (real) world than the phenomenal one. This 

brings to light the potential dilemma of transcendental simulacra of the robot clone 

ontology, which could result not only in the overthrow of anthropocentrism, but also in 

the dissolution of the phenomenality of Being. Arguably, this sidelines robotic rights and 

obligations because their ontological status does not include them within the category of 

humanity, but rather in the transcendental consciousness—rendering their claim to rights 

invalid. Hence, a number of human rights and obligations would become irrelevant to 

robot clones, and society would need to create a series of robot-specific rights and 

obligations, which could also later lead to the restructuring of human rights and 

obligations [5]. This view may look like a threat to human ethics and social ontology, as 

it would dissolve the uniqueness of human nature (seen from the anthropocentric 

perspective)—uniqueness that is often justified with the existence of P-consciousness 

and its a posteriori knowledge of our world. 

For example, in the case of the toothache phenomenon of robot clones, we find that 

it is related to a mental state or function (reminder) and not to a phenomenal physical 

cause [7, p. 436]. Mental states of pain are functional states, and not physical or 
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phenomenal states, and this is the reason why a toothache, for example, can be multiply 

realized. But this lack of P-consciousness transforms the robot clones, according to 

David Chalmers’s arguments, into a philosophical zombie (P-zombie) [2]. Namely, an 

entity that is endowed with a “human brain” (meaning mindware, mindfile, mindclone, 

in the paradigm of Rothblatt’s theories [1]) looks and behaves like a person, but is lacking 

self-consciousness [2] or P-consciousness.  

However, memory or remembrance is not an a priori category of knowledge for 

Kant, which makes this functionalist argument not fully endorsed by the Kantian theory. 

And yet, what allows a man to have and a robot clone not to have personhood? 

If we are to remain in the Kantian paradigm, personhood is a quality specific to 

human nature for the mere fact that humans are rational beings and are part of the 

ontological category of the human race, being subjected to the moral law as a universal 

law [4]. Laws must be based on the categorical imperative, according to which we must 

use people “always at the same time as an end, never as a means” [10, p. 38]. 

The paradox is that technoimmortality violates precisely this formula of humanity 

under Kantian moral law as a universal law. According to the categorical imperative, if 

we take as an example the case of the Bina48 robot clone—where we are dealing with 

an AI that incorporates Bina Rothblatt’s mindfiles in the form of memories by collecting 

information in digital form—the question arises, can we consider Bina48 to have 

personhood, simply because this robot clone has stored the memories of a real person 

(Bina Rothblatt) in their AI program? If we follow the categorical imperative argument 

[10, p. 38] and try to generalize from this case, then we could say that any device that 

records the memories of a person (in either discursive or visual form) has the quality of 

personhood. This is impossible because, according to the categorical imperative and the 

formula of humanity arguments, man is used as a means. This is not a moral act, and 

therefore we cannot generalize this rule for the whole of human nature. The consequence 

is a dissolution of the ontological categories, in the ontic ones, and the vitiation of new 

ontological categories by a simulacrum of transcendence. 

But in the case of robot clones, the concept of personhood also brings into question 

ontological dualism. The uploading of thoughts to a robot, creating cyberconsciousness 

(as in the case of Bina48), inevitably raises the issue of mind-body dualism—where the 

mind is reduced from the ontological point of view to sensory inputs and behavioral 

outputs in the functionalist paradigm [7]. 

Therefore, if we follow the traditional line of René Descartes’ theory [11, pp. 16-24, 

pp. 68-78], we see that the mind is a non-material substance whose property is thoughts, 

and the body a material substance, whose property is the spatial extent; from this it 

follows that the mind and the body are two different substances, from the ontological 

point of view, which nevertheless interact and influence each other. Furthermore, mind, 

like thought, is an immaterial thing that is not identical to the brain in terms of substance, 

so it is not reducible ontologically to physical states. Therefore, the possibility of 

uploading a ‘mind’ based on this theory is unlikely—making it impossible to grant robot 

clones personhood.  

Nevertheless, if we are in the position of property dualism, we tend to deconstruct 

this initial position based on the argument that we are dealing with a single substance 

(the physical one). That is to say, the brain, as a physical substance, has both mental 

properties (thoughts, ideas, feelings, emotions) and physical properties (size, shape, color, 

weight, chemical processes). According to John Searle’s theories [12], these mental 

properties are irreducibly ontological to physical states due to the subjectivity of 
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consciousness, which in turn is a systemic property of the brain. Neural processes reduce 

consciousness to a natural, biological property. 

However, in Lynne Baker’s opinion, this does not change the personhood of man, 

for whom the capacity to have psychological properties and self-consciousness is not 

only ontologically significant [6, p. 381] but also necessary for the biological substrate 

of personhood, which is the basis for the psychological/moral agent or the ‘human person’ 

[13, p. 8]. That is why a robot clone fails to replace the human being completely, as a 

simulacrum does not have self-consciousness (the necessary condition of personhood). 

Because the robot clone is neither a ‘human person’ nor a ‘human being’, it has no 

ontological significance by the virtue of having a ‘first-person’ perspective. Nor does it 

possess the biological construction of the human body or the genetical determination as 

it appears in the Constitution View [13, pp. 8-12]. 

But if, in functionalist theory, the human body can be reproduced by other materials 

and in other media than biological (provided it functions the same way as the biological 

one), the problem arises in the case of the consciousness and self-consciousness. That is, 

a ‘first-person’ perspective does grant us reason and intentionality and, in Baker’s 

paradigm [13], represents the characteristics that do not allow the substitution of human 

nature with a robot clone. 

However, for Daniel Dennett [14, pp. 150-151], this intentionality together with 

rationality is not a sufficient condition on its own for man to have personhood, although 

it is still a necessary condition. This is because, in his view, a computer can prove 

intentionality, namely, it can show a series of manifestations of intentional predicates as 

a consequence of the software that is programmed to generate certain answers, which 

seem to be intentional reasoning. Consequently, for him, humans are only conscious 

robots [15, p. 17].  

Therefore, if we remain in the functionalist paradigm, we can see how there are 

many examples that come against the substance of dualism or biological arguments. For 

example, we can talk about many artificial organs, such as heart, ears, eyes, or various 

other bionic prostheses, that function as natural organs. Considering these, we can 

continue to ask, why is it that an artificial consciousness (resulting from mind uploading) 

cannot give personhood to the robot clone that is holding it? This becomes especially 

pertinent when we consider that, according to Dennett’s argument [15, pp. 17-31], 

consciousness is an illusion of the brain based on experiences of a phenomenal world 

and contradicting the Kantian noumenal world. This means that the ‘first-person’ 

perspective, which is specific to human consciousness, is the illusion of beliefs based on 

the ‘intentional object’ [14], creating the belief that perceptible things are real, or that the 

state of consciousness is authentic. 

Therefore, according to Dennett’s arguments [15, pp. 17-31], a robot may have 

consciousness (which we can judge from, for example, the development of rational 

speech) but cannot have self-consciousness—an aspect that questions the personhood of 

robot clones. Self-consciousness is a condition specific to human nature [14, pp. 149-

150], which gives rise to the moral law [4]. As a result, according to Rothblatt’s 

arguments [1, p. 110, pp. 153-154], robot clones have the same rights and obligations as 

the person they reproduce (hence, hold personhood), whereas in Chalmers’ opinion [2], 

these are just P-zombies, devoid of personhood, as we will see in the following lines. 
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3. Robot Clone—a Philosophical Zombie 

The creation of a mindclone implies, according to some arguments of Rothblatt [1] and 

Kurzweil [16-19], the possibility of uploading both mind and consciousness into a non-

biological environment. This is a hypothesis that is based upon functionalist theories, 

where mental states are reduced to their functions. Thus, according to multiple 

realizability theory, mental states can exist in non-biological environments [7, pp. 386-

408], such as within a robot clone. 

Nevertheless, the problem here is whether these mental states are enough to equip 

robot clones with phenomenal experiences, or qualia. For example, within Dennett’s 

argumentative paradigm, qualia do not exist; for him, these “qualities of the conscious 

experience” [20, p. 42] are as illusory as the consciousness. From this, it follows that 

humans are possibly P-zombies [21, pp. 405-406]. This aspect facilitates the theory of 

mind uploading into a robot clone: if consciousness is an illusion, the argument of 

achieving immortality through the creation of robot clones—which may have internal 

states with functional content (but which are however unconscious states, based on a 

cause-effect relationship)—is well-founded.  

Thus, for Kurzweil [19, p. 115], research into functional brain simulations seem to 

support the idea of artificially recreating the functioning of the human brain, with its 

emotions, thoughts, or intellect (i.e., technoimmortality). But he rejects the hypothesis of 

consciousness uploading based on the “‘first-person’ argument ‘subjective’ experience, 

which is a synonym for consciousness” [19, p. 278], and which is irreducible to ‘third-

person’ objective consciousness. Additionally, there is an argument that the theory of 

mind uploading is risky, given the inconsistency between real-time human consciousness 

(T1) and the uploaded consciousness that coincides with virtual time (T2). In essence, 

we are talking about the differences “between neurological correlates of consciousness 

(such as intelligent behavior) and the ontological reality of consciousness” [19, p. 282]—

that is, between objective and subjective reality, or between A-consciousness and P-

consciousness.  

However, Kurzweil supports the possibility of mind uploading on the assumption 

that, at the functional level, a robot clone will have the same cognitive or emotional 

behaviors as man [19, pp. 282-283], aspects that we will perceive as conscious behaviors. 

In this direction, his belief is that it will be possible to scan the brain and upload it to a 

non-biological source together with the entire range of personality, memory, skills, and 

history of the cloned person—that is, to create a mindclone, in Rothblatt terms.  

But in order to do this, Kurzweil [19, p.167] claims that a series of nanobots are 

needed to scan the brain and its functions for later uploading. This proposed mechanism 

differs from the theory and practice advanced by Rothblatt [1, pp. 15-25], which suggests 

a digitized archiving of the memories, behaviors, and emotions of an individual stored 

in the form of mindfiles (the software which collects data) in a mindclone (the software 

brain). Such data would then be processed by mindware (the software which processes 

that data), which would also be responsible for discerning and controlling our 

unconscious motivations from mindfiles [1, p. 68]. Thus, mindware is a software that has 

the ability to behave like a biological human brain, by establishing parameters of data 

processing from mindfiles, and be compatible with a biological human brain. That would 

be why, when a mindware processes data from a mindfile, the result is a mindclone of 

the original brain [1]. 

However, the key issue is whether this denotes consciousness. Can we upload 

consciousness, and can it really be uploaded with the mind? 
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According to the functionalist paradigm, the mind can be uploaded within the limits 

of mental states, reduced in this instance to their functional role (that is, behavioral 

inputs/outputs) [7, pp. 429-441]. However, the consciousness-uploading hypothesis is 

rejected by John Searle [12, p. 13]. He argues that consciousness cannot be reduced to 

its functions as it is essentially subjective and irreducibly ‘first-personal’, contrasting 

with the functionalistic paradigm where consciousness is conceptualized as ‘third-person’ 

phenomena [20, p. 72]; this calls into question the possibility of a complete copy of our 

consciousness in a robot clone.  

We must remember that consciousness is not a physical or a systemic property. The 

mind cannot be a neutral phenomenon, independent of consciousness and subjectivity 

[12, p. 13], because this would mean that consciousness, as an inner and personal 

experience, would be just an illusion, as is apparent in Dennett’s arguments [15, pp. 17-

31]. If we believe this, then only a consciousness approach from the perspective of the 

‘third-person’ phenomenon is a valid one [21, pp. 70-72].  

Searle [22, pp. 187-217], like Kurzweil, does not reject entirely the idea of a robot 

endowed with conscience activities, but only that of a robot that exists in the ontological 

category of the ‘first-person’, or subjective ontology. Searle argues that robot clones 

cannot be equipped with qualia.  

However, according to Rothblatt’s theory [1, p. 72], mindclones will have 

consciousness—more precisely a cyberconsciousness—which grants the robot clone the 

ability to think and feel as a conscious human person. Moreover, he will be endowed 

with a kind of self-consciousness since he will be aware that he is just a digital version 

of man. Ideally, cyberconsciousness will function like a human consciousness: that is, a 

cyberconscious being will have feelings, emotions, thoughts, reason, and language [1, p. 

72].  

The paradox that both Rothblatt and Kurzweil recognize is that this 

cyberconsciousness will not be able to function fully as a human consciousness. Even if 

cyberconsciousness software has a program that runs a percentage of unconscious 

conceptions behavior to be analogous to the human mind, this does not make it identical 

to human consciousness [1, p. 29]. However, Rothblatt argues that this does not appear 

to be necessary because the mind/conscience is not a computer; therefore, the computer 

needs not be identical to the mind/conscience, but only an analog of it. 

Cyberconsciousness “does not have it replicate every function of a brain to support a 

mindclone” [1, p. 33].  

On the other hand, according to the functionalist argument, the human brain does 

function as a computer, indicating that consciousness, as Dennett [21] and Searle see 

[12], may be either an illusion or a neurobiological result of the brain. 

Not of the same opinion is Kurzweil [16, p. 24], for whom consciousness is related 

to memories, stories, and patterns of human life. Kurzweil’s position nevertheless 

supports the possibility of uploading the mind in the form of mindfiles, with 

cyberconsciousness resulting from the management of these mindfiles by mindware. This 

is because he sees consciousness appearing as an emergent property of a complex 

physical system. 

Hence, the problem with the ontological status of clone robots in society becomes 

evident. As we have seen, some of Rothblatt’s and Kurzweil’s arguments [16-19] support 

the hypothesis of mind/consciousness uploading in the form of a mindclone, in a robot 

clone endowed with cyberconsciousness. But this hypothesis, as Dennett claims [14, 15, 

21] is valid for the ‘third-personal’ paradigm, which results in the validation of this robot 

clone as a person in society. This transitions the status of this robot clone from the ontic 
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category to the ontological one. However, we cannot speak, as Rothblatt [1] and 

Kurzweil [19] support, of a passage in subjective ontology (‘first-personal’) only to that 

of objective ontology [22, pp. 187-217; 6, pp. 370-388], which does not validate 

(contrary to Dennett’s arguments) robot clones as identical to the human being but rather 

only a simulacra of it.  

A problematizing factor is the existence (or otherwise) of the phenomenon of qualia 

in the case of robot clone—that is, the phenomenal subjective experience (‘first-person’) 

that grants self-consciousness, or, in the Kantian paradigm, the phenomenal world. 

According to Chalmers’ theories, the clone robot is endowed with a “human brain” (i.e., 

with mindware, mindfile, and mindclone according to Rothblatt’s theory), meaning that 

it looks and behaves like a man, but it lacks conscious experiences or qualia; thus, it is a 

P-zombie [2]. This argument is supported by the ‘hard problem’ of consciousness theory 

[23], which refers to the subjective aspect of our ‘first-personal’ or P-consciousness 

experiences, which cannot be reduced to a range of mental states or physical behaviors. 

There are inner mental experiences, subjective, and unique, that cannot be replicated or 

repeated at the same level of mental states, even if external factors and mental functions 

seem to be identical [23]. 

This means that the robot clone is devoid of direct experiences; that is, of P-

consciousness, as Block also claims [9, pp. 227-287]. A deficiency of P-consciousness 

prohibits the robot clone from any subjective inner experience, feelings, or emotions, 

even if functionally these phenomena seem to be present. In fact, this is the argument of 

‘absent qualia’ [24, pp. 309-328]; specifically, that mental states or causal relationships 

of behavioral imputations/outputs are not of themselves sufficient to create a subjective 

inner experience, such as qualia [8, pp. 501-510]. It is not enough for robot clones to 

hold only A-consciousness.  

According to Block and Chalmers, this form of technoimmortality results in a P-

zombie, devoid of P-consciousness but not of A-consciousness. This means that the robot 

clone (P-zombie) is an entity different from that of the human being, even if it possesses 

an important part of consciousness (A-consciousness). 

Hence, the problem of the simulacrum finds its answer in the robot clone’s inability 

(as a P-zombie) to replace the human being completely in its entire, conscious 

complexity. The fact that a robot clone is devoid of qualia, or that its states have no 

qualitative content, as a result gives it only functional equivalence to the original mind. 

The deficiency of phenomenal experiences in the uploaded mind [8, pp. 63-103] supports 

the argument that robot clones are P-zombies. 

4. Conclusions 

The technoimmortality hypothesis brings into discussion the possibility of 

mind/consciousness uploading into a robot clone and the possibility of granting such a 

clone the quality of personhood together with the change of the categorical classification 

of robot clone from the ontic one to the ontological one, according to certain theories of 

Rothblatt [1], Kurzweil [16-19], and Dennett [14, 15, 20, 21] [15]. These hypotheses 

validate, from a functionalist perspective, the possibility of digital immortality and of a 

decentralized society (from the anthropocentric point of view).  

But these functional theories [7] are deconstructed by the argument of the formula 

of humanity [4]: P-consciousness [9], ‘first-personal’ perspective [5, 6, 12, 13, 22], and 

qualia [23, 24], which converge in the theory of P-zombie [2]. Accordingly, robots 
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clones can simulate the function of human nature in a ‘third-person’ perspective, but 

cannot phenomenally render self-consciousness—conclusions reached by Rothblatt [1] 

and Kurzweil [19], independent of the theories they support in favor of robot clone mind 

uploading and technoimmortality.  
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Longer Abstract 

Robotics has created a new way of how technology mediates human action. With 
robotics, technology works autonomously to accomplish human mechanical jobs. Its 
autonomous functions have now been developed for social robots. Although for the most 
part they are not humanoid or android, like in science-fiction movies, they are designed 
to perform actions that resemble human intelligence. This paper explains the 
instrumentalizing aspects of social robots from a philosophy of technology perspective. 
I will describe three instrumentalizing aspects of social robots: language, skill, and AI 
technology.  

I refer to John Searle’s philosophy of consciousness as an argument for the first 
aspect of a social robot. We consider a social robot by its ability to communicate through 
human language. Do robots really understand human language? If they do, they can to a 
certain extent have consciousness. A hermeneutical problem arises, however, if we 
examine human-robot interaction through language. According to John Searle, it is 
impossible for a machine to have consciousness, because it is designed to understand 
language through syntax only; thus, it has a different mode of understanding [1, p. 10]. 
Words are not limited to their forms in a sentence (syntax), but include their meaning 
(semantics). A machine understands language through a program which contains 
algorithmic instructions. Searle expounds this perspective through what he calls the 
Chinese Room Argument, an argument which explains that through programmatic 
instructions a human can act like a machine. For example, a person in a locked room who 
does not understand Chinese writing, can, by means of a set of programmatic 
instructions, answer questions as if he/she could understand Chinese writing. This 
argument is intended to prove the impossibility of the existence of machine 
consciousness.  

Eugene Goostman, a chatterbot developed by a group of Russian and Ukrainian 
programmers, interacts as if it is a 13-year-old boy. It is designed to have a wise 
personality, especially for people who interact with grammatical and general knowledge 
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errors. In 2014, this chatterbot was reported to have passed the Turing test, convincing 
33% of competition event judges that it was not a machine. Thus, if we talk to Eugene it 
is always possible that we would not know it is a computer program. According to 
Searle’s Chinese Room Argument, Eugene actually does not understand a language. Its 
machinic form of intelligence understands language limited to its syntax. Eugene 
responds through instructions which are processed by a computer. If Eugene were to pass 
the Turing test, it would have thus achieved one of the instrumentalizing aspects of 
human intelligence.  

The hermeneutical problem of human-machine interaction as raised by Searle 
indicates how the instrumentalizing aspect of language has generated a social robotic 
intelligence. Technology is able to construct robotic identity analogous to human 
identity. Hermeneutically, this robotic identity is ”logocentric,” as we can attribute 
reality, in this case Eugene’s personality, from its image and in particular its ability to 
respond to words.  

Robotic social intelligence in understanding a language can be examined through 
Martin Heidegger's hermeneutic philosophy. Heidegger states that language is a 
precondition for comprehending our existence in the world. In other words, 
understanding—the act of interpretation—is postulated as the basic ontology of the 
human being. For that reason, human subjectivity must be understood as hermeneutical 
activity. The hermeneutical problem in robotic social intelligence is a form of 
Heideggerian hermeneutics—given that a robot, through a program, seems to understand 
a language, it becomes a quasi-conscious being. Social robots are believed to be 
existential beings because they have the capacity to interpret and understand a language.  

The instrumentalizing aspect of language used in social robot, however brings only 
an inauthentic mode of understanding, since its use of language is limited to a logical 
system of meaning. For Heidegger, language is more than a logical system of meaning; 
it is a condition of the possibility of being. The hermeneutics of understanding, according 
to Heidegger, lies in the meaningfulness of language that exists beyond syntax and 
semantics, as, for example, in poetry [2, p. 134].  

Following Heidegger’s hermeneutics, the robotic mode of understanding should be 
made to comprehend language as a condition of the possibility of being. If it is limited 
to a logical system of meaning, which is usually based on practical interests and is 
therefore instructional as in Searle’s Chinese Room Argument, it will, in the end, be 
merely superficial and yield only functional forms of understanding. Language requires 
contexts which are, according to Heidegger, temporal, intentional, and historical [2, p. 
140]. In other words, text always is situated in and speaks from a certain context. There 
is no language that exists beyond the activity of a human subject. The instrumentalizing 
aspect of language in social robots must be seen from a human-technology relations 
framework. Social robots would be more human if they were made to understand 
language in the Heideggerian sense.  

The second instrumentalizing aspect in social robots is skill. Social robots are 
designed to have human and animal bodily skills that are associated with human 
intelligence. But do they perform these skills better than human beings? Concerning the 
level of bodily skill, it is relevant to consider Hubert L. Dreyfus’ phenomenology of skill 
acquisition which categorizes five stages of how the human body masters a new skill [3]. 
These five stages are (i) novice: learning from instructions; (ii) advanced beginner: 
learning from experience based on instructions; (iii) competence: understanding a skill 
from the experience of involvement; (iv) proficient: reasoning about situations and 
problems; and (v) expertise: overcoming difficult situations and problems through 
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intuitive decisions. Thus, the phenomenology of skill acquisition explains how a skill is 
mastered, from conceptual framework to embodied intuitive intelligence.  

In Dreyfus’ schema, robots would be categorized at the stage of beginner, as robotic 
skills work based on a program that contains instructions. It is impossible for a robot to 
become an expert since it operates according to instructions. The fact is, we tend to use 
robots because they perform some skills better than people—those based on determinacy. 
Although robots’ programming is limited to certain skills, they are not necessarily less 
skilled. For example, the self-driving car, with its advanced technology, can reduce road 
traffic accidents. Research on self-driving cars on public roads indicates that they 
generate only minor accidents, all of which are caused by human error [4]; it follows that 
if everyone used a self-driving car, there would be no traffic accidents. The finding is 
interesting because the self-driving car operates through a program which 
phenomenologically is at the stage of beginner.  

 The phenomenology of skill acquisition explains that traffic accidents would 
decrease if the stage of people’s driving skill was made more advanced. Theoretically, at 
the stage of expertise, people should be able to avoid accidents. It is difficult to imagine, 
however, that all people could attain the expertise stage in driving skill. What makes a 
programmable skill like that of the self-driving car, which is phenomenologically at the 
stage of beginner, safer than a manual car? The answer is related to Searle’s Chinese 
Room Argument: robotic skills are a program that can be upgraded and redesigned until 
it reaches perfection. If the self-driving program becomes more complex, with the 
extensive use of machine learning algorithms, it will be difficult to recognize robot 
drivers on the roads.  

A self-driving vehicles project, comprising cars, busses, and trucks, for example, is 
currently being developed by the Singaporean government. Transportation system 
transformation in Singapore is expected to bring better traffic conditions and a better 
environment. The vision for the project is to create more safety, better mobility for 
elderly and disabled persons, smoother traffic, and parking optimization [5]. As 
technology progresses, besides the ethical considerations related to using robots to drive 
vehicles, human willingness for the advancement of robotic technology also becomes an 
important factor.  

While robots now are made to have skills that can produce better results than human 
beings and can improve the quality of human life, human bodily skills remain a good 
technical model. Although the nature of robotics is to mediate skills that cannot be 
performed by people, or to perform certain skills better, humanoid (and android) robotic 
research with the purpose of creating robots with the same bodily skill and shape as 
human beings continues to be developed. The robot contest, for example, concerns how 
robots can be designed to perform such skills such as dance and football. Even though it 
performs some skills better, human skill remains the ideal. In the realm of art, because it 
produces meaning, human ability is better than that of the robot. Human skill generates 
difference and originality that are absent in robotic skill.  

The third instrumentalizing aspect describes robots that communicate, analyze 
problems, and make strategic decisions through Artificial Intelligence (AI) technology. 
AI becomes an important instrumentalizing aspect in social robots. In healthcare, robots 
with AI technology are now employed in patient treatment. Robots diagnose diseases 
and give medical advice according to medical records. Doctor-patient interactions are 
being replaced by robot-patient interactions, but the latter create an ethical situation 
because a robot is impersonal. In most cases, people feel more comfortable being treated 
by a doctor compared to a non-doctor.  
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Online applications such as Uber, Grab, and Go-Jek also work based on AI. Go-Jek 
is the most popular online transportation application in Indonesia. In addition to public 
transportation, it provides services such as medical treatment (Go-Med) and the ability 
to order food (Go-Food), buy tickets (Go-Tix), and send goods (Go-Send). Online 
applications for public transportation in the Indonesian context can produce 
philosophical reflection. Without these online applications, it is impossible to order 
public transportation; meanwhile, conventional transportation such as taxi and 
motorcycle taxi services is decreasing. A condition that eventually requires all people to 
use online applications via a smartphone.  

The instrumentalizing aspect of AI has generated a new form of social relations. This 
form of social relations is a phenomenon transformed technologically by what Don Ihde, 
a philosopher of technology, calls latent telics in instruments: how instrumentalizing 
mediations inclines toward an invariant characteristic and technical direction [6, p. 42]. 
Using an instrument with a certain function produces a certain mediational characteristic. 
Latent telic inclination in AI—in this context, a robotic process in online transportation 
and healthcare, for example—has its own benefits and ethical challenges. Work becomes 
more efficient through AI, but it is reduced to mechanical and instructional actions.  

The progress of AI has led to a new human-robot relations condition. But this 
condition, because of latent telics, is not an end of the progress in itself. Despite all the 
technological processes of robotics, we retain the right to create other technologies. Ihde 
differentiates his philosophical idea pertaining to latent telics from the philosophy of 
technological determinism which believes the power of the progress of technological 
systems over human freedom.  

Ihde’s philosophy of technology regarding latent telics in instruments creates a space 
for ethical discourse of AI. As we know, it presents more ethical risk than non-
autonomous technology. A current ethical issue concerning AI is the use in warfare of 
lethal autonomous weapons, or robot weapons, which can select and terminate targets 
without human interference. The robot weapon sees targets not as human subjects but as 
objects to be terminated. AI amplifies technological systems, but it reduces them to 
merely instructional and mechanical actions. That is why currently the main research in 
AI concerns how to make it act super-intelligently, like a person.  

The instrumentalizing aspects of social robots provide the insight that future human-
technology relations will be mostly autonomous relations. Robotic research usually 
follows a trajectory about how to make the instrumentalizing aspects of social robots 
more human, and autonomous characteristics make robots into quasi sentient beings. We 
face a world where it will be difficult to differentiate between human and robot actions. 
However, robots remain below the expectation for human functioning, or less than 
human. Consequently, robot ethics becomes relevant in anticipating the socio-cultural 
effects that may derive from human-robot relations. With robotic technology, we have 
the opportunity to solve global problems such as disease, poverty, and conflict. If one 
day robots become super-intelligent, that is, they are able to reflect on life-world through 
ethics, aesthetics, and metaphysics, robot ethics perhaps would no longer be necessary.  
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Abstract. We study whether humans and technological artifacts, such as robots, can

form hybrid agents that would be fit to be held morally responsible for their actions.

We give an argument against such a possibility and criticize several arguments that

defend this possibility. We identify three argument forms that have been employed

to argue for shared responsibility between humans and machines: (1) Argument

from gradual properties, (2) Argument from responsibility gaps, and (3) Argument

from extended agency. We analyse these arguments and aim to show that they are

invalid.

Keywords. social robots, human–robot interaction, hybrid agents, responsibility,
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1. Introduction

It has been noted that the amount of automation is increasing in our societies. Algorithms

and robots are operating and making decisions in areas that used to be controlled by

humans alone, for instance, in stock trading, medical diagnosing, and car driving. The

question has been raised what happens to responsibility when human beings give away

control (see, e.g., [1] for recent discussion). Traditionally, control and responsibility have

been closely related: One cannot be responsible for things over which one has no con-

trol. Knowledge has been seen as another necessary requirement of responsibility. Given

that many of these algorithms are based on artificial intelligence and machine learning

techniques, which make their operation unpredictable, humans cannot even know what

kinds of actions will be performed and what their consequences might be. Hence, both

traditional conditions of responsibility, control and knowledge, are out of reach for hu-

man beings, including the designers, builders, controllers, owners, and users of those ma-

chines. What makes things worse is that a collectivization of responsibility does not seem

to help much: There is no collection of human beings that would possess the necessary

knowledge and control of the algorithmic decisions.

Hence, some have suggested that the responsibility for the actions of the machines

should be attributed to the machines themselves. However, it is not easy to see how that

could be done. It is not even easy to understand what it could mean in practice to hold a

robot responsible. The problem is that even if we were to admit that machines are agents

and capable of possessing responsibility-relevant control and knowledge of their actions,
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they do not seem to satisfy the general conditions of agents fit to be held responsible

for their actions. Some often mentioned conditions are autonomy, self-awareness or con-

sciousness, sensitivity to moral reasons, capability to experience emotions, etc. There is

no consensus on what the exact conditions of moral agency are, but the majority view

regarding current robots and AI agents is that they are not moral agents, and henceforth

not fit to be held morally responsible.

However, it has been argued, that even if robots and AI agents are not agents capable

of bearing full responsibility for their actions, they could still be held partially responsi-

ble. The idea would be that moral responsibility would go together with causal responsi-

bility: Full moral responsibility for certain harmful consequences would be attributed to

the collection of humans and machines whose contributions caused those consequences.

Insofar as machines are part of this collective, they would be partially responsible for

the consequences. They could be seen as relatively autonomous members of responsi-

ble groups [2]. At least prima facie this collective could be argued to satisfy general

conditions of moral agency (because it contains people who are uncontroversially moral

agents) and the particular conditions of responsibility for its actions (because it contains

machines with the relevant control and knowledge of those actions), even though it would

require sophisticated argumentative skills to construe such an argument without falling

prey to the fallacy of composition.

In this paper, we critically scrutinize some arguments that have been presented to the

effect that machines, even though not capable of carrying full moral responsibility, could

participate in such human–machine hybrid agents and hence be partially responsible or

share responsibility together with humans for the actions of the hybrid agent. Here we

will not argue that robots cannot be full moral agents (but see [3] for our argument to

that effect). Instead, we will take that as a premiss and defend the conditional claim that

if robots cannot be full moral agents, then they cannot be partially responsible either.

A rather generic motivational background for writing this paper relates to our worry

concerning the extended usage of important normative notions such as moral responsi-

bility and moral agency. More generally, such normative notions that play an important

constitutive role in our social practices which we find worthy of maintenance. With re-

spect to such notions we tend to prefer a cautious, conservative if you like, approach. Our

worry is that rushing into extended usage of such notions may have detrimental effects

on normative practices that have a significant role to play in the lives of human commu-

nities. Our view is that before moving to extended usage, we need to first see how far the

established meanings can go in terms of understanding and explaining new phenomena

such as artificial intelligence and social robotics.

The situation with artificial agents constructed by technology can be compared with

artificial agents constituted by collections of human beings. Think of the tentative risk of

accepting corporate agents as members of moral community, as moral agents in their own

right. If we hold corporate agents morally responsible in their own right, independently

of the moral responsibility of the individual human agents in the corporation, it may

happen that individual role-holders in the corporation find it tempting to hide behind a

corporate veil—indeed feel incentivized to erect such a veil (via practices internal to the

corporation). The result of the acceptance of new members to the moral community may

turn out to be counterproductive with respect to the realization of the aims of the practice

of holding agents responsible, namely, the aim of directing and changing the behaviour,
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which in the case of corporate agents can only take place via the behaviour and actions

of the individual human agents.

We proceed by first sketching a positive argument for why technological artifacts

can not be attributed even partial responsibility for their causal contributions to actions

attributable to collections of humans and artifacts in Section 2. Then we scrutinize some

recent arguments for such attributions of partial or shared responsibility and try to show

that they are invalid in Section 3. Finally, we conclude in Section 4.

2. Positive Argument against Responsibility Sharing

In our view when we talk about responsibility sharing we talk about joint moral respon-

sibility which in turn is moral responsibility for joint actions. Roughly speaking, a joint

action can be understood thus: Two or more individuals perform a joint action if each of

them intentionally performs an individual action but does so with the (true) belief that in

so doing they will jointly realise an end that each of them has [4]. On this view joint re-

sponsibility is ascribed to individuals. Each member of the group is individually morally

responsible for the outcome of the joint action but each is individually responsible jointly

and interdependently with the others.

In this view, each participant in the joint responsibility bears individual moral re-

sponsibility for his or her actions. As moral responsibility is an agentive notion, that is, it

presupposes moral agency, it follows that each participant in moral responsibility must be

a moral agent. In [3], we have argued that robots and other pieces of technology such as

AI algorithms are not autonomous and hence not moral agents. Roughly stated it tries to

establish that moral responsibility requires autonomy and that programming is the kind

of manipulation that undermines the autonomy of robots and AI agents. If our previous

argument based on Mele’s history-sensitive account of autonomy [5] is correct, it follows

that robots and AI algorithms cannot be participants in joint responsibility either and

that we cannot share responsibility with them. Obviously, the claim that moral agency

requires autonomy is contestable, but the justification for such a requirement stems from

our practice of holding agents responsible. This is a moral practice, and it would not be

fair to hold agents that fall short of autonomy morally responsible.

Robots and AI algorithms cannot be properly seen as group members in a group that

is morally responsible unless they are moral agents themselves. In our view, attributing

collective responsibility to a group entails attributing the individuals full responsibility

for their part-actions and joint responsibility for the collective action. Joint responsibil-

ity in turn means that each participant is conditionally responsible: One participant is

responsible only if other participants are also responsible. Hence, responsibility sharing

can only take place among full moral agents.

3. Unpromising Ways to Argue for Responsibility Sharing

We identify three argument forms defending the possibility of shared responsibility be-

tween humans and machines. In what follows, we analyse these arguments in detail aim-

ing to show that they are invalid.

Argument from gradual properties: As a preliminary step to arguing that respon-

sibility can be shared with robots, it has been argued that responsibility is something
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that can be shared. One way to do that is by arguing that moral responsibility or moral

agency is a gradual matter. According to what we call the argument from gradual proper-

ties, the properties and capabilities that are required for moral agency are gradual proper-

ties, hence moral agency itself is something gradual. Just as a child gradually becomes a

moral agent through learning and development, a robot might be taught moral reasoning

and moral decision-making, and hence gradually approach full moral agency. There are

more and less sophisticated versions of this argument; one goes as follows [6]:

On the possibility of ascribing responsibility to artificial systems—autonomous driving sys-

tems [...] it is important to take into consideration that these three sets of capacities (commu-

nication, autonomy, and judgment), and the competences that come with them, vary, to say

that someone is more or less able to act in a specific situation, more or less autonomous, more

or less reasonable, and so on, it follows that responsibility itself must be attributed gradually

according to the aforementioned prerequisities[.]

The conclusion does not follow: There can be properties that are not gradual, even

though they are based on only such properties that are gradual. As a simple example,

consider adulthood. In most countries there is a certain legal age, for example, 18 years,

before which one is not considered an adult and after which they are. Adulthood such

understood is not a gradual property even though it is defined on the basis of age which

is a gradual property. Versions of the argument that are based on the analogy between

raising children and teaching morality to robots can also be questioned by pointing out

that children whose moral understanding is still developing need not be understood as

partial moral agents. Our educational practices of teaching our children that they can

be “blamed” or “punished” for their behaviour can be understood as treating them as if
they were moral agents in order for them to eventually—but not necessarily gradually—

become moral agents [7]. Moral agency can be understood as a categorical property

obtained once certain threshold levels of gradual properties like moral understanding

have been achieved. Even though an agent can be partially responsible for particular

acts or outcomes, this presupposes fitness to be held responsible, which we take to be a

categorical property: One either has it or not.

Argument from responsibility gaps: In the literature concerning moral responsi-

bility the concept of responsibility gaps can be defined as follows [8]: “The responsibil-

ity gap refers to the discrepancy between the ethical responsibilities managers must take

upon themselves, on the one hand, and the realities of the human functioning that limit

our human capacity to meet those responsibilities, on the other.” This is clearly compati-

ble with the agentive conception of responsibility, because the gap is between the load of

ethical responsibilities imposed on the moral agent by an institution or structure or prac-

tice and the capacities of the same agents to fulfill those responsibilities. In the literature

it has been noted that there are situations in which there appears to be more responsi-

bility to be shared than can be borne by the moral agents engaged in the situation. The

question of responsibility gaps has been discussed mostly in the context of collectives

and corporations, but also in the context of autonomous computer systems and robots

[9,10,11].

The argument from responsibility gaps starts from the observation that robots cause

morally bad things to happen and hence someone or some thing should be responsible

for them. Due to unpredictability and other problems, oftentimes there is no human be-

ing who could be held morally responsible. Also since the robot itself cannot be held

fully morally responsible, responsibility must be distributed to the collective or network
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consisting of humans and possibly machines. The obvious point against this argument is

that there are many other morally bad things that happen for which no-one, no thing, and

no collective can be held morally responsible, for instance, people getting killed in earth-

quakes. Natural catastrophes aside, there are also unintended consequences of collective

actions for which it can be claimed that there is no (individual or collective) agent that

could be held morally responsible, for instance morally bad consequences of the mar-

ket system. Hence the argument rests on a false premiss according to which responsible

agents exist for all morally bad things.

One way to deal with such responsibility “surplus”, perhaps more used in the lit-

erature on computer systems than in literature concerning collective responsibility and

corporations, is to extend the use of moral responsibilty as a term to actors that do not

qualify as moral agents. However, our incapacity to control an actor, system, or mecha-

nism, does not turn the actor, system, or mechanism in question, into an entity capable

of bearing moral responsibility nor does it turn the causal responsibility of such entities

into moral responsibility. Calling the responsibility moral does not make it moral. Doing

so is an argument from equivocation. Here is an example from Johnson and Powers

[12]:

Our point in noting the complexities of tasks being divided among humans and computer

systems [...] is to note that what is at issue is a reconfiguration of role responsibilities. As

air traffic control becomes more automated, human controllers will have to acknowledge that

the computer system shares the tasks formerly ssigned only to them. [...] Holding systems

“responsible” – in the sense Hart introduced in his analysis of role responsibility – seems to

follow from the re-assignment of tasks. [...] In this context, it makes sense to speak of the role

responsibility of the computer system because it has taken over morally-relevant tasks.

Their idea is taken up by others as well [13]:

We argue that to address the question of ascribing moral responsibility to intelligent systems

we must adopt the functionalist view and see them as parts of larger socio-technological

systems with distributed responsibilities, where responsibility of a moral agent is a matter of

degree. From such a standpoint ascribing responsibility to an intelligent system has primarily

a regulatory role. Delegating a task to a machine is also delegating responsibility for the safe

and successful completion of that task to the machine [. . .]. A machine that takes care of

certain tasks intelligently, learning from experience and making autonomous decisions gives

us good reasons to talk about a machine as being “responsible” for a task in the same manner

that we talk about a machine being “intelligent”. No doubt, technology is morally significant

for humans, so the “responsibility” for a task with moral consequences could be seen as moral

responsibility.

In our view, causally taking care of tasks of moral significance (safety, health, etc.)

is to be distinguished from being morally responsible for tasks being accomplished.

In the case of responsibility gaps we rather need to analyse the systems and their

organization and improve the match between the moral responsibilities and the capacities

of moral agents. If we create systems over which we do not have the kind of control

required by moral responsibility, we are responsibile for such creation over which we do

have control, and consequentlty indirectly responsible for states of affairs brought about

by such systems when let to function in the wild. This is the human predicament.

Indeed, calling actors that do not qualify as bearers of moral responsibility “moral

agents”, is a way to make matters fuzzier rather than clearer, and this strategy of equivo-

cation may turn out to be counterproductive with respect to our aims of making the world
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better for human beings by way of utilizing new technology. Responsibility attributions

must be fair and justified—our practice of holding entitites responsibile is not a channel

for our moral outrage or other moral emotions.

We agree that the possibility of responsibility gaps is indeed a problem, but its nature

is practical instead of ethical and it requires practical and legal remedies rather than

widening the extension of our moral concepts. Here we willingly identify ourselves as

blunt Finnish fellow travellers of Sven Nyholm who writes:

[...]we should not be too quick to attribute agency of a very independent sort to robots like

automated cars or military robots. Rather, we should stop to think more carefully about (a)

whether any of these robots are really excercising agency in any real sense and if so, (b)

what kind of agency it makes most sense to attribute to automated robots. These questions

are crucial to ask if we are to avoid the sort of worries about responsibility-gaps that we

find in the literature on autonomous machines [...] It is primarily if it would make sense to

attribute a strongly independent form of autonomous agency to automated systems and robots

that these kinds of worries of responsibility-gaps can plausibly be thought to arise. The mere

presence of unpredictability and a lack of direct control are not by themselves enough to

create responsibility-gaps.

Argument from extended agency: According to the argument from extended

agency, the locus of agency should not be understood as an individual human being, but

as the individual human being extended with various technological tools whenever these

tools are necessary for performing certain actions. The basic idea is familiar from discus-

sions on extended mind, but it has been put to a new use in the context of responsibility:

If the agent of an action is such an extended agent then the responsibility for the action

should be attributed to the extended agent as well. Here is a straightforward formulation

[14]:

To bring this into the practical realm, consider the well known phrase “guns don’t kill people;

people kill people.” That is an absurd thing to say because it falsely implies that the possession

of a gun is not pertinent to killing, or to the subject that possesses it. Of course guns do

not go around shooting people all by themselves, but everybody knows that a person with a

gun is a far greater threat to kill someone than a person without one. Selinger and Engström

(2007, pp. 575–576), following Ihde (1990, 2002), explain that human beings are changed

when they use certain technologies: a man-with-a-gun is a different being or subject than the

same man without a gun. Similarly, it is commonly said that some people are transformed

when they get behind the wheel of a car. Or consider the saying, “if all you have is a hammer,

everything looks like a nail.” That is, the possibilities for action depend not just on human

beings, but on the available means of action as determined by the relationship of humans

with technology and/or other components of extended agencies. The entity that acts—the

subject—is the extended agency (person/gun, person/hammer), not just the human individual.

[...] If moral responsibility for an act lies with the subject that undertakes it, and if the subject

includes nonuman as well as human beings, then so may moral responsibility.

It can be admitted that the tools we have affect us as subjects and so does the envi-

ronment in which we are, but it is not clear whether they affect us in a way that turns us

into participants in joint agency; at least the conditions of the above definition of joint

action are not satisfied. The effect of the tools and environment can rather be understood

as modifying our affordances and our psychological state. In fact, we would claim that

this is the standard way of understanding action involving tool use. Both in philosophi-

cal action theory and in everyday language use we would rather say that a person killed
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someone with a gun, rather than a person and a gun killed someone or that a person

killed someone together with a gun. Of course, both the standard view in philosophy of

action and our ordinary understanding may be faulty; however, the point is that there is

no valid argument from extended agency to shared responsibility as there are other pos-

sible ways of understanding responsibility attributions in cases of extended agency that

do not involve attributing partial responsibility to technological items.

4. Conclusion

In this paper we have discussed the possibility of responsibility sharing between human

and technological artifacts. We have provided an argument for thinking that such respon-

sibility sharing is not possible. We have also identified several instances of unsuccessful

argument types for responsibility sharing appearing in the literature. In our view, and in

the view of quite a few others, moral responsibility is an agentive notion: It presupposes

moral agency. Previously, in [3], we have argued on the basis of Mele’s history-sensitive

account of autonomy [5] that robots are not moral agents for their lack of autonomy, and

here we have argued that also responsibility sharing can take place only between moral

agents.

While discussing the arguments that we find faulty, we have expressed two kinds

of worries concerning tendencies to extend the use of our moral vocabulary, one which

is methodological or analytical, and the other which is normative or moral-political.

The first worry concerns the key concepts such as agency, responsibility, and autonomy.

When it comes to agency, it is a continuum notion. There are very different kinds of

agents. For instance, there are canine agents that are capable of intentional action but

which fall short of being moral agents. Then there are moral agents, typically exemplified

by adult human agents.

As well as the sense of agency, also senses of responsibility vary and in our view

these different senses should be kept separate. There is causal, normative, role, prospec-

tive, retrospective, individual, and collective responsibility. Also autonomy can be un-

derstood in various ways: There is the AI sense of autonomy and the moral sense of au-

tonomy as self-rule or self-government [5]. When extending the use of these senses, we

run the risk of equivocation. The point is not linguistic policework but the worry of los-

ing the analytical clarity in the study of these highly relevant and extremely complicated

phenomena.

The moral or political worry concerning the extended use of the normative key con-

cepts is that such an extension may have unforeseen consequences to our social practices

and communities in which these key concepts play an important role. We suggest that

we should move cautiously here. It is the moral responsbility of the researchers of these

issues. This paper is a part of a larger project in which we search for arguments that make

the extension of such notions as moral agency and moral responsibility necessary. We

are still looking.
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Abstract. This text discusses a transdisciplinary experimental development in 
progress. Its aim is to allow for a liaising, applied ethics in care situations. This is 
done by facilitating the conditions for ethical behavior of humanoid robots in human 
care. We2 strive to achieve this by entwining both the generation of a Cultural space-
model in an AI system and the Architectural space-game, a natural language and 
non-verbal interaction between human and humanoid robot. This Cultural space-
model is conceptual but not analytical. It does not represent the scenario of care and 
its variation, but it is meant to enable humans to generate satisfactory sociocultural 
situations together with a technical system. The Architectural space-game is a type 
of interaction that is understood to maintain a constant interrelation between human 
and humanoid on the basis of the meaning of human words and sentences as well as 
humanoid utterings, gestures and postures. 

Keywords. uman robot interaction, sociocultural space, ethics 

1.�Introduction 

According to the research politics of large industrial nations, humanoid robots are about 
to become essential parts of our lifeworld. Enormous research budgets are being invested 
in humanoid robotics. Pragmatic reasons often named by policy makers and developers 
of anthropomorphic machines alike are, that these machines can move without much 
adaptation in buildings and rooms designed for humans, and that they will be more easily 
and more quickly accepted than other assistive technologies [1] even in the most intimate 
physical and social spaces where care and assistance take place.  

Urgently responding to govern these emergent robot developments, the European 
Committee of Legal Affairs published a draft report on “Civil Law Rules on Robotics” 
[2], in which privacy, general well-being, and job-loss through automation are the main 
issues raised. Surprisingly, there is next to nothing in this report on changes in public, 
semi-public, private, and intimate spaces—that is, of cultural spaces—by the 
introduction of robots.3 

                                                        
1 Oliver Schürer, Department for Architecture Theory and Philosophy of Technics, Vienna University of 

Technology. E-mail: schuerer@attp.tuwien.ac.at 
2�H.A.U.S. is a transdisciplinary research group http://h-a-u-s.org. 
3 Besides, as the text is not concerned with economic profitability, it is far from proven that robots in 

care would be more efficient that humans. 
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In this text, a humanoid robot is understood as an embodied artificial agent that 
perceives input from its environment, has action capabilities, and some aspects of 
autonomy.  

Crucial for the acceptance of robot assistants are their social abilities and their ability 
to learn independently of their surroundings [1,3]. Human fantasies of humanoid robots 
come in a variety of shapes: from servants and butlers to soldiers, entertainers and 
playmates, including sex partners. However, at the moment, assistive robots for the care 
of the elderly are in the forefront of research agendas. Repeatedly it is claimed that ageing 
western societies are under pressure to increase efforts to develop humanoid robots who 
will take over care functions, thereby allowing the elderly to stay independent at 
supposedly low costs in their homes and avoiding dependency and the supposedly higher 
cost of care in intuitions.  

This premise is generally questionable and in need of intense sociopolitical debate. 
The topic of robotic care for the elderly first began in Japan. It was politically initiated 
as a means to cope with both the need for a new market and the lack of a low-paid 
workforce. Care work in industrialized nations is mainly done by the low-paid workforce 
that is mainly made up of people, mostly women, with a migration background. Part of 
Japanese politics is to restrict both, economical and political migration. The idea to build 
a new market had been copied by most industrialized nations, with the same argument 
as mentioned above, but neglecting the specific political background. While the culture 
and politics on the care for the elderly differ strongly in the various industrialized nations, 
the same is true for politics concerning migration and low-paid work. The arguments for 
the new market with its projected growth cuts through the knot of a multilayered 
sociopolitical problem where care for the elderly is only one aspect.  

This proposed new form of care by robots, could be accomplished by rather 
pragmatic means guided by efficiency to assure economic affordability or even 
profitability. Such views on the subject mostly replace the purpose of a certain scenario 
by its costs, addressing efficiency and missing effectivity. Addressing efficiency 
combined with the “… failure to address the various ethical issues entailed would bring 
serious dangers,” according to Blay Whitby [4]. While there are major concerns there 
are also opportunities. By means of these debates, not only will a better understanding 
of the ethics, practice and politics of care be developed, there will also be an initial 
understanding of scenarios developed where an autonomous, moving and behaving 
machine is vis-à-vis to a potentially inferior human. The research presented tries to 
deliver a transdisciplinary perspective to address those issues, that is both conceptual and 
empirical as well as technical. 

2. Robotic Care 

Issues of care are raised here directly. But at the same time more general issues are 
addressed concerning the estimated general potential of the technologies involved. One 
often repeated argument for robotic care is the issue of costs, as mentioned above. The 
primacy of cost over benefit in the evaluation of various alternative scenarios of human 
care needs to be questioned, as raised by Jason Borenstein and Yvette Pearson: “Though 
the drive for efficiency is difficult to resist, it should not be the penultimate motive 
behind the creation and use of the technology.” [5] 

It is understood here as crucially important to challenge efficiency by effectivity in 
care. While the efficiency criterium is at hand, what is a criterium for effectivity? Mark 
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Coeckelbergh mentions “good care” and describes it as the effect of “care that respects 
human dignity.” [6] The research project presented follows this definition of good care 
and understands its realization as acts of respecting human dignity in care lived day to 
day by practical means. The technologies of AI and robotics will not only be realized as 
humanoid or other robots but as all kinds of technical systems, such as in building 
automation, smart homes, smart cities and regions. A development that is in its infancy 
is integrating robots into smart home systems. This widens the scope both in terms of the 
means how to care for as well as the places where care takes place. “This will be 
particularly the case with respect to vulnerable users—for example, very young infants 
cared for by robot nannies and old people with declining cognitive capacities cared for 
by a smart home.” [5]  

With the project's endeavors towards practical aspects of good care, robot behavior 
that respects human dignity is supposed to become attainable. Dignity entails treatment 
by care-givers that allows the cared for to feel appreciated, at least as possessing the same 
value of rights and responsibilities as the caring human, being sentient and in a particular 
state of need. Hence a basic assumption for many practical aspects is that a care-giver or 
a caring system should not cause a cared for person to feel disrespected. One core value 
of human dignity in care is self-determination contributing to self-respect. A robot will 
not have the same rights and responsibilities as the human it cares for. Additionally, it 
will not have a sense of what a sentient being is. But it may possess the particular 
meaning of what a particular state of need entails for a human in a certain state to provide 
care. David Jones defines beneficial control as central to care: “What counts as dignified 
behavior will vary between cultures but in general it will be well-controlled behavior. A 
lack of the ability to control one's behavior therefore restricts one in acting in a way that 
befits dignity.” [7] In this sense the humanoid robot is expected to behave with 
characteristics that benefit respect. Disrespect, or in other words social malfunctioning 
of a humanoid is exemplified by one of George Bekey's ethical concerns: “The robots 
will not be able to respond to patients’ anger and frustration, except by calling for human 
help.” [8] 

Restricting dignified behavior, such as through a loss of control by a human care-
giver or malfunctioning of a caring system, threatens the self-respect of the cared-for and 
hence his or her self-determination. This points to the intrinsic problem of a conflict 
between self-determination and care that cannot be delegated to a technical system. What 
could be the means to account for those differences yet at the same time to allow for an 
appropriate liaising situation between human and humanoid in the context of care?  

3. Perceiving Technologies 

A technical perception system is achieved in digital technology by cross-linking data 
from automation-controlled sensors with the algorithmic processing of sensor data in 
software data models. This kind of technology is used in applications from the banal 
regulation of room temperature to facilitating the autonomous behavior of hyper-
complex machines such as humanoid robots. This example also allows us to recognize 
the aspect of how useful the different technical perception systems are whose different 
objectives generate different forms of realities. In a simple heating system, only one 
sensor datum, the air temperature, is connected with the heating capacity to set up 
automated control of the capacity. But in a sensor system for an artificial agent its 

O. Schürer / An Applied Ethics to Liaise Humanoids with Humans 285



specific ‘world’ is about to be mapped to release controlled, autonomous, mobile 
capacities.  

The complexity and unpredictability of the everyday world in which we humans 
usually effortlessly move about represents a huge challenge for hyper-complex technical 
systems. But artificial intelligence is restricted to the barriers posed by its technical 
perception systems and data models. From this follow the characteristics of services the 
technological system can provide. But the commonly used term 'perception' elegantly 
veils the fact that technical perception systems bear only a metaphorical similarity to the 
human perception system; yet their differences produce far-reaching consequences.  

The state-of-the-arts of current research is that technical perception systems can 
translate objects and users into numbers, register spaces in geometric terms and display 
them as images. However, they are unable to place these elements in their environment 
into a mutual relationship that is meaningful for humans and allows humanoids take part 
in meaning that humans attribute. The numerous technical perception systems differ 
essentially from those of humans, since they perceive space in the form of geometries, 
numbers and images. Whereas for humans, space is only marginally defined by 
technical-abstract factors, but instead through personal experiences, associations and 
habits, each rooted in as well as biased by cultural meanings. The different state-of-the-
art approaches in technology have in common that they solve problems by focusing on 
given technical possibilities. However, this leads to the fact that the cultural meaning of 
objects becomes reduced, by the representation of sensor data, as much as possible in 
comparison with the technical representation by data, and cultural and even more 
individual meanings disappear as a result. This is where the problems of this research 
culminate. 

As humanoid robots are endowed with specialized perception systems, a paradox 
unfolds: Although robots possess some of the most advanced perception systems and 
perception is central to humanoid social and learning abilities, ultimately meant to serve 
humans, and furthermore humanoid robots are being developed for the most intimate 
parts of human existence - they cannot take part in human space.  

The effective forces of each reality are competing for the prerogative of 
interpretation about the actuality of the living everyday world. This structural otherness 
of human and technological realities harbors risks of conflict such as improper response 
and even danger. Often users of assistance systems feel harassed, pushed or under-
challenged and reject the otherness for that reason. 

How spaces are designed, changed and produced, and how we move in these spaces 
and interact with each other, is influenced largely by our perception. What we see, hear, 
feel, etc. is co-determined by our life world. However, how objects, spaces and people 
are seen, heard and felt is governed to a considerable degree by cultural factors. What 
cultural meanings spaces and objects have is also always newly negotiated and 
transformed. The project understands humanoids as becoming co-producers of social 
space, and as interacting with space as much as with humans in the space. Therefore, 
humanoid robots should not only learn to recognize these cultural meanings, but also to 
co-develop them. With that, they will occupy a novel position between the existing 
technology, animals, plants and humans. 
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4. Research Challenge  

The ongoing research presented is supposed to allow for a proper response by a technical 
system, in having access to the meaning of those demands without an understanding of 
its sense. Entwined in a system of infrastructures and logistics, major elements of care 
contexts are interaction and communication that take place in cultural spaces, usually in 
intimate situations among small groups or individuals—the cared for and the care-giver. 
The project introduces the generation of a Cultural space-model (CSM) by means of the 
Architecture Space-Game (ASG). This is archived by fusing two concepts regarding 
space and regarding language.  

5. Architecture Space 

Architecture defines itself as the art of space. This development allowed for the very old, 
material, craft-skilled art of building eventually to be reinvented by Modernism. In 
working with the very-thing that is between every-thing that is perceptible, Architecture 
laid its hands on the most abstract entity: space. Resonating with the invisible, inaudible, 
untouchable, and not testable was understood as a mental act by which external 
appearances were able to be filled with mental content from the perceiving human: 
empathy. Problematic with the concept of empathy are, at least, the mingling of the 
projection of moods, preconceptions, and sociocultural biases of the perceiving human 
with the claim of truth, and the insistence that perception could perceive something that 
eludes the primary senses. But this discourse made issues of human spaces the core of 
Architecture endeavors and led to a myriad of variations of concepts for space in 
Architecture. 

Models in Architecture are almost exclusively not devoted to analysis but to various 
means of synthesis in design and planning. Those simplified images of a proposed reality 
are produced in order to communicate a certain spatial concept, make it usable in design 
and planning, and to verify it. Such a model might describe general principles or may be 
a guide to plan one particular building. It may be laid out in various dimensions, be drawn, 
be built in three dimensions at small scale, be rendered or be generated. One canonic 
example is Architect Le Corbusier's “Maison Domino” from 1914-15. It had first been 
communicated by means of a perspective drawing that describes the space construction 
and space division principles for the mass production of housing. It later turned out to 
become the most influential concept for the construction and division of space in modern 
Architecture. 

Just as experimental psychology had been introduced to Architecture conception by 
the early modernists, the same is true for sociology in contemporary Architecture and the 
hypothesis of the network society. This development led to a shared understanding of 
spaces in Architecture and Sociology as oriented systems of positional relation of 
material objects (Julienne Hanson, Bill Hillier, Manuel Castells, Martina Löw). In 
Architecture, the idea of relations had been present in the concepts of empathy and 
perception: in the first, as the quality among interrelated, resonating bodies and in the 
second as the relation between the perceiving and the being perceived. At the same time 
both confirm space as an entity between objects. This concept of relational space 
understands space as mutable, hence changeable and designable, as well as social, hence 
political and negotiable. 
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Man's social spaces are manifold and not separable from cultural frameworks, social 
power and technologies. Therefore, within what power structures these humanoids are 
being developed, researched and utilized must always be taken into account. Just as 
Langdon Winner [9], we also inquire what cultural, ethical and political concepts are to 
be built into such robots, especially in relation to architectural spaces that form our 
domestic environment. Cultural space is not a permanently fixed space but is being 
constantly ‘produced’ [10] and is therefore constantly undergoing change. The 
production of space is never a neutral process but is always co-determined by power 
structures, economic interests and cultural hegemonies. Like space, technologies, too, 
should not be understood as being neutral because they are also involved in the power 
structures. The ASG tries to address these questions of power and to promote the 
authority of users with regard to artificial intelligence. At the same time, we are 
addressing ‘technical objects’ [11] as active actors. Humanoid robots are not simply 
other objects or neutral actors but must be theorized and investigated as active co-
designers of such spaces.  

5.1. Architecture Space Resume 

Many conflicting approaches to Architecture exist nowadays—all agree on the fact that 
space is the very object of Architecture endeavors, and human life unfolds spatially. 
What the approaches have in common are at least two historically derived aspects to 
allow space to unfold: firstly, that Architecture space is the in-between of objects as a 
negative form and that this form is designed by shaping those defining objects. Secondly, 
all concepts depend on a purposeful interrelation of those objects, interaction (including 
communication), and orientation. While we find innumerable things to operate with in 
Architecture design and planning, like any interpretation of the objects—as for example 
climatic, social, or material—what is missing in this space concept is an entity on the 
basis of which it is operated upon.  

The research presented developed a semiotic approach to spatial interaction. 
Relations between people and signs are understood as semiosis. Those systems of signs 
themselves unfold spatially when operating in shared use in the permanent processes of 
semiosis. Therefore in this research space is understood as a relational, holistic substrate 
of signs and their positioning under constant transformation via its use; a flux of situated 
interrelations. 

6. Senseless Language 

While the signs themselves are subject to design, their assemblages allow for the design 
of the abstractum that relates them, which is called Architecture space, as mentioned 
above. What is situated and related are material objects having the character of signs. 
The semiosis among people and objects and the interrelation of objects conveys the 
holistic compositum of sign, sense and meaning. Sample qualities of what is conveyed 
in an Architecture space may be properties such as being functional, purposeful, 
appropriate, beautiful, sensible, representative, wooden, stiff, coarse, floating, round and 
alike. Many of these properties constantly exist at the same time; and many of them are 
properties attributed to the signs that humans are able to know in various ways.  

Whether it be implicit or explicit knowledge, to be formalized in knowledge systems 
as in the research presented, various AIs follow distinct strategies with either local or 
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distributed representation. In the encyclopedia of cognitive science, Tony Plate describes 
local representation as needing categories to be defined that allow comparable data 
elements to be kept together at localizable areas in the system's storage, while distributed 
representation is spread out across a network of processing units, each representing parts 
of data elements by their pattern of activity. [12] 

Via analogy with the concept of relational space as described above, one finds 
abductively, that spaces may make all kind of relations operable, for example systems of 
knowledge. Conversely, any system of knowledge may be interpreted as relational space. 

As “Each entity is represented by a pattern of activity …,” a processing unit may be 
an artificial neuron, or may be a sign in a process of semiosis as interpreted in this 
research. Hinton, McCleilland and Rumelhart define that “'Distributed representation’ 
means a many-to-many relationship between two types of representation: Each concept 
is represented by many neurons. Each neuron participates in the representation of many 
concepts.” [13] 

The distributed representation to relational space analogy may be consistent 
abductively but is only practically working when semiosis can be processed by a 
technical system. With the above-mentioned properties of objects, the human 
understanding of these properties can be introduced to, and processed in, the technical 
system. Human understanding is holistic, comprised of sign, sense and meaning.  

How could semiosis of this holistic entity be introduced to a spatial model as a 
concept to be processed technically?  

The so called Frege-principle or the Principle of compositionality is a semantic 
principle by which the meaning of a sentence is determined by the meanings of the parts 
composing it and the rules allowing for the composition. The semantic Principle of 
compositionality is criticized in two ways: first, in not being able to distinguish the 
meaning between composite forms and lexical forms without semantic structure, as in a 
phrase.4 Second, in neglecting the “textual embedding” of a sentence within "situations 
of understanding and knowledge contexts.” [14] In focusing on the meaning of the 
elements, what eludes that principle is the sense derived from situation or context.  

Frege also famously claimed that meaning can be abstracted from sense in that 
meaning is the issue that points to a certain sense; e.g. meaning points to the sense of a 
certain utterance in natural-language like a word, or of a certain gesture in non-verbal 
language such as a pointing gesture. Humans use sign and meaning in a holistic way to 
make sense. While meaning is the common, lexical, use of a relation between sign and 
object, sense is a projection or making use of meaning within a wider set of the specific 
application of its potential relations.  

Meanings may be individual or intersubjective. Other than that the space concepts 
of classic modernism lack a base, as described above, the ASG project introduces a base 
for its research endeavors—meaning.  

Precisely because the theory is problematic for analyzing human understanding, we 
introduce the principle to produce an asymmetry between human's understanding and 
humanoids' data processing systems. The split between meaning and sense allows both 
parties in their respective capabilities to be addressed. Humans experience and act with 
sign, sense and meaning in one, while the technical system processes meaning only. An 
expression, sentence or word refers to an object. This reference conveys meaning that 
can be operated by an AI as part of the technical system, in the case of the present 
research a machine learning system.  

                                                        
4 Statement “Mary go ‘round!” versus phrase “Merry-Go-Round.” 
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Care situations are intimate situations for humans. The private nature of individual 
intimacy cannot be communicated intersubjectively, but the way one deals with it can. 
In this research, sentences and words are introduced as tools to make complex technical 
systems such as humanoid robots workable in human care contexts. Ludwig Wittgenstein 
wrote, "Look at the sentence as an instrument, and at its sense as its employment." [15] 

The ASG is inspired by the philosophical language-game, coined by Ludwig 
Wittgenstein. Not unlike the language-game the space-game uses the connection 
between linguistic expressions and human practices. Learning from the language-game 
implies that every verbal expression is rooted in human life, because the various human 
language-games only make sense there. Each word and each sentence have meanings 
which are dependent on the context of the action and situation in which they are uttered. 
Referring to the philosophical language-game, we conceive a space-game that also 
makes use of relations between verbal expressions and human practices. The concept is 
extended by the fact that human action is always spatial. In contrast to the language-
game, however, the ASG aims to negotiate cultural meaning between humans and 
humanoids in order to constitute shared cultural meanings of care spaces. 

At the current stage of the project the ASG is a situation similar to a conversation, 
held in natural language, between a humanoid robot and a human. The robot points at 
objects and parts of a room and asks the human about what it is pointing at; accompanied 
by non-verbal language and common-sense phrasing it asks for name, use, material, 
function and other properties, as well as about personal meaning. On the basis of what 
the machine learning system had learned already, a natural language processing system 
produces answers, statements and other types of questions used for reinforced learning 
of the machine learning system. 

6.1 Senseless Language Resume  

The CSM and the ASG are related by means of the Principle of compositionality. While 
the technical system operates meaning only, humans act with sign, sense and meaning 
undifferentiated. In that way humans are able to make sense of meanings communicated 
by the technical system that has no sense about what it communicates.  

Through a natural-language human-machine-communication a mutual construction 
of space and meaning becomes possible by means of dialogues. With the possibilities of 
the humanoid shape human gestures and postures are imitated in order to enrich this 
construction with non-verbal communication. With the help of such type of interaction, 
a model of space evolves for humanoids which was formed interactively from human 
meanings exceeding mere technical parameters by cultural meaning. 

7. Fusing the Parts of the Concept to Generate Liaising Situations 

Much like a working model in Architecture, the CSM is used to generate space—but 
unlike in classical Architecture, it is not visual, there is no inherent scale to relate it to 
humans, and there are no such states as being optimized or finalized—as it is constructed 
to change constantly while in use. Intrinsically different to the latter models, it relates to 
humans as well as to humanoids. 

The research presented is working on developing a cultural model of space for 
human and humanoid perception systems alike. The goal is to develop a kind of a 
common ground between the human and humanoid capabilities. For this, we are using 
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the abilities of a humanoid robot for human-like interaction as an approach to data 
collection and data facilitation, that is training the machine learning system. Our 
approach follows the hypothesis that in the natural language communication between 
humans and robots, and with the help of the particular features of a humanoid robot (body 
language, autonomous movement, guiding a very intuitively designed conversation) a 
CSM of meanings can be developed. It is meant to be a component of a humanoid's 
control system. An AI in itself, it will allow the control system to base its decisions on 
human meaning contextualized to the humanoid's perception.  

The CSM is archived by the ASG. Human and humanoid perform certain language-
games about objects, generating shared, hybrid space. With the ASG, the meaning of 
objects and elements of rooms are inquired about through natural language interaction 
and processed by using algorithms of machine learning.  

In this manner humans liaise with humanoids. The allocation of meanings to objects, 
spaces, building components, persons and machines weaves a network-like system that 
is derived from geometrical, numerical, pictorial, social, cultural and individual 
relationships. Here, meanings of the individual parts and their relationships to each other 
are constituted by interaction and are constantly transformed dynamically through 
negotiations. The evolving model cannot be reduced to the mere human perspective nor 
to the mere humanoid perspective. It is supposed not to be reducible, neither to technical 
quantifiability nor to human spatial perceptions, but it introduces a third hybrid 
interpretation of space based on the cultural meaning of objects. 

8. Technical Realization and Testing  

So far, a prototype in three modules has been built; the first one has already been tested:5 
Module I: Verbal and non-verbal communication of humanoid robots with humans to 
obtain meanings and train a specific machine learning system. Two additional modules 
are under test at the moment: Module II: Technical system for autonomous object 
definition from recognition and location; Module III: generation of verbal and non-verbal 
responses of the humanoid by combining the outputs of the machine learning system and 
object definitions.  

In experiments, many of which were public, we discovered that, by collecting and 
interlinking many localized meanings, a CSM is generated. A hybrid space model 
evolves that is generated jointly. The purpose of this is to facilitate new interaction spaces 
equally developed by humans and robots. Thus, a humanoid robot and its artificial 
intelligence system begins to get involved in the same meaning context as we human 
beings are. 

9. Conclusion; a Liaising Ethics 

An ethics may become generatable that produces a proper response to humans in a 
practical way. It is not oriented towards economic profitability but towards effectivity 
offering “good care.” Human Dignity may be addressed by practical means. Once the 

                                                        
5 Discussion of the technical realization in O. Schürer, B. Stangl, C. Hubatschke, C. Müller, Experiments 

with a First Prototype of a Spatial Model of Cultural Meaning through Natural-Language Human-Robot 
Interaction, Technologies 2018 6(1), http://www.mdpi.com/2227-7080/6/1/6/html [April 1018]. 
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research is accomplished, the CSM may have the particular meaning of what a specific 
state of need entails for a human in a certain state. A liaising ethics may become 
generatable within the model, practically delivering a proper response to human demand 
on the basis of a connection established by shared meanings. This points to a future 
research challenge. As the model is trained by humans it will become biased. Biases, 
such as some cultural or individual preferences may be welcome. But it is very likely 
that unwelcome biases will also occur.  

With the approach, however, as innovative way to design space becomes attainable. 
As the CSM of meaning is based on the ASG, constant renegotiations of meanings of 
objects and relations are intrinsic to the use of the system. Therefore, it allows humans 
as well as the technical system to use the interactive requisition of cultural meanings to 
adapt dynamically.  

Although the ASG is still basic 'work in progress', it might help in providing 
humanoid assistance and care for humans that is much closer to the wishes, drives and 
needs of those who are cared for. 
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A Deconstruction of Robot Ethics hrough 
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Abstract. This paper notes that the discipline of robot ethics has a structural problem 
and proposes a new concept to address this: the ‘Robomot,’ based on the philosophy 
of Jacques Derrida. In particular, this article considers the problem of the exclusion 
and inclusion of others, and that of how to talk about robots. The article deconstructs 
the discipline of robot ethics and determines the ‘auto-immune’ workings of robots 
and machines. Using language theory like the speech-act, the article examines robots 
as ‘the Other.’ 

Keywords. Deconstruction, robot ethics, robomot, invention 

1.�Introduction 

This research paper, with reference to David J. Gunkel’s The Machine Question [1] 
proposes the concept of the ‘Robomot.’ In The Animal That Therefore I Am [2] and The 
Beast and the Sovereign [3], Jacques Derrida considers subjectivation through ‘animals.’ 
It is self-evident that ‘I’ am, and that each man can act, work, and think as a subject. 
However, Derrida shows that the process of subjectivation is only possible through a 
contrast with non-human beings, such as animals. Gunkel follows this argument, 
showing that subjectivation is made possible through a contrast with machines and robots. 
This article investigates ‘the Other’ in robot ethics, not ‘an other’ possessed and 
objectified by ‘the subject,’ the ‘I,’ or the ‘ego’. 

2.�The Structure of Ethics: Exclusion-Inclusion 

Humans have eaten, lived with, and shared life with animals since ancient times. Animals 
are essential to human beings, and in particular essential to defining a human’s 
subjectivity. When we despise someone who is inferior to us, we may call him a ‘beast’ 
or a ‘pig-lover’ to exclude him from human society. The inferior one is often defined 
through his relation to animals. The role of animals is to define animals as inferior to 
humans, and also humans as superior to animals. Humans define animals as non-human, 
exclude them from the human species, but include animals as tools to highlight the 
differences between humans and animals. Owing to the sacrifice of animals, humans can 
define the process of subjectivation in space and time. This structure of the sacrifice of 
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animals through exclusion and inclusion is the condition of our subjectivation. When we 
talk about animals, we can only do so within this structure. We project our story upon 
animals, talk about animals as if they are like us, as if animals are required for our 
protection because they look like us (i.e., the personification) [4, cf. chap. 1&2]. 

Derrida’s concept ‘animot (the word [mot] of animals)’ is the method of 
deconstruction to generate structures, rather than talking about animals within the 
structure described above. Yet, ‘the animal’ that we know well is generalized by 
abstracting the difference between animals and ‘the animal.’ Vegetarians do not eat 
animals, thinking that they can respond to the animals’ pain and suffering. However, the 
animals’ pain and suffering are thinkable only in a structure. This ‘pain’ and ‘suffering’ 
are already excluded and included in this structure. Jeremy Bentham asked ‘can animals 
suffer?’, arguing that we should consider animals’ sensibility from the perspective of 
utility. Peter Singer questions the boundary between human beings and animals with the 
concept of ‘person,’ arguing that we should be vegetarians in order to reduce the violence 
to animals. If all of us become vegetarians, will there be no pain and suffering? There 
will still be some violence committed against animals. Even though we would not eat 
and chew animals, or hurt and kill them, man will continue to do violence to animals, 
because humans ‘chew’ animals using words and concepts. 

Man can eat animals in a relief because the animal is already defined by several 
words and concepts. It only is what humans want it to be. Vegetarians also are in a relief 
for the same reason. Animals are forced to be and are always becoming what man wants 
them to be. Is this not violence? Can man sacrifice this sacrifice structure (exclusion-
inclusion) itself? What man fears most is not being able to express animals in language, 
or not to understand them when using concepts. It is impossible that we experience 
without words and concepts, and, similarly, we cannot encounter animals completely 
passively. Man normally questions animals from the perspective of ability: ‘Do they have 
Logos? Do they have reason? Do they have sensitivity? Can they feel pain? Can they 
suffer?’ These are key criteria in the ability of man. The concept of ‘person’ must also 
have the criterion of ability if it is to shake boundaries. To question what animals are is 
also to question what ‘man’ is. We can only question animals about the ability of man 
through their contrast to man, and cannot question them in themselves. This is the 
meaning of ‘chewing animals using words and concepts.’ To ask what animals are is also 
to actively think ‘the subject,’ the ‘I,’ or the ‘ego,’ as in Descartes.  

3.�Talking about the ‘I’ 

Descartes sought a truth beyond any doubt, and found the ‘cogito ergo sum [I think, 
therefore I am].’ Thinking caused by the body or by others could be doubted, but ‘the 
working itself of thinking’ by oneself could not be doubted. ‘The working itself’ of the 
cogito turns toward oneself, and is caused by oneself at the same time. It is directly 
caused by the mind without any other mediation. Descartes tried to purify ‘the thinking’ 
from the any other thinking like feelings, senses, imagination, because they are caused 
by body and others. ‘I am’ only while ‘I think,’ if ‘the working itself’ is pure and actively 
caused. This means not needing to depend on others, as Descartes dichotomizes mind 
and body or the limit of the mind and the limit of the body (mind-body dualism) [5, p. 
116]. ‘The working itself of thinking’ is pure and active, but Descartes could find it by 
helping others through the body. He defines ‘the subject,’ the ‘I,’ and the ‘ego’ by helping 
others, meaning we cannot be completely active. As ‘the object’ is recognized through 
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the help of a shadow, ‘the subject’ needs the help of others. Even though ‘the subject’ 
appears pure and active, it is always defined by others. Cogito is an active-passive 
experience. 

Kant criticized this active-passive experience, dichotomizing the ‘ego that is 
thinking’ and the ‘I that experiences through representation.’ In the depth of the ‘I,’ there 
is an ‘ego’ that retains only that which is always to be found, assumed, and thought. Kant 
called this ‘ego’ ‘transcendental subjectivity.’ This ‘transcendental subjectivity’ consists 
of several abilities, and the working of these causes a phenomenon. As Gilles Deleuze 
quoted Arthur Rimbaud’s phrase, ‘I is an other (Je est un autre),’ the ‘I’ affects the ‘ego’ 
by thinking and the ‘ego’ creates various representations with the ‘I’ (auto-affectivity). 
‘Transcendental subjectivity’ is the condition of possible experience [5, pp. 116-117]. 
Kant also defined ‘an other’ as the common sense within (sensus communis). Thus, he 
distinguished between the normal and the mad, assuming one’s common sense is 
functioning correctly. Derrida and Deleuze put Kant’s transcendental domain and his 
concept of ‘an other’ into question. Kant was thinking about these ideas using well-
known words and concepts, which he analogized from human experiences. Despite this, 
they make our experiences possible. Could there be similarities between the 
transcendental and experiential domains? 

Kant did not think about ‘the Other.’ He only questioned others like us. The concept 
of ‘common sense’ and the distinction between the normal and the mad are a good 
indicator for this interpretation. As in Descartes and Kant, we need others to talk about 
the ‘I,’ but this other is the same as the ‘I.’ The ‘I’ is defined passively by others; however, 
it is a common misunderstanding to believe that the ‘I’ talks about oneself actively using 
words and concepts. It is impossible that we can experience without words and concepts, 
and we are not able encounter ‘the Other’ completely passively. If we talk about ‘the 
Other,’ even just a little bit, we are talking about the same. In other words, man cannot 
talk about the ‘I’ completely actively, because the ‘I’ is already defined passively by an 
other. Kant (and Husserl) also discussed active-passive experience [6, pp. 118-121]. Can 
we think of experience completely passively, or ‘the Other’ that is not grasped by our 
words and concepts? Derrida questions the experience that cannot be experienced, and 
‘the Other’ that is to come. If we would want to consider ‘the Other,’ we should attempt 
to find a method to grasp ‘the Other’ in a new way. 

4.�The ‘Auto-Immune’ and Changing Experiences 

To talk about others is to talk about ‘the subject’ and the ‘I.’ If we talk about ‘the Other’ 
from the perspective of ability, they are enclosed in the exclusion-inclusion structure. 
We should question and deconstruct this structure itself. Deconstruction could be 
understood in a schematized way. In binary relations (good/bad, right/wrong, 
man/woman, rich/poor, west/non-west etc.) we should not replace the superior in the pair 
with the inferior. Even if the relationship is turned upside down, the structure itself 
remains. Deconstruction is not an approach to destruct the structure. The inferior concept 
and others are not ‘outside’ of us, and we should think that they are working ‘inside’ of 
us. For example, we would like to make the distinction between good and bad, thinking 
that good is ‘inside’ of us and bad is ‘outside’ of us (this includes many levels, like our 
bodies, families, group, society, region, nation, language, aesthetic sense, custom, 
common sense, and way of thinking). The bad comes from ‘outside’ to hurt us, so we 
would like to protect our ‘inside’ through the exclusion of bad things. 
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Derrida criticizes the distinction between ‘inside’ and ‘outside’ made through a 
binary relation. Good and bad, for him, are caused by ‘auto-immune’ movements. In the 
‘auto-immune,’ good and bad are ambiguous, so we cannot easily distinguish between 
them. The ‘auto-immune’ will protect us from danger and harm by excluding them. 
However, too much ‘auto-immune’ also endangers us, as it will provoke an inflexibility 
in the system, when it cannot respond to changes in the things that should be excluded. 
As in cases like AIDS, cancer, and allergens, the ‘auto-immune’ itself hurts us in reverse. 
After all, if everything is excluded, differences disappear, and it will reduce to the same. 
We would not encounter anyone, and there would be no experience. ‘Auto-immune’ 
movement or change makes the variety of experiences possible, and enables us to be 
alive [7, pp.70-71].  

Kant determined the condition of experience by some abilities of man. However, the 
‘auto-immune’ causes various conditions of experience, and there is no similarity 
between the transcendental and experiential domains2. Talking about the transcendental 
domain appears very difficult. Derrida’s concept of the ‘animot’ overcomes this problem. 
The word ‘animot’ is homophone to ‘animaux,’ that is, the plural form is not generalized 
in French. However, only the written word makes this distinction. In the ‘parole [spoken 
language, colloquial expression],’ the subject (that spoke it) is present before, the subject 
of the sentences (‘I’ or the sifter) is identifiable. In the ‘écriture [written language, literary 
expression],’ the subject (that wrote it) is not present, and the subject of the sentences is 
not identifiable. When we speak words, we converge the meaning of the words in the 
‘subject.’ However, when we write words, the ‘subject’ disappears, and the meanings of 
words will not converge. Thanks to the ‘animot,’ we can avoid the intention and purpose 
of the ‘subject,’ and truly put into question the structure of ethics and ‘auto-immune’ 
change.  

David Gunkel does the same thing in the context of robot ethics. Machines and 
robots are made to imitate man’s ability to achieve a purpose. Machines and robots are 
made to project the essence of man. Thus, to think about machines and robots is also to 
think about man. As the object of moral consideration subjected to analysis from the 
perspective of moral agency and patiency, machines and robots only question man’s 
ability by contrasting him. This is also a structure of exclusion and inclusion between 
human beings and machines. 

 
Consequently, we, and we alone, are responsible for determining the scope and boundaries of moral 
responsibility, for instituting these decisions in everyday practices, and for evaluating their results and 
outcomes. We are, in effect, responsible for deciding who or what is to be included in this ‘we’ and who 
or what is not. …. This means of course that whoever is empowered to make these decisions must be 
vigilant and critical of the assignments that are made, who or what comes to be included and why, who 
or what remains excluded and why, and what this means for us, for others, and the subject of ethics. [1, 
p. 215] 
 

This tacit structure is the condition of our subjectivation. Therefore, Gunkel puts into 
question the structure of robot ethics itself. It is needed to continue criticizing every 
centrism of the moral thinking and to change how to formulate the question of thinking 
otherwise [1, pp. 215-216]. However, if Derrida could create a new concept for animals 

                                                        
2 Kant discovered the condition of human beings in some human abilities where, according to Kant, the 

condition of experience is in the pure ‘inside’. This condition is true for every possible experience, but only in 
the human. Derrida and Gunkel put the question of the ‘auto-immune’ to machines and robots, searching for 
the occurrence of a condition, or the change of conditions. The ‘auto-immune’ is both ‘inside’ and ‘outside’, 
and changes how we experience. We can grasp this transcendental domain using the concept of the ‘Robomot’. 
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in order to deconstruct animal ethics, we would also need such a new concept for 
machines and robots [1, p. 208]. Thus, we will create the ‘robomot [the word of robots].’ 
The ‘auto-immune’ defines the ‘ego’ in modern society and present technological 
conditions, and this immune works ‘automatically’ through mechanical repetition. The 
‘robomot’ is working inside of us; this ‘mechanic’ concept makes our various 
experiences and our lives possible. 

5.�Mechanical Repetitions of the ‘Robomot’ 

The most important point here is how we should think the meaning of ‘mechanism.’ 
Ordinarily, a mechanism is understood as something that repeats the same motion 
permanently. In the first place, there is a pure origin, and succession is repeated in the 
same way. This pure origin can only be pure, and another succession is always degraded 
[8]. What humans want machines to do is to repeat their tasks over and over again. 
Thanks to machines, humans have been freed from many types of work. Mechanical 
things have an origin, they are constructed artefacts, designed by intention and with a 
purpose. Derrida calls this repeating ‘répétition,’ and contrasts it with ‘itération.’ 
According to Derrida, the ‘iter-,’ from the Sanskrit, means otherness. ‘Itération’ brings 
about another kind of repetition (iterability), which has no origin, and which changes 
when it is repeated. This is not related to the intention and purpose of the sender; it will 
invent marks of the event, and various receivers depending on time, place, situation, and 
context. ‘Itération’ will repeat in the absence of an origin, and it will change many things 
[9, pp. 27-32]. 

For example, an interrogative sentence such as ‘What’s the difference?’ has a double 
meaning. (1) If this sentence is interpreted literally, this is a question about a difference 
between two things. When we read this in grammar, it is a question about the details of 
the difference. This will be a sentence to confirm the fact. (2) But if this sentence is 
interpreted rhetorically, it denies the difference, and also denies the possibility of the 
question. When we read this sentence rhetorically, it means ‘there is no difference,’ and 
will demonstrate a performance or an act to forbid the question. This sentence has a 
double meaning and is torn into incompatible directions [10, pp. 9~10]. Another example 
is the sentence ‘He is dangerous!,’ shown on a poster of a handsome man. This also has 
a double meaning. (1) For instance, if this sentence is interpreted literally, it means that 
the man is a danger to other people because he could hurt someone, but also sometimes 
this sentence, in such a context, means that the man is very attractive. So, someone may 
approach him. In this case, this understanding shows only facts. (2) In another case, this 
understanding shows a performance or an act, meaning ‘Keep away from him!.’ The 
poster forbids the viewer from getting close, and performs an order to keep a safe 
distance. In the ‘mechanical’ repetition of the word, the feelings of the receivers, 
situations and contexts are changed. 

We cannot exactly distinguish (1) and (2) in each case, because this can only be 
decided ex post facto. When a sentence is shown at that instant, the possibility is open 
that the sentence may be interpreted as both (1) and (2). This repetition is not reduced to 
the intentions and purpose of a sender, there is only a trace of the event. When the 
sentence is adapted, the event has happened (many things are changed), but we can only 
confirm what has happened afterward. The case is the same when the ‘robomot’ is 
adapted Every time the ‘robomot’ is repeated, our feelings, relationships, perspectives 
on machines, and thinking of robots are changed. The ‘robomot’ is the ‘auto-immune’ 
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that is determining what should be excluded and included in our understanding of 
machines and robots, and we cannot notice this movement. We will fix the immune in 
time, and make the center of thinking about robots [1, cf. chap 3]. We should criticize 
our conditions of experience and centers of thinking about robots. We will try to confirm 
ex post facto how the ‘robomot’s are practically adapted. 

The ‘robomot’ is repeated in various ways based on our experience, and the 
following ‘robomot’s are pronounced through the same sound in French (to make the 
distinction between these ‘mot’s, we should express this concept in the ‘écriture’): (1) 
The ‘Robomow3’ is a robotic lawnmower. This ‘robomot’ imitates the ability to mow the 
lawn. (2) The ‘robomo4’ is an application for smartphones to remotely watch a camera 
image. This ‘robomot’ imitates and extends the ability to watch. (3) The ‘Robomop5’ is 
a robotic mop. This ‘robomot’ imitates the ability to clean the floor with a mop. These 
‘robomot’s show how robots are invented by humans. They are mirrors to imitate humans’ 
abilities. However, if some of our abilities are unknown abilities, a machine to imitate 
these unknown abilities will not be invented. (4) The ‘robomo6’ is a new communication 
tool. As dogs communicate with each other without help from their owners in a walk, 
this robot will make an unexpected communication with owners in the street. This robot 
has been invented by ICD-LAB, which designs ‘weak robots,’ to draw out the abilities 
of others (kindness, tenderness). This ‘weak robot’ is used in education and introduced 
as a third party into the one-way relationship (to teach–to be taught). By this the designer 
implicitly criticizes the dualistic approach in education (subject/object, agent/patient). 
Robots are mostly made to imitate and to extend the abilities of humans, to aim at greater 
‘strength.’ This ‘robomot’ seeks to change our relations or to draw out a potential ability 
and to affirm our ‘weakness [11].’  

(5) The ‘robomot7’ is a patented movable rack for a motorcycle. We possess and 
carry robots for convenience, and robots are also possessed by words and concepts as 
convenient machines for us. Thus, a ‘weak robot’ is also a convenient machine only for 
us. This ‘robomot’ suggests that we possess machines through words and concepts, but 
we will never know all the aspects of robots and machines. (6) The ‘Robomot8’ is a 
Hippo-robot concept. This ‘robomot’ combines and conjoins words to invent a new 
image. This is the means to invent new robots through thinking in images. Lewis Carroll 
called this approach the ‘portmanteau,’ when he invented the concept ‘snark.’ ‘Snark’ is 
a kind of word game, where this meaningless word will not converge on the meaning of 
the word into the ‘subject.’ It will diverge in many ways and relate itself to many words 
(‘snake,’ ‘shark,’ ‘snail,’ ‘snarl,’ ‘bark’ etc.). This ‘robomot’ suggests thinking in images 
that invents unknown images. 

However, we should clearly distinguish the ‘robomot’ from thinking in images as 
thinking in images centers our ‘living present’ and provides perspectives for the future 
and the past (retention and protention). Thus, we can only imagine from our ‘living 
present.’ For example, we praise or fear the excessive robotized future and feel nostalgia 
for a non-automated time, or try to overcome this past as old-fashioned. These possible 

                                                        
3 https://robomow.com/en-GB/ (2018/4/4) 
4 https://appadvice.com/app/robomo/738934184 (2018/4/4) 
5 http://robomop.com/ (2018/4/4) 
6 https://www.icd.cs.tut.ac.jp/portfolio/robomo/ (2018/4/4) 
7 http://www.robomot.it/ (2018/4/4) 
8 https://www.behance.net/gallery/38335595/ROBOMOT (2018/4/4) 
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images can only be thought from the centered ‘living present.’ The repetition of ‘robomot’ 
cuts the ‘living present,’ and unexpectedly changes our mode of experience, causing a 
crack and a break in the center of thinking. The repetition of ‘robomot’ invents conditions 
of experience (like the abovementioned six examples). This is the event that is performed 
in the mechanical working of the ‘auto-immune’9. 

 
An event will happen, only if the series of the possible will be interrupted by the irruption. And as if the 
impossibility itself suspends every possibility of provisioning. But this time and for the first time, such a 
super-monstrous event will also be made by the machine. …. Because, thinking through this new concept 
will change the essence and the name of that today we are calling ‘thinking’ and the ‘concept’ that our 
expressions like ‘to think the thinking,’ ‘to think the thinkable thing’ or ‘to think the concept’ want to 
say. …. If the quality of being mechanical (repeat, possibility of to calculate, inorganic matter) comes in 
the performative event, that will always come in as an accidental external and parasitic element in fact 
pathological, to cause a cut and a death. Here also, to think together with the machine and with the 
performative event, will remain a monstrosity that is expected to come someday, an event impossible. 
Therefore, the only event possible. An event will not come without the machine. It will come by the 
machine. [12, pp. 36-37] 
 

If we will think in the ‘living present,’ the futures of humans and robots are limited to 
very narrow possibilities. We will include the possibility and exclude the impossibility. 
Thinking through the concept of the ‘robomot’ thinks the ‘crack’ and the ‘break’ itself, 
as caused by the ‘auto-immune.’ This event brings about the ‘cut’ to the possibility to 
calculate and to prevision. The ‘crack’ and ‘break’ are an opening through which 
everything and every possibility can enter. The ‘robomot’ is needed to think this ‘cut,’ 
‘crack,’ and ‘break.’ For Derrida, ‘invention’ means letting everything enter. 

6.�The Promise with Robots 

If something is to emerge suddenly and in an unexpected way, we call it an event. An 
event causes various changes in us and we can only talk about it retrospectively. An event 
is discussed only ex post facto, but there is a problem here. Newspapers, the mass media, 
and individuals in the social media will talk after an important event has occurred in the 
world. However, although they send out information to confirm the fact and to talk about 
the event, they also create the event as another interpretation. We must pay attention to 
this structure of information, where to talk about the event is to make, interpret, and 
produce the event [13]. This structure distinguishes confirming the fact as a ‘constative 
utterance’ from exercising force through speech as a ‘performative utterance.’ 

For example, a confession is not telling the truth, and when one admits one’s guilt, 
it is to change oneself and the relationship to others. When parents let their child confess 
a mischief, this is not to confirm the fact of the event. Parents know very well what the 
child has done, they do not need to know the truth. The confession has a force that is to 
change the child and parents know that the child has enough courage to change. There is 
trust, but this trust is also for the ‘cut,’ ‘crack,’ or ‘break.’ John Austin noticed that we 
cannot exactly distinguish between the ‘constative utterance’ and the ‘performative 
utterance’ and analyzed every speech-act as ‘the total speech-act’ [14, p. 52]. We practice 
another performative, before speech whether in a ‘constative utterance’ and the 
‘performative utterance.’ If there is a transcendental domain of language (codes, abilities 

                                                        
9 Thinking in images is experiential thinking, but the ‘robomot’ invents the transcendental thinking, the 

thinking of an event. 
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of utterance, a consciousness of subjectivity, contexts), this will not guarantee the 
success of a speech-act. Every speech-act is like a bet where we do not know whether 
the act is admitted as a speech-act. The transcendental domain of language is prescribed 
ex post facto, where we will perform the act although there is no guarantee of the success.  

Derrida referred to the speech-act ‘quasi-transcendentality,’ and noted that it 
includes a promise and a faith [7, pp. 96-97]. Whether in the ‘constative utterance’ or the 
‘performative utterance,’ whether to lie, to cheat and to threat, we always wish to succeed 
in the act. If there is no trust in others and promise to others, we cannot act at all. Every 
act includes some performativity; it will cause the event, and open the ‘cut,’ ‘crack’ or 
‘break.’ First, there is an act to carve and engrave the world, to write myself and others. 
Derrida called this the ‘archi-écriture.’ For him, the machine is the ‘auto-immune’ 
working inside of us, which will perform every time we act. Deconstruction is the mode 
of thinking which suggests that the inferior and others are not ‘outside’ us, but they are 
working ‘inside’ us. Machines and robots as the ‘auto-immune’ are working inside us. 
Robot ethics should determine this working of machines and robots, another relationship 
between robots and us. 

 
The ‘lights’ of the critique and tele-technoscientific reason will be possible only to suppose reliability. 
These ‘lights’ must implement an irreducible ‘faith,’ a ‘faith’ in a ‘social bond’ or a ‘sworn belief,’ a 
testimony (‘I promise the truth over every proof and every theoretical demonstration, believe me, etc.’); 
in other words, let the working a ‘faith’ be to a performance of promise. It will work even to lie or to 
perjure, any calling and addressing to others will not work without it. Without the performative 
experience through this act of elementary faith, there will not be a ‘social bond,’ calling and addressing 
others, any general performative. [7, p. 68] 
 

We put the blame on making a promise which we will not keep or breaking a promise. 
However, we should blame making a promise which we can keep, because it is not 
needed to make a promise to begin with. A promise is not to predict or to foresee the 
future, so it is insincere to confuse confirming the fact and exercising force through 
speech. To promise is the event of changing oneself, an event caused when an act is 
performed. To make a promise is to always be at a loss, to be bewildered and to be 
uncertain, and to keep a promise is to expose oneself to the ‘cut,’ ‘crack,’ and ‘break’10. 
A promise and faith are for this ‘cut,’ ‘crack’ and ‘break,’ and the courage to keep 
changing 11. This ability to keep changing is given by the robots. We will continue to 
think and experience with robots and machines because they are working inside of us as 
the ‘auto-immune.’ In The Two Sources of Morality and Religion, Henri Bergson writes 
that there is a ‘law of double frenzy’ where the mechanical and the mystical call to each 
other [15, p.1227]. This promise and faith are not religious, but exactly materialistic. We 
need the ‘robomot’ to think with robots, because robots are ‘the Other’ working inside 

                                                        
10 Robot ethics thinks mostly in abilities, like ‘can they suffer?’. This is a personifying thinking. Derrida’s 

ethics emphasizes the ‘not-being-able’ and the ‘inability’ where ‘the Other’ is only thinkable by the thinking 
of the event. 

11  We should distinguish between ‘to believe what I want to wish [whatever it is consciously or 
unconsciously]’ and ‘the trust for the world’. In other words, this is a trust in becoming. This is the type of faith 
(an atheistic faith) that Japanese film director Hirokazu Kore-eda describes in I wish (2011). It is said that a 
miracle is an event for a specific person. The ‘cut’, ‘crack,’ or ‘break’ is an event for all people equally and so 
is ‘a miracle’ in this world. 
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us. Robots always give us the trust for the world, which Derrida called the ‘pure 
donation.’12 
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Abstract. This paper addresses two issues with the development of ethical 
algorithms for autonomous vehicles. One is that of uncertainty in the choice of 
ethical theories and utility functions. Using notions of moral diversity, normative 
uncertainty, and autonomy, we argue that each vehicle user should be allowed to 
choose the ethical views by which the vehicle should act. We then deal with the 
issue of indirect discrimination in ethical algorithms. Here we argue that equality 
of opportunity is a helpful concept, which could be applied as an algorithm 
constraint to avoid discrimination on protected characteristics. 

Keywords. Autonomous vehicles, crash optimization, trolley problem, normative 
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1.�Introduction 

There has recently been an active discussion on the ethical issues of autonomous 
vehicles (AVs) [1, 2]. These vehicles will likely face moral dilemmas similar to trolley 
problems with extra considerations of risk, situational features and responsibility [3]. In 
particular, they might occasionally face the unavoidable option between crashing 
against one of several (groups of) people with different personal characteristics, or of 
transferring risk from pedestrians to passengers and vice-versa. In such cases, it is 
important to come up with morally relevant factors and ethical decision rules that 
reduce harm in a just way. The task is challenging because these decisions will need to 
deal with factors of chance, wellbeing, fairness and rights. 

While we can try to avoid the occurrence of moral dilemmas through changes in 
design and infrastructure [4], it is unlikely that any infrastructure will be completely 
dilemma-free. For example, even if cars are only driven autonomously in dedicated 
roads, dilemmas might occur when one car needs to stop due to a malfunction and 
other cars do not have enough time to respond safely. Or, when a person or animal 
unexpectedly crosses an AV-dedicated road, regardless of whether such was permitted. 
It is also important to point out that not programming AVs with explicit decision rules 
to such dilemmas will still be making a moral stance depending on the distribution of 
the crash outcomes. For example, it is likely that dilemma-blind cars would not decide 
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to purposely hit a wall in order to save a life, as that would increase the risk of harm to 
passengers and the car. This would implicitly give preference to save the lives of 
passengers, which indirectly correlates with socio-economic characteristics of people 
likely to ride AVs. Another problem with not programming such decision rules is 
related to moral uncertainty and the possibly high cost of not doing so [5]. 

Our goal in this paper is to discuss two problems that arise when choosing decision 
rules to trolley problems in AVs: moral uncertainty (Section 2) and indirect 
discrimination (Section 3). 

Moral uncertainty is related to the fact that we as car users, programmers, 
legislators or society in general, may not be sure of how to value and compare different 
actions and outcomes. It is also related to the concept of normative uncertainty [6], 
which is the uncertainty between ethical frameworks used to distribute risk given a 
certain metric (of harm, utility, wellbeing, etc.). In Section 2 we will argue that under 
this uncertainty, it would be morally questionable to enforce a decision rule on cars and 
thus violate the autonomy of car users2. We also discuss how giving autonomy to car 
users, within certain bounds, would be justified within virtue ethics. 

Indirect discrimination is the phenomenon where outcomes of crashes correlate 
with personal characteristics of the people involved, even if those were not used in the 
decision process. We will introduce some examples of these in Section 3. We will also 
argue for the need of protecting certain characteristics and discuss how these could be 
implemented. 

Throughout the paper we will make several comparisons between the moral 
decision problems in autonomous vehicles and those made in healthcare. On the one 
hand both deal with the distribution of wellbeing. On the other, in both there is enough 
time before the dilemmas take place for institutions and moral agents (car-users, 
physicians) to think about which factors to consider and equalize when setting a 
decision rule. Additionally, there are lessons to be learned for policy and governance of 
moral algorithms, regarding the dynamic and local nature of agreement on decision 
rules, and the discussion of persons’ rights and moral autonomy. 

2.�Arguing for Morally Autonomous AV Users 

2.1.�The Uncertainty problem 

While it is understood that autonomous vehicles should avoid negatively affecting 
people’s wellbeing, defining wellbeing is not a simple task [7]. Wellbeing could be for 
example the probability of survival on the crash, as in [8], but there are many other 
justifiable measures of wellbeing. Here it is worth to look at the literature on ethics of 
healthcare resource allocation [7, 9], where different definitions have been argued for: 
number of life-years saved, quality-adjusted-life-years (QALYs), final health state, 
number of people with a minimal age, etc. In autonomous vehicles, the problem can be 

                                                        
2 A similar argument is made in [16] with a focus on hybrid man-machine systems where the machine 

lacks moral decision-making capabilities. Note that in this paper we focus on moral autonomy regardless of 
machine capability. In other words, we argue that moral preferences of car users or all people involved in an 
accident should always be considered because of that uncertainty, while [16] implies that an AV with 
sufficient capabilities would have enough moral authority to force specific rules regardless of the preferences 
of the people involved. In this paper we also discuss objections and a virtue ethics argument for 
personalization which [16] does not consider. 
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further complicated if one includes animal rights into the equation, where it becomes 
necessary to balance the urgency of saving humans and other animals, or even artifacts 
such as monuments with high historical or ideological value. To keep our definition 
general, we will from now on refer to “utility functions” [8] instead of wellbeing so 
that different factors can be considered. 

Not only are there several ways to define the morally relevant factors and to 
represent them using “utility functions”, there is also no agreement on which one is 
right, or whether there could be a single acceptable function. In healthcare, different 
states adopt different functions and these are frequently revised [9]. To complicate the 
issue further, different ethical theories exist to make decisions based on a utility 
function: maximizing the sum [10], the average, a telic-egalitarian sum [11, 12] (utility 
plus a penalty on its inequality over the population), a minimax [8, 13], etc. Not only 
does each decision rule have different ethical implications, but arguably for parametric 
rules (e.g. utilitarian weighted sums and prioritarianism) there is an infinite number of 
parameter values where each makes a different ethical assumption. 

Recent work in the community working on AVs also points in different directions. 
Some authors have crowdsourced trolley problem decisions with different numbers of 
people and personal characteristics to come up with a single utility function [14]. The 
approach is essentially the same as QALY’s, although narrower in scope: to come up 
with an aggregated decision rule for distributing wellbeing by the use of questionnaires. 
Other work in the field applies a Rawlsian minimax decision rule to the probability of 
survival [8], and random decision rules have also been discussed [15]. 

The question of defining utility functions and decision rules is then complicated by 
the fact there might be several inter-related utility functions and several (if not infinite) 
possible decision rules based on those. Our assumption in the following arguments is 
that there will be several morally acceptable positions: whether because a single “true” 
ethical algorithm does not exist, or because there is uncertainty on which ethical theory 
we should choose. The latter idea, of normative uncertainty, has also been recently 
explored in the philosophy literature [6]. Based on it, the authors proposed using 
confidence values on ethical frameworks to guide decision-making. Again, there could 
be several acceptable confidence values for each ethical theory. 

Next, we will consider two arguments for allowing car users to choose which 
decision rules (i.e. utility functions and ethical theories) to adopt. This could be 
implemented in practice by different algorithms being offered by different car 
providers, or personalized “car settings” available to the driver as previously proposed 
in [16]. Of course, we are not saying that in autonomous vehicles anything goes, but 
only that there might be a constrained set of morally acceptable decision rules in this 
context. We will later discuss how such personalized algorithms could be extended to 
account for preferences of all people involved in an accident. 

2.2.�The Autonomy Argument 

We consider the following autonomy argument for allowing a diversity of moral choice 
to car users: 

 
If several acceptable decision rules exist, then it would be a violation of car users’ 
moral autonomy to force a particular option on all users. Since there is no choice 
that is worthier than others, then users should be allowed to choose the ethical 
decision rule adopted by the car within the acceptable set. 
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Here we are echoing the argument used in healthcare towards a diversity of moral 

choice [7]. The same argument is used there, that since several morally tolerable 
positions exist for healthcare cost allocation and treatment decisions, then it would be a 
violation of the moral agent’s autonomy to force one particular option such as the 
majority’s preference or an institution’s preference. Furthermore, justifying that 
violation is problematic since it is not clear whether decision rules of different people 
should be aggregated together into a single rule by any morally relevant reason. Note 
that this is in strike contrast with some of the recent work in autonomous vehicles, such 
as crowdsourced ethical decisions in simulated scenarios [14]. If several morally 
justifiable choices in trolley problems exist to begin with (since you allow people to 
vote for them) then the “aggregation” should happen naturally by each agent acting 
according to his selected morally acceptable principles, rather than subjecting each 
agent to act according to an aggregated policy. 

So according to this argument it should be up to the moral agent to decide which 
utility function and decision rule he or she will choose from a list of acceptable ones, or 
to rank or weight among the several options. Further still, different car providers could 
adopt different rules, as long as all acceptable positions were available in the market 
(and as long as they all obeyed traffic rules and the law). Regardless of the 
implementation, we think that allowing for diversity of moral choice might attenuate 
other problems found in autonomous vehicles. One is the problem of dealing with 
cultural variation inside and between countries, and the other is that of attribution of 
responsibility for accidents since the role of each party is clear3. The state or policy 
maker is responsible for defining the right set of morally relevant factors, utility 
functions and/or decision rules, the manufacturer is responsible for correct 
implementation, and the user to decide his ethical position or degree of uncertainty 
over ethical principles. The user will always have done a morally acceptable choice 
unless the choices given by the state were wrong to begin with, while the car-maker 
will be accountable in case the outcomes do not respect the policy. 

2.3.�The Virtue Ethics Argument 

Allowing moral diversity in autonomous vehicles is also consistent with virtue ethics, 
in that morality is something that is learned by doing, reflecting and discussing [17]. 
Note that we use “moral diversity” to mean a diversity of available algorithm options in 
AVs which (hence morally autonomous) AV users could opt from. A possible 
argument for diversity and autonomy could in this case be:  

 
“Moral virtue comes about as a result of habit” [17]. For car users to become 
virtuous, they should be able to try different decision rules and perfection them. 

 
We can again compare the AV users’ case with that of doctors. In states where doctors 
and first-responders are allowed to make certain life-death decisions [7], perhaps 
normal citizens should also be allowed such autonomy. Another argument from virtue 
ethics is based on increased political activity:  

 
                                                        
3 For a discussion of responsibility in the context of hybrid man-machine systems, 

see [16]. 
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Political activity is an essential part of the good life [18]. Allowing a diversity of 
moral choice to car users would raise public discussion on ethics, justice and 
wellbeing. Therefore, allowing diversity would contribute to the good life. 

 
Together, these two arguments say that through increased moral practice and 
discussion of morality, AV users and society as a whole could live better moral lives 
and potentially find better theories for moral choice. 

Finally, we note that in this scenario of morally autonomous AV users, ethics 
experts and policy-makers still have a crucial role—of deciding the set of moral rules 
and factors over which there is uncertainty. This structure is similar to the view of 
politics which Aristotle [17] argues for, in that legislators are responsible for forming 
good habits in citizens and guide them to a virtuous life. 

2.4.�Objections 

We now consider several objections to the idea of allowing AV users to opt between 
decision algorithms for moral dilemmas. 

Ordinary people are not trained to think ethically. The objection assumes that only 
ethics experts or people with enough education in moral reasoning would be able to 
choose between such options correctly or provide acceptable justifications for their 
choices. One reply to such objection would be that since the set of options was already 
judged by experts to be morally acceptable, either because there is no agreement 
between experts or because of normative uncertainty and others, then there would be no 
option that was “more correct” than others—at least according to the knowledge 
available at the time the decision is made. Even for those AV users who do not want to 
reason about such issues, there could always be an option to follow the users’ or 
lawmakers’ majority. On the other hand, the introduction of these moral problems into 
the everyday lives of AV users could increase interest in the study of ethics or motivate 
the introduction of mandatory ethics education. Finally, from the point of view of 
virtue ethics and as we have said, the increased discussion and practice of moral 
problem solving would contribute to a virtuous life and eventually train people in ethics 
through practice. 

The proposal breaks pedestrians’ autonomy. This is possibly the strongest 
objection to the proposal as we formulate it here, and it complains about the fact that 
AV users’ moral preferences and autonomy are respected while those of other people 
involved in a crash are not. We believe that no reasons related to fairness can be given 
for this, especially because personal characteristics of AV users might correlate with 
socio-economic factors that already favor them in large parts of society. We can only 
think of practical reasons for the proposal as we state it here (i.e. AV user autonomy), 
and those are technical feasibility and computation speed. However, imagining there 
were no technological limits, the autonomy proposal could be extended to all 
participants on a crash. For example, on the event of a crash, the moral preferences of 
all people involved in the crash could be aggregated in a way to find the best action to 
take according to everyone’s moral stance. Each person could hypothetically store his 
or her preferences (e.g. centrally or with them) on a system which was accessed by 
AVs during decision making. Assuming this was technically possible, it could be a fair 
procedure respecting everyone’s moral preferences as much as possible, at the cost of 
increased complexity. On the other hand, such an approach would have to deal with 
partiality and perverse incentives perhaps more strongly than on the AV-user case. This 
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is because in principle the same moral stances should be available to usual-pedestrians 
and usual-AV-users, but in that case any agent would be able to game the decision-
making system according to how often they expected to be driving or walking. 

This proposal assumes there is a single AV user, which does not account for 
shared cars and public transport. The reply here could be a reframing of our previous 
point. Decision rules could either be aggregated (automatically voted for) according to 
all the users of a vehicle or of the city or state. Alternatively, the rules could be set by 
the transportation company, forcing the users to agree to them on use. 

3.�Arguing for Equality of Opportunity 

3.1.�The Problem of Indirect Discrimination 

One problem that the previous section does not solve is that of indirect (or structural 
[19]) discrimination. This is the problem that people with certain personal 
characteristics might have higher probability of being victims of accidents with 
autonomous vehicles. Such indirect discrimination may happen just because of the 
unequal distribution of those characteristics within the population and the fact that they 
correlate with the outcomes of decisions used by vehicles. Consider the following 
examples:  

 
1.� Algorithm: maximize the expected number of lives saved. The algorithm 

might find ways to maximize this function by using visual appearance of 
people to predict their likelihood of surviving a collision, or their likelihood to 
have fast reflexes and evade the car. This could make people who look that 
way be more likely to have vehicles swerve towards them. 

2.� Algorithm: maximize the expected number of lives saved. The algorithm 
might lead vehicles to always swerve towards people who are alone, which 
could correlate with arbitrary psychological characteristics such as preference 
for walks alone. 

3.� Algorithm: maximize the expected number of life-years saved. The algorithm 
would prefer to swerve towards older people, or people who look older though 
they are not. 

4.� Algorithm: maximize the worse-case probability of survival (Rawlsian 
maximin). The algorithm would prefer to swerve towards bike drivers not 
wearing helmets than those wearing them [1]—the typical objection to 
maximin. 

5.� Algorithm: maximize the worse-case probability of survival (Rawlsian 
maximin). Even if statistics of crash survival are only slightly skewed or 
wrongly estimated, they will be correlated with some personal characteristics. 
For example, females could be predicted to have 0.0001 higher probability of 
survival than males of the same age, and therefore the algorithm would always 
prefer to swerve towards females. 

 
Clearly such personal characteristics are morally arbitrary, which could pose a problem 
to the supposedly morally acceptable decision rules. Of course, it is of note that 
discrimination is not necessarily wrong per se, or wrong because it treats people 
arbitrarily, but that it is wrong only when it harms people with the characteristics in 
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question [20]. But that is the case in our structural discrimination problem, since people 
with some characteristics will be harmed more in probability. 

Allowing a diversity of moral choice in autonomous vehicles does not eliminate 
the indirect discrimination problem, because even if the same rule is not used by all 
vehicles, there will still be a moral position that is on average more in use. Therefore, 
personal characteristics related to these positions might be correlated with accident 
probability. 

3.2.�Equality of Opportunity on Protected Characteristics 

Motivated by recent developments in the machine learning community, we argue that 
the notion of equality of opportunity as a constraint can be a solution to this problem. 
The idea is that whatever the utility function being optimized, the system could be 
made unbiased to protected personal characteristics by adding a fairness constraint [21, 
22] or enforced normalization of predicted outcomes (e.g. enforce equal virtual 
outcomes of male and female pedestrians). Technically, the new (unbiased) decision 
rules would basically be solving an optimization problem on the original function 
subject to a constraint on the ex-ante (predicted) distribution of the protected 
characteristics. As an example, it could be decided that visual appearance is a protected 
characteristic, and thus that the decision probabilities should be the same whatever the 
visual appearance of the person (e.g. the distribution of pixel colors on a person seen 
through the robot’s cameras). 

Note that an important point in this solution is that algorithms should enforce ex-
ante (predicted) fairness, not ex-post (based on past measurements of) fairness. The 
proper way to deal with uncertainty has been a subject of discussion in philosophy [23, 
7, 24]. In our context, we mean that the decision should be corrected by predicting (e.g. 
through simulation) the outcome distribution of these characteristics over large samples 
“offline”. This should not be done “online” by using recent statistics of accidents such 
as to equalize them as they happen. The latter, ex-post, approach would of course lead 
to morally arbitrary outcomes which would depend on the recent history of accidents—
and are random events. 

Besides correcting for unwanted discrimination, an advantage of such fairness-
constrained methods is, in our opinion, their suitability to policy. The reason is that 
current machine learning-based algorithms would likely never use personal 
characteristics like age and gender directly and so a policy of forbidding its use would 
have no effect. Equality of opportunity constraints on protected characteristics would 
be a general enough framework to account for modern systems, which “learn” how to 
improve performance in terms of a given utility function from raw data without being 
given specific features. Finally, note that this method could be used together with moral 
diversity in autonomous vehicles, since each decision rule available to car users could 
be equalized to avoid biases in protected characteristics. 

3.3.�Alternatives 

This proposal is subject to the usual objections to equality of opportunity and 
egalitarianism, such as the leveling down objection and libertarian objections. However, 
we can think of few alternatives to solving the indirect discrimination problem, except 
for affirmative-action-based constraints [22] or random actions [15]. Again, random 
choices in moral problems have been the subject of extensive discussion in the context 
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of healthcare [7]. “Throwing the dice” to choose whose life to save is only justifiable 
when there are no morally relevant distinctions between the people involved, or when 
the uncertainty in these distinctions is too high [25]. This might well be the case in 
trolley problems, especially if all persons in a situation are not breaking any rules. The 
objections to the random approach are nevertheless serious, as is it can be interpreted as 
giving up on the search for a good moral rule or avoiding responsibility. 

4.�Conclusion 

Disagreement between utilitarianism and its rivals has been going on for long, and it is 
questionable whether one ethical framework can be singled out until autonomous 
vehicles are deployed, or at all. The same problem pervades the choice of numeric 
representations of wellbeing or utility. We argue for responsible vehicle users who 
(have their vehicles) act according to their ethical views as long as they are justifiable. 
We see this as a better alternative than imposing a single decision rule and notion of 
utility on all vehicles, whether chosen by an institution or by aggregating preferences 
over the population. Such imposition would be both difficult to justify and violate 
moral agents’ autonomy. However, it is clear that ex-ante unfairness through indirect 
discrimination is a concern in autonomous vehicles. We believe recent work in 
enforcing constraints on equality of opportunity for protected characteristics (e.g. race, 
gender, visual appearance) in machine learning could be applied to solve this problem. 

Finally, we note that our discussion of autonomy and equality is generally 
applicable to other value-laden technologies. For example, survey and rescue robots for 
disaster response probably need to make such life-death decisions by design, and 
indirect discrimination is also present due to correlations between geographical 
locations and socio-economic characteristics. Such examples will only increase as 
automation is applied across different areas of life, whether with explicit or implicit 
distributive impact. 
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Abstract. Engineering an artificial intelligence to play an advisory role in morally 
charged decision making will inevitably introduce meta-ethical positions into the 
design. Some of these positions, by informing the design and operation of the AI, 
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realism/anti-realism dimension in metaethics and reveals that realism poses greater 
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a moral AI in the first place. 

Keywords. Artificial intelligence, metaethics, risk, engineering 

1.�Introduction 

This paper offers an analysis of the practical consequences of design and use of artificial 
intelligence in light of current state of art in philosophical metaethics. It focuses on AI 
that will be tasked with making explicitly moral decisions, serving as moral advisers, or 
contributing to morally charged decision making processes [1-5]�. Some examples of 
practical use of these technologies include help in sentencing of convicted felons; 
mediating discussions in ethical discussion in hospitals and physicians’ offices; or risk-
benefit calculations in counter-terrorism operations. 

AI designed to play a role in morally charged human decision-making processes and 
activities should aim to at least approximate human moral psychology that underlies 
moral decisions, albeit in a way that improves on the typical foibles that come with it. If 
a full replication of human moral psychology was required, then it would be unclear why 
a moral AI should come into existence in the first place. More consultation with equally 
fallible humans would be enough. On the other hand, if an AI issued moral advice that 
greatly diverged from what we would expect from human moral psychology, its advice 
would not be judged as relevant or as having to do with human concerns. 

Elsewhere we argued that the metaethical assumptions that engineers make when 
designing an AI that in some way approximates human moral psychology will determine 
the engineering challenges they will face [6]. Engineering and design decisions for such 
an AI will always be informed by tacit or explicit metaethical assumptions, including but 
not limited to: nature of moral judgment, characterization of moral motivation, the 
existence of mind-independent moral properties, status of moral epistemology, and what 
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differentiates the moral domain of knowledge from other domains. The analysis offered 
here takes into account those engineering challenges and offers a further analysis of risks. 
The dimension of difference we focus on is realism/anti-realism about moral properties. 

2.�Moral Epistemology 

Realism in metaethics is primarily the ontological view that moral properties or moral 
facts exist and are mind-independent. This also means that the way the world is, 
including the way human beings are, determines what actions are morally right and 
wrong, independently of human aims or interests. Many versions of realism include a 
view about semantics of sentences that contain moral terms. Moral sentences, according 
to realism, express propositions that can be true or false and moral terms refer to moral 
properties. 

Alternatively, anti-realism is the view that moral properties or facts do not exist, or 
at least they do not exist in a mind-independent way. This view may also reject the 
semantic position that sentences with moral content can be true or false or can refer to 
moral properties. This means that, at least to some extent, human beliefs about right and 
wrong are the truth makers for statements containing moral content. 

If moral realism is true and combined with a naturalistic position on morality, then 
moral facts could be thought to be akin to facts in science, which means that moral 
knowledge demands the kind of effort that scientific knowledge requires. Cornell realism 
is a prominent example of naturalist realism, which assumes that “ethical facts and 
properties are exhaustively constituted by natural ones” [7, p. 550]. According to 
naturalist realism, moral facts and properties are constituted by or supervene on basic 
physical facts and properties, in a way that psychological, sociological, or historical facts 
are constituted by or supervene on basic physical facts and properties. An AI designed 
to serve as a moral advisor based on naturalist realism will therefore function like a moral 
microscope, revealing parts of the world previously unavailable to the naked eye. The 
moral AI may therefore have access to moral truths that unaided capacities for moral 
sensitivity and reasoning would not. 

A realist view assumes that the world may be full of moral facts to which we 
currently have no access, but could at some point in the future discover. Naturalist 
realism could liken these to facts about particle physics, which were obscure to people 
living just a hundred years ago. This analogy brings into relief an important potential risk 
for a realist AI: unexpected decisions, policies, or behavior of the AI may conflict with 
prima facie moral norms, and we may have no obvious way to decide whether to follow 
the advice of the AI or these prima facie moral norms. When it comes to science we have 
some evidence of scientific method leading to discovery of new scientific facts. In the 
case of morality, there is much more debate about reliable, appropriate, and justified 
methods of gaining moral knowledge and discovering and clarifying the moral facts. The 
risk here is that the realist assumptions brought to bear on AI design get the moral facts 
wrong and we are compelled to follow the advice given by the AI. 

This is not to say that there are no defensible methods in the study of ethics to which 
the realist can help themselves. Some Cornell realists, such as David Brink [8], defend a 
coherentist moral epistemology based on wide reflective equilibrium, in which “our 
reasoning in the sciences as well as in ethics involves the continuing accommodation of 
empirical information to a body of more theoretical views already tentatively in place, 
making mutual adjustments to achieve the best overall fit...among our views of different 
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levels of generality” [9, p. 102]�. However, methods in moral epistemology cannot be 
verified in the same ways that scientific methods often can. It is harder to independently 
verify whether the predictions moral theories make are correct or not. 

If a scientific theory posits the existence of a molecule with certain properties we 
can conduct an experiment to see whether or not those properties manifest under 
appropriate circumstances. Such experiments are more controversial and harder to 
conceive in ethics. Furthermore, foundationalist moral epistemologists would likely 
demur that our system of moral beliefs should be based on a small number of basic 
foundational beliefs, which provide support for the rest and not on a wide equilibrium. 
Engineers designing an AI on realist assumptions will face the burden of justifying which 
of these realist epistemologies is right. If they opt for foundationalism, they will face 
further risks that would come from their decision about which moral norms the rest of 
the moral structure will be built upon. 

If the engineer opts for moral realism, they should aim to create an AI that is better 
than we are at discovering the moral facts. The problem is that we do not have such a 
method at hand. It is not a good idea to build an AI as if a method of discovery of moral 
facts existed. It would be as if an engineer built a device for discovering facts about 
molecules without some falsifiable empirical hypothesis about the nature of molecules. 
Such an AI would likely routinely give the wrong answer to first-order moral questions. 
While this may be somewhat innocuous with a device for detecting molecules, it is risky 
in the moral case. Giving the wrong answer to a first-order moral question such as: is it 
moral give this person a liver transplant as opposed to this one? could not only get the 
moral facts wrong, it could lead to outright immoral behavior that leaves us worse off 
than we would have been without advice from the moral AI. This does not mean that 
anti-realism more accurately describes the moral phenomenon or experience. Rather, 
when we consider these risks, anti-realism seems to fare better than realism at mitigating 
risks that are a consequence of no known method of discovering moral facts. 

3.�Biases 

The main source of risk for anti-realism are the inherent risks and uncertainties that anti-
realism generates on its own, outside of it being engineered into an AI. The first of these 
is that anti-realist assumptions can give credence to the view that morality is arbitrary 
and that anything goes in the moral domain. Importing this problem to an AI would 
exacerbate it and likely result in distrust in the moral advice the AI gives.  

Secondly, importing anti-realism into an AI would make it difficult to distinguish 
between moral judgments and moral biases, which are responsible for a wide range of 
moral illusions. Anti-realism in general deals better with this problem than realism since 
it makes it in principle difficult to make such a distinction. Realism, on the other hand, 
assumes that we can make such a distinction and thus can lead to situations where moral 
illusions masquerade as genuine moral judgments. However, when this problem is 
brought into an AI that is presumed to not have biases, a similar masquerading can take 
place. 

Sinnott-Armstrong persuasively argues that our moral intuitions are subject to a 
range of biases, including framing effects [10]�. In the context of risky choices framing 
refers to the phenomenon that when people are presented with two options that are in 
fact identical but described in such a way that in one case the losses are emphasized and 
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in the other case the benefits are emphasized, people avoid risks when it comes to gains 
and are more willing to take risks when it comes to avoiding losses [11]. 

One famous example that illustrates a framing bias is the “Chinese disease” 
experiment [12]. Participants of that experiment were presented with two sets of choices. 
In the first they read the following vignette: 

 
Imagine that the US is preparing for the outbreak of an unusual Asian disease, which is 
expected to kill 600 people. Two alternative programs to combat the disease have been 
proposed. Assume that the exact scientific estimates of the consequences of the programs 
are as follows. 
 

Program A: If Program A is adopted, 200 people will be saved. 
Program B: If Program B is adopted, there is 1/3 probability that 600 people will 
be saved, and 2/3 probability that no people will be saved. 
 

Even though the expected value of these choices is the same, participants consistently 
prefer option A because it presents a certainty of saving 200 lives. In the second part of 
the experiment participants were presented with the same vignette and the following two 
choices: 
 

Program C: If Program C is adopted 400 people will die. 
Program D: If Program D is adopted there is 1/3 probability that nobody will die, 
and 2/3 probability that 600 people will die. 
 

In this case participants chose option D, they preferred risk taking over the certainty of 
400 deaths. Even though options A and C, and options B and D are the same, participants 
choices did not reflect this. 

Sinott-Armstrong, among many others, conclude that the influence of biases on 
moral decisions considerably undermines the epistemic value we attach to any of our 
moral intuitions. This presents a problem for both realism and anti-realism. As already 
mentioned, this is a very serious problem for a realist moral AI. If we aim to create AI 
that are moral decision-making aides, we want to make sure we do not introduce our 
biases from the very beginning and then impart realist metaphysics into the device. 

Another class of biases in the moral domain are fairness effects, which have to do 
with people’s willingness to accept risks. In short, “people accept risks more readily if 
the risk distribution is perceived as fair” [13]. These findings come from experiments 
done by Keller and Sarin [14] and Sjöberg [15]. Probability neglect is another cognitive 
bias often discussed in the context of public policy making and public fears surrounding 
very bad, but very unlikely outcomes [16-18]. This body of research suggests that “when 
a hazard stirs strong emotions, most people will pay an amount to avoid it that varies 
little even with extreme differences in the starting probability...when the probability of 
loss is very low, people will tilt toward excess action. They will favor precautionary steps 
even if those steps are not justified by any plausible analysis of expected utility” [19, p. 
116]. 

Sunstein points out, for example, that the public fear of flying after the September 
11th, 2001 terrorist attack was vastly out of proportion to the likelihood of being killed 
by terrorists. In cases where the outcome is emotionally dreadful (other cases include 
nuclear meltdowns, toxic waste, carcinogenic foods, and bad reactions to vaccination) 
excessive public policy actions tend to be taken and yet people will remain insensitive to 

M. Klincewicz and L. Frank / Making Metaethics Work for AI: Realism and Anti-Realism314



the ever-diminishing risk of the negative event [20]. The opposite tends to be true when 
a highly emotionally desirable reward is present. When we play the lottery, we are able 
to discount the exceeding small probability of winning and prefer taking 
disproportionately bigger gambles for larger gains [21]. The inverse relationship between 
risk and benefit is especially relevant in the field of new technologies: “Activities or 
technologies that are judged high in risk tend to be judged low in benefit and vice-versa” 
[22]. Slovic et al. 1999 experiments on toxicologists suggest that this relationship is 
mediated by the level of negative or positive affect the subject doing to the risk 
assessment experiences regarding the technology or policy in question [23]. 

Framing and fairness biases pose less of a problem for anti-realism than for realism 
in general. If there are no moral facts or properties in the world that exist in a mind 
independent way then there is little discernible difference between moral beliefs and 
moral biases. An anti-realist may be fine with that. An AI that builds biases in is therefore 
not going to make matters worse. It will merely be giving out advise. This speaks strongly 
for the engineer to deliberately opt for anti-realism while constructing or designing a 
moral adviser AI. There are other risks, however, that make this option problematic. 

4.�Problems for Anti-Realist AI 

If the realist AI functions ideally like a moral microscope, an anti-realist AI functions 
like an automated food critic. It issues sophisticated expert opinions, which are ultimately 
matters of individual taste. Depending on the version of anti-realism involved, this AI 
could even contradict itself. Whoever uses it may therefore get the impression that right 
and wrong are also matters of taste. This creates a risk of the moral AI being an example 
of moral judgments being arbitrary opinions that are verified by our intuitions. In order 
to avoid this, special care would have to be taken to ensure that the average user of the 
AI is sophisticated enough to distinguish anti-realism from arbitrariness. 

Programming an AI with anti-realist assumptions in mind generates further 
problems that do not affect realist AI: an existential problem and a practical problem. 
The existential problem has to do with the added value of creating an AI that can serve 
as a moral adviser or decision aid, given the assumption that moral facts and properties 
are merely reflections of human mental states and that what constitutes a judgment about 
right or wrong, good or bad may be subjective. In other words, it is not clear why we 
should build an anti-realist moral AI at all.  

The practical problem is best stated a conditional: if we think the anti-realist AI can 
add value, engineers will have to imbue the AI with some foundational moral values in 
a non-arbitrary way. This latter possibility is likely to reify the moral values accepted in 
the place and time of the AI’s creation or the personal idiosyncrasies of its designers. 
Neither possibility is likely to result in a situation where the AI morally advises anyone; 
it merely convinces people to moral positions they already hold.  

The practical problem generates a risk that can be attributed to the development of 
many, if not all, new technologies, namely, reifying norms that are not desirable. 
Technology inevitably mediates values [24], but it can also change them, reify the value 
reflected in the technology. For example, wheelchair ramps on government buildings 
embody the value of egalitarian access to civic life (reflecting our values). Dating apps 
like Tindr encourage short-term relationships, even when its users may be looking for 
long-term relationships (changing values) [25]. Moral AI that is specifically designed to 
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aid in moral reasoning shares in this special risk, because its explicit purpose and function 
is to issue moral guidance, thus changing values. 

In this context, biases, such as those discussed in section 2, raise alarms about our 
ability to rationally engage in the very project of evaluating the benefits of AI as a moral 
adviser. It could be that the engineers or society at large falls into one or more of these 
biases. In turn, we can imagine such an AI being taken seriously by medical boards, 
politicians, and other people in positions of power, and then agreeing to the AI moral 
advice, even though it is grounded in mere biases. This is a similar, but importantly 
different risk that faces the realist AI. For a realist AI this risk exists at the level of moral 
epistemology and first order moral facts: it may be getting them wrong. The anti-realist 
AI adviser has this problem by design, so the problem is ultimately practical in that they 
concern the usefulness of the device in moral decision-making. 

5.�Summary Analysis and Recommendations 

Realism poses serious risks that come from epistemological difficulties regarding moral 
facts. Anti-realism, on the other hand, seems ill-suited to the task since it undermines the 
motivation to engineer a moral AI in the first place. In the following table we summarize 
the analysis from section 1, 2, and 3. For the sake of clarity we mention the most salient 
risks for each position in a row. 
 

Table 1. Summary of risks of engineering a moral AI associated with realism and anti-realism 

Realism Anti-realism 
If realism is false, risk is low because an anti-realist 
metaethics is prima facie compatible with many sets 
of first order normative propositions.2 

If realism is true but we do not have the correct moral 
epistemology to rely on, then the realist AI may yield 
false moral recommendations, bad advice, 
misleading its users, and telling them to do 
potentially immoral things.  

  
If realism is true but we do not have the correct moral 
epistemology to rely on, then the realist AI may yield 
false moral recommendations, bad advice, 
misleading its users, and telling them to do 
potentially immoral things. This is the most troubling 
possibility, since the moral adviser would leave its 
users potentially worse off than before.3 

If anti-realism is true, it becomes unclear what the 
added value of a moral AI adviser is. The advice it 
gives may as well be disregarded as one moral view 
among many, which are not mutually exclusive. 
Users of the AI have no reason to take its advice over 
their own moral intuitions.4 

 
We considered three paradigmatic cases of the limitations to human risk perception 

and assessment, such as the fairness effect, framing effects, the inverse relationship 
between risk and benefit, and probability neglect, which are well documented in the 
decision theory and psychological literature. We also speculated about the potential risks 
involved in creating a moral adviser AI with realist and anti-realist assumptions. From 

                                                        
2 Arguably this is also true for realism. As a metaethical position it is neutral with respect to say, 

Kantianism or Utilitarianism. But this kind of neutrality requires that we have a suitable moral epistemology. 
For the anti-realism comparing first order normative theories or individual beliefs can only be done based on 
non-normative practical concerns, see Prinz [26] on moral progress, for example. 

3 Of course, if the epistemology is partly accurate, that is it gets the moral recommendations right some 
of the time, then this particular risk would be mitigated. 

4 The exception being that the AI could give empirical information relevant to moral decisions (e.g. what 
the likely consequences of an action might be). 
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our analysis we conclude that at the present time anti-realism generates fewer serious 
risks than realism, since there is no chance of it ever giving moral advice that purports 
to be getting the moral facts true, while in fact doing the opposite. It merely advises, as 
a food critic might, leaving it ultimately up to its users' intuitions to decide. However, if 
an anti-realist moral adviser is built, it becomes unclear what its ultimate value may be. 
People being advised by it may as well ignore its advice, just as people that ignore a 
food-critic’s advice often do. Ultimately, it is their own taste that matters. This puts in 
question the very project of engineering a moral adviser AI in the first place, at least in 
its anti-realist version. Whatever human beings achieve by engaging in dialogue and 
using some version of reflective equilibrium is likely to be just as morally authoritative, 
if not more, than whatever may come as a result of the moral AI. 
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What Principles for Moral Machines? 
Arto LAITINENa,1 

a
 University of Tampere, Finland 

Abstract. The paper examines four kinds of principles for machine morality. (1) 
exceptionless principles covering all cases and features (e.g. Kantianism, 
consequentialism); 2) a plurality of midlevel prima facie -principles concerning one 
act-in-a-situation type (Ross, Beauchamp & Childress, applied to robotics by 
Anderson & Anderson), as well as their typical enabling and disabling conditions; 
3) priority principles concerning the midlevel principles (e.g. F. M. Kamm, 
Asimov's Laws); 4), overall judgements in situations when everything relevant is 
taken into account, stressed by particularists (Dancy, cf. Guarini). The paper argues 
that (2) is best achievable and possibly useful even in the absence of overall 
judgements of type (4). 

Keywords. Machine morality, artificial phronesis, ethical knowledge base, moral 
principles, prima facie, particularism 

1. Introduction 

Moral reasoning is not very straightforward. Suppose that in one situation an act is wrong 
because it is a case of lying. One cannot conclude that if in some other situation an act is 
a case of lying, that act is also wrong. It may be that unless one lies, one violates a 
stronger moral requirement [1]; or perhaps one is in a special context where lying is good, 
so that its valence is reversed (say, in playing Contraband), or perhaps the wrongness of 
lying is “disabled” in that context (say, in answering a question that invades one’s 
privacy; or small white lies for reasons of politeness) [2]. So mechanically following 
prima facie—rules of the type “lying is wrong” will not lead to morally best behavior 
[1]. It may lead to catastrophic choices: if one would need to lie to prevent a nuclear 
strike, the fact that it is a lie is clearly not the only morally relevant feature; lying is not 
automatically wrong in all cases.  

For moral machines, robots, and AI to be able to tell what is the good or right thing 
to do in a situation, the idea has been put forward, that humans need to build a large 
“ethical knowledge base” [4]; a description of descriptive features of cases together with 
their evaluative or normative features [3-8]. This paper asks what should be in it. It is 
only after we have an idea of what would be in it, that we can estimate whether it could 
one day be possible.  

The paper describes what would be involved in such a base for human agents, that 
is, for AI to be able to assist human moral decision-makers, perhaps in the same way that 
AI can assist in law and legal preparation of cases. This thought-experiment has been in 
the literature called “google morals”, analogously to real Google maps [9]. 
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The question is: what would be involved in an ethical knowledge base for humans, 
within one comprehensive moral outlook—putting aside any complications that moral 
disagreements might cause, but being sensitive to moral conflicts and moral dilemmas 
that may arise within one moral outlook. Sections One to Four describe four levels of 
generality of moral principles, and Section Five is the conclusion. 

2. All-Encompassing Principles  

Textbooks of ethics typically focus on general, exceptionless “grand principles” that 
cover all cases and all morally relevant features. These principles try to capture what is 
common to requirements of morality in all situations. The best-known theories include 
Kantianism [10], Consequentialism [11] and Scanlonian Contractualism [12]. There are 
also well-known attempts to combine all these three theories: perhaps they are “climbing 
the same mountain” from different sides, and when right formulations of each have been 
reached, we find they have ended up in the same place, as Derek Parfit has suggested 
[13]. Some versions of Virtue Ethics may also put forward principles of this highest kind 
(perhaps suggestion that always act and be like a phronimos would act and be) [14].  

These principles are of the highest level of generality. These principles leave no 
white areas in the moral map: when the input is a description of the situation that an agent 
faces, the output is a moral status for all alternative actions that the agent faces in that 
situation. 

What else do they say about all cases than that there is always some or other (right- 
or) wrong-making feature involved? 

Consequentialism (Sidgwick) requires us do what is best, measured in the value of 
consequences. The general worry about this theory is whether it requires us to, say, 
harvest organs from one person, if so we can save five. In short, it seems that sometimes 
maximizing good results is wrong. 

The Kantian theory requires everyone to treat persons as ends (as having infinite 
value) and not as mere means, and to act on principles anyone could act on. In some 
formulations the theory is implausible (is it impermissible to lie for a murderer?), or faces 
hard dilemmas (if persons have infinite value, what about cases where we must choose 
whether to save 5 or 1).  

Scanlon’s contractualism requires us to act on principles no-one can reasonably 
reject, and Parfit’s attempt suggests that in right formulations Consequentialism, 
Kantianism and Contractualism can be combined, and refined so that all the counter-
examples can be handled; this has however been contested by most, many think that each 
distinctive theory loses its best sides when compromised to conform with the other 
theories [15]. 

The main observation here is that there are deep-seated debates, and not much hope 
for a consensus among experts. There is even skepticism whether morality is codifiable 
in one general all-encompassing principle [16]. Deep-rooted dissensus among experts 
should lower our confidence that exactly this view is right, concerning each view.  

How should we decide between them, or decide whether there is any? By comparing 
them to the considered judgements about single situations. The considerations below 
suggest that there will necessarily be at least a very complex conjunctive general 
principle. In any case, the most general principles get their content from lower-level 
principles. We should then start from them, and let the all-encompassing (perhaps huge, 
disjunctive) principle emerge. 

A. Laitinen / What Principles for Moral Machines?320



3. Midlevel prima facie Principles 

One-feature principles give us the typical moral valence of an act-type, or act-in-a-
situation—type. There is a plurality of such principles, and they are what is often called 
prima facie or pro tanto principles and they can be expressed in ‘generic’ statements of 
the type “lying is wrong”, “stealing is wrong”, “benevolence is good” [1].  

Examples of lists of such principles can be found from the Bible’s Ten 
Commandments, W.D. Ross’s theory [1], from Beauchamp & Childress’s “bible of 
bioethics” [17], which lists autonomy, non-maleficence, beneficence and justice as the 
relevant principles in biomedical ethics, and in Haidt’s moral psychological theory which 
list six foundations for the fast intuitive moral response [18]. This approach to roboethics 
has been defended by Anderson & Anderson [19]. Virtue-ethical lists of virtues relevant 
to situations can be understood as related to such prima facie principles [14], and so can 
various lists of principles, such as those in the IEEE Global Initiative on Ethics of 
Autonomous and Intelligent Systems [20]. 

Such statements as “lying is wrong”, or “stealing is wrong” are the easiest thing to 
understand in morality, and they form the bedrock of moral understanding. Among 
experts there is wider consensus than on any other types of principles. More or less 
everyone agrees that justice is good, injustice bad; well-being good, suffering bad; 
honesty good, cheating bad. Even concerning “dated” virtues such as chastity or 
“manlihood”, we can agree there are better and worse ways of relating to human sexuality 
or human dependence and independence. There is much less consensus on exact 
conceptions of justice, honesty etc. There is some empirical backing for the idea that 
such “moral foundations” (in the plural) are universal [18]. 

It is a good idea to start building the ethical database from these principles; each 
gives a substantive “wrong-making” or “right-making” feature. 

The main aspects of “prima facie” principles include that they connect a wrong-
making, good-making, right-making, bad-making feature with the thin feature of 
wrongness, goodness, rightness, badness: an act is wrong, because or in virtue of being 
a case of lying. Further, they are overridable or defeasible: sometimes an act can be 
overall right in spite of being a case of lying, because some other feature is weightier in 
the situation. Further, it may well be that of two features (say, speaking the truth and 
being beneficial) sometimes the one is weightier and sometimes the other [1], so that 
there is no unexceptional “lexical ordering” [21] between two prima facie principles. 
And for each feature, we can formulate a principle of its own. Understanding all these 
principles gives us the building blocks with which to build the overall moral significance 
of situations, where several morally relevant features are present. 

Each prima facie principle leaves all other areas in the moral map white, apart from 
cases where this feature is present. And, they do not deliver an overall judgement, but 
merely point one contributory feature [2] that will be relevant for the overall judgement. 

4. Priority Principles 

Sometimes two principles govern different aspects of action, so they are not in a conflict 
(whatever you do, do it respectfully): co-realizability and avoidance of conflicts between 
prima facie principles is naturally a good goal. But sometimes conflicts do arise, and 
ethical guidance is relevant in such cases as well—this gives rise to the need for 
principles of a third kind.  
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The third candidate, then, for principles that might be desirable for artificial 
intelligence are many-feature principles which try to settle a general rule for conflicts of 
prima facie principle 1 and principle 2: which principle overrides the other in which 
situation-types? For example John Rawls’s principles are in lexical ordering, and so are 
Asimov’s laws for robotics [22]. Similarly, Frances Kamm’s detailed discussion of the 
trolley-cases are such, suggesting that sometimes it is wrong to kill one to save five 
(because, roughly, it would be a case of treating the one person in a disrespectful causal 
role) and sometimes it is permissible to kill one to save five (because that way more lives 
can be saved) [23]. By contrast, some follow Ross in thinking that the judgement 
balancing the weights of prima facie principle is always contextual in ways that does not 
allow for informative codification: “the decision rests with perception” [1]. 

Each many-feature principle leaves all other areas in the moral map white, apart 
from cases where both features are present. Further, these principles do not present, as 
an output, an overall judgement on the situation as a whole (as there may be other 
relevant features present) but an interim judgement concerning the relative weight of 
these two (or more) principles. 

For these reasons, the comparative principles include an “other things being 
equal”—clause. They, on their own, do not offer guidance in any concrete situation. 

5. The Overall Normative Shape of the Specific Situation 

Fourth, there are overall judgements in situations, stressed by moral particularism [2, 
24], but equally important for all theories. They provide, as an output, an overall, all-
things-considered judgement. The input will include the description of all morally 
relevant features of the situation, plus a “that’s it”-statement [25]. A “that’s it” -statement 
states that there are no further morally relevant features. Only after the “that’s it”-
statement is added, can the weighing of different features determine an all-things-
considered verdict concerning the situation. 

When the verdict concerns a token situation, the output seems to concern only that 
very situation. Any real situation will have unique features, say, it took place at a certain 
time and in a determinate place etc. But any token judgement is implicitly a bit more 
general principle stating that if the descriptive shape is such and such then the normative 
shape is such and such (such and such alternative actions are permissible, such and such 
emotional responses are appropriate, such and such actions are virtuous and admirable 
etc.) [26]. The implicit generality comes from some descriptive features being ethically 
irrelevant and only some being ethically/morally/normatively relevant. When we have 
described all the normatively relevant features, and added the “that’s it”—clause, we 
have the principle that generalizes to all cases that differ only in their irrelevant 
descriptive features (say, whether the stabbing was made with right or left hand; whether 
the torture started 9:16:47 am or 9:18:35 am etc.).2 

Thus, all the token-situations belong to a “maximally detailed while morally relevant” 
situation-type (where the relevant features are such and such, and that’s it: all other 
features are irrelevant). It is such situation-type description that is the input for the fourth 
type of principle, and the outcome consists of the moral statuses for all the alternative 
actions in such a situation-type.  

                                                        
2 On moral significance, see [27]; on the metaphor of a “normative shape” of a situation, see [28]. 
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These principles bear some inferential connections to the previous kinds of 
principles. 

A true principle of type 1 consists of all true principles of type 4 put together. Let us 
think of a moral map where each such situation-type is one dot (instead on an area 
covering cases which differ only on their irrelevant features). For each situation type, 
there is a specific true principle: for each dot on the map, there is a specific principle 
covering only that dot. We get a huge principle of type 1 by forming a conjunctive 
principle of these. A complete ethical knowledge base could be such. It is a Herculean 
task of course, but we can imagine it being complete. 

We can then work towards simplifying the huge conjunctive principle in various 
ways. One is by trying to find principles of type 3. That is, by noting that neighbouring 
dots are likely to have the same output, because the differences in the input are only of 
minor difference in significance (even though the feature may be very significant in both 
cases, the difference in their degree may be small). Take a spectrum of cases of stealing 
a drug from a drugstore to relieve someone’s suffering: take first cases which are 
otherwise alike, but differ only on the severity of the medical condition—in cases where 
the suffering is mild, it is wrong to steal, but in cases where suffering to be relieved is 
great, it is permissible to steal. And then for each level of suffering, let’s vary the nature 
of stealing: when it is of minor significance, it is permissible to steal in lower levels of 
suffering, and when it is of major significance, a major suffering must be the case for it 
to be justified. 

By letting other things vary, we find that there are various locations at the map, 
where the two-feature principle nonetheless holds; and we can formulate a principle that 
other things equal, the severity of suffering and the graveness of the stealing determine 
whether it is morally right or wrong to steal. (The graveness of stealing depending not 
only on the monetary value of the drug, but on its scarcity, the direness of other people’s 
need for the drug who would get the drug were it not stolen etc.). 

The interesting places on such a map are those, where the overall judgement 
changes: when one feature gets significant enough it overrides the other feature. Say, 
when the pain gets higher than X, it is no longer permissible to cause it for purpose Y. 
But, other things equal, we can generalize that for all the dots lower than X-1, it is 
permissible to cause it for purpose Y, if it is permissible at the dot X-1. 

This kind of contrastive knowledge is arguably central in the “right to explanation”, 
which can be demanded from algorithmic decision-making, instead of algorithmic black 
boxes. If in a situation with descriptive feature D, the output was N, the relevant type of 
explanation concerns: what should have changed in D* that the output would have been 
different? (In cases that we discuss: what would have made the action permissible? And 
in cases central to algorithmic governance: if I didn’t get to the job interview, what 
changes in my CV would have brought me there? If I didn’t get a loan offer, what changes 
in my economic situation would have guaranteed it to me? etc.). 

One special case of two-feature principles is that of irrelevant utilities [29]. In a case 
where we can save a life of one person, or the life of another person, and in the second 
option we can also reduce someone’s headache slightly, it is arguably an irrelevant 
utility—in forming a judgement of the case (say, that we should toss a coin on whether 
to save one or the other) the headache of the third person is an irrelevant factor. (I will 
not here take a stand whether this is the best example of such cases, but the function is 
important to notice—some considerations are silenced in some situations; not merely 
overridden). 
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Moral particularism stresses that we should further include the possibility of 
disablers, enablers, reversers, etc. [2]. That reminder is correct, but ultimately morality 
is principled in the sense that it is not arbitrary. 

A complete description of a situation will include information about all the available 
options (whether they are permissible or impermissible) for all the agents, including all 
possible ways of interacting with others. As soon as one formulates this thought, the 
question arises whether this will be too complicated. 

6. Conclusion 

At least very complex disjunctive principles can be all-encompassing (1), consisting of 
all principles of type (4). One or more of the traditional encompassing principles 
(Kantianism, Consequentialism, Contractualism, Virtue Ethics) may be true principles, 
but it may well be that philosophical arguments in favour of these will remain in a 
stalemate. 

Principles of sort (2) and (3) provide only partial guidance. Yet, they can be central 
for the way human moral understanding works. 

The suggestion made in this paper is to start from principles of the sort (2): it is the 
easiest moral knowledge to grasp (one can grasp a prima facie principles from one 
example), and they are useful, even if we’d never achieve completeness, at the level (4). 

Incomplete guidance is useless, or harmful, concerning overall judgements: 
principles of type 4 are trustworthy only if they have taken everything relevant into 
account. By contrast, prima facie–principles (2) can be useful as a check list of typically 
relevant considerations. These considerations suggest that principles of the sort 2 would 
be the best place to start when building a moral adviser to human agents. 

Let us end with two topics for further study. Prima facie–principles suffice for moral 
agents, who are capable of moral understanding and of making moral judgements. What 
about machines that cannot? Can they be reliable guides nonetheless? The comparison 
between google translate and google morals suggests so. 

AI systems can compute optimal means, when ends are given (e.g. Chess, Go). But 
arguably artificial intelligence systems cannot genuinely deliberate about human ends, 
or weigh them: the systems cannot engage in the process of weighing fundamental ethical 
aims or principles [30]. Nonetheless, once taught with sufficient data, it may well be able 
to predict what a competent judge, (perhaps of such and such type of a judge), would 
judge after deliberation. If so, it can in principle be a reliable guide, even though it does 
not make any judgements.  

Importantly, pondering about what I really should do is different from predicting 
what I end up thinking (about what I really should do). I have the power to make the 
latter prediction true or false, whereas what I really should do is not determined by what 
I think I should do. 

Compare to Google Translate: it need not understand either language, but predict 
what someone mastering the language would say or type. Same is true of the imagined 
Google Morals: it need not engage in weighing ethical aims or principles, but merely 
predict what a phronimos (a practically wise agent possessing all virtues) or someone 
with ethical understanding would judge. Nonetheless, if those predictions are reliable, it 
is neither here nor there that they are not practical judgements: a clock can be reliable in 
showing time independently of understanding nothing. 
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Note finally that operative principles of embodied robots are very likely to be 
different from the principles of human morality, because the capabilities and action 
repertoires the threats and dangers they pose are different. This paper has been about 
possible moral aids for human agents, and the kinds of principles that such a knowledge 
base should include, and not about principles that differently embodied robots should 
live by. Arguably the distinction concerning four principles is independent of the kind of 
agent involved in acting in light of the principles, however; the difference between 
different kinds of agents is likely to show up in the normative content of all the principles. 
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Caught Up in Ethical Dilemmas: 
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Abstract. Although being potentially able to reduce the number of severe road 
accidents, self-driving vehicles will still face situations where harming someone 
cannot be avoided. Therefore there is a need for an ethical investigation into the 
programming of crash-optimization algorithms: which ethical principles are suitable 
to guide decisions in dilemma situations and to morally justify them? This paper 
presents an in-depth overview of research articles revealing the difficulties of a 
potential utilitarian solution. It evaluates an aggregative consequentialist approach 
that is adapted to the specific characteristics of dilemmas in autonomous driving, 
building upon the notions of negative utilitarianism and prioritarianism. 

Keywords. Autonomous driving, self-driving vehicles, driverless cars, automation, 
robot ethics, ethics, ethical, ethical programming, ethical algorithms, moral dilemma, 
crash-optimization, consequentialism, utilitarianism, prioritarianism, risk 
management 

1.�Introduction 

The development and introduction of autonomous vehicles2 is one of the topics which 
are currently most widely discussed in media, politics, industry, and research alike. It 
continues to keep various global players in the automotive as well as the supplier industry 
in suspense. While it is largely agreed upon that its introduction means great progress in 
many regards [e.g. 1-4], autonomous driving, however, presents a revolutionary 
technology that poses a new stage of complexity to, and is quite likely to change the face 
of, the road traffic we are used to today [e.g. 3, 5, 6]. Although self-driving cars might 
be able to reduce the number of severe accidents, they are unlikely to avoid crashes 
completely and will therefore face dilemma situations where harming someone is 
inevitable, i.e. they have to decide between two or more bad outcomes [e.g. 6-8]. Even 
though scenarios like these might be rare, empirical studies show that dilemma situations 
play an essential role for the attitude that people adopt towards self-driving cars in 
general [9].  
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For this reason, current discussions in politics and research address the urgent 
question of whether self-driving cars should be programmed in such a way as to always 
prioritize the safety of their passengers, or whether in certain cases they should prioritize 
considerations such as the overall good. This makes the case for an investigation from 
the perspective of normative ethics regarding the programming of crash-optimization 
algorithms on the basis of ethical principles that are shared by the majority of people and 
result in morally justifiable responses to dilemma situations [e.g. 10-12]. 

Whereas human drivers may be excused for unethical behavior in situations where 
they find themselves in ethical dilemmas, autonomous vehicles are expected to behave 
accurately according to the ethical requirements of the society in which they operate. 
This is due to the fact that self-driving cars are programmed ahead of time and engineers 
are free of time pressure and have much more information at their disposal, e.g. about 
environment characteristics [3, 4, 6]; they are not subject to the limitations that human 
drivers face in concrete traffic situations. In consequence, they have to meet the high 
expectations of society and will be judged by its moral standards [5, 9]. 

This paper responds to the insistent call by both politicians and researchers for an 
ethical framework for autonomous vehicles by assessing a consequentialist perspective. 
As recent empirical studies unveil, the great majority of people approve of the idea of 
introducing utilitarian vehicles in general, but at the same time they show a rather modest 
willingness to buy these cars when they think of themselves or their family members 
being sacrificed for the greater good. Apparently, the debate on autonomous driving does 
not only have a moral but also a social dimension and hence presents a complex ethical 
matter touching on the realm of human moral preferences [9, 13]. Nevertheless, the 
utilitarian solution is among the most intuitive and consequently highly relevant ethical 
theories that are worthy of closer consideration. In this paper, the utilitarian rationale is 
scrutinized for its suitability for ethical issues in autonomous driving. As a first step, a 
review of the existing literature on the issue identifies the strengths and weaknesses of 
utilitarianism. On this basis, an adapted consequentialist approach is introduced that tries 
to compensate for selected shortcomings of the classical utilitarian version and moreover 
opens up a novel perspective on dilemma situations. 

2.�Pros and Cons of Utilitarianism in Autonomous Driving 

Even though the body of pertinent research literature on autonomous driving is still in its 
infancy, a variety of research entailing philosophical investigations into the topic has 
already been published mainly in technology-related fields such as the disciplines of 
transportation, engineering, and applied artificial intelligence. Only recently, the debate 
has also been continued in the fields of machine ethics and other ethical issues. In search 
of an appropriate ethical framework for programming autonomous vehicles in a manner 
that is morally justifiable, literature has so far almost exclusively proposed 
consequentialist and deontological positions. The majority of articles taking a 
philosophical perspective discuss an aggregative consequentialist view based on 
utilitarian thinking as the most common form of consequentialism. In its classical version, 
utilitarianism states that an action is supposed to be morally evaluated on the basis of its 
consequences only. In order to systematically evaluate different options for an action, a 
numerical utility value is assigned to each possible outcome. So the best option to choose 
is the one which maximizes total utility [14]. With regard to autonomous driving 
scenarios, this means that the ultimate goal of any moral action should be to maximize 
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the resulting level of utility. Since the outcome of crash situations is for logical reasons 
rated in terms of caused harm, the optimum utility could be achieved where the amount 
of harm is lowest. This implies that in dilemma situations which involve an inevitable 
loss of lives, the utilitarian solution would be to save as many lives as possible [e.g. 8, 
15, 16]. 

When applied to concrete scenarios, it becomes evident that the utilitarian approach 
is problematic in many regards [e.g. 4, 8, 16, 17]. In this section, an in-depth analysis of 
the strengths and weaknesses of applying a utilitarian perspective to dilemmas in 
autonomous driving will be provided based on a review of pertinent literature. 

2.1.�Strengths of the Utilitarian Approach 

Among the strongest arguments in favor of utilitarianism as a valid solution to ethically 
automated vehicles is its capacity to be translated into a mathematical description. As the 
consequentialist concept is characterized by a procedure of calculating the outcomes of 
various scenarios, it is basically an act of trading imposed costs to created benefits, for 
each option as well as in comparison to each other. Algorithms that are supposed to 
control the actions of self-driving cars can therefore be mapped into an optimization 
problem of cost functions. The objective of this method is to identify the course of action 
leading to the optimal cost-benefit ratio [5, 11]. Eventually, the consequentialist 
approach is considered to be potentially more easily computable than alternative ethical 
theories [8]. 

Moreover, utilitarianism appears suitable for mapping particular practical scenarios 
allowing for a numerical calculation, for example when both physical damage and the 
saving of lives are involved. In these cases, the intentional causation of material damage 
might be morally permissible following a utilitarian calculus that generally values lives 
over property [16]. The utilitarian rationale also seems to provide an appropriate 
theoretical lens to describe the way human drivers deal with regulations set up by traffic 
law: though the latter imposes theoretical limits to road users’ behaviors, in real practice 
it has been proven to rather make road users balance the competing outcomes of obeying 
the law or deviating from it to a certain degree. In this context, actions that violate traffic 
law and their respective sanctions can be mathematically expressed by imposed costs 
that are to be reduced from an individual’s utility value. So it seems to be more or less a 
process of weighing costs and benefits against each other in order to figure out the action 
that maximizes personal utility [5]. 

2.2.�Weaknesses of the Utilitarian Approach 

In contrast to these aspects, literature mentions manifold shortcomings of applying a 
utilitarian view to dilemmas in autonomous driving. First, there are difficulties with 
regard to the concrete calculation procedure that is applied. Basically, the resulting harm 
of all possible outcomes has to be quantified in some way in order to set up a utilitarian 
calculus. However, it appears challenging to define a metric or an appropriate cost 
function which is suitable for measuring the outcome of collisions, especially when harm 
to persons or even loss of lives are involved [5, 8, 18]. Linked to this issue is the question 
of how the value of a human life should be objectively determined; various authors refuse 
to simply count up lives against one another [e.g. 16, 19, 20]. Another major issue in this 
context is incommensurability, which mainly involves the question of whether there is 
an objective standard to measure and compare the values of different benefits in order to 
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take a decision. On closer examination, it is not so easy to measure the value of a single, 
specific good either, as it might have a very particular importance that cannot be 
expressed in numbers or traded with another good [16]. Furthermore, the prospect of 
future automotive sensor technology possessing the capacity to collect vast amounts of 
information raises concerns in terms of which information should be included in the 
decision process, e.g. from sensors, cameras, or other technical aids. Since car sensors 
operate on probabilities, they are naturally faulty and thus supplied data might be of low 
quality [5, 7]. 

Besides these aspects, the utilitarian view suffers from conceptual difficulties, too. 
Since the utilitarian calculus does not take the perspective of the moral agent into account, 
a number of authors critically remark that it disregards context and the question of fault 
[15, 17]. Some articles also criticize the fact that utilitarianism does not consider long-
term effects for individuals and society [16, 17]; others find the fact troublesome that 
real world decisions are always premised on incomplete information about the 
consequences of an action [21]. Additionally, it neglects the nature of harm and focuses 
only on its quantity [22], aiming at maximizing the relative utility of each possible 
outcome [6, 8, 16]. Even though the utilitarian concept might theoretically be able to be 
implemented into machine-readable cost functions, it is the nature of computer systems 
to take everything literally. By strictly following a rigid calculation, they lack a certain 
sense of necessary human intuition and thus fail to restrict individual harm to a moderate 
level [7]. 

From a moral and legal point of view, a utilitarian solution to dilemma situations 
might imply actively targeting persons who are supposed to be sacrificed for the greater 
good [e.g. 23]. As this represents a case of intentional killing, it raises serious conflicts 
with criminal law [16]. Many articles also deprecate that, in prioritizing collective over 
individual well-being, utilitarianism violates the human principle of equality [e.g. 8, 22]. 
Furthermore, utilitarian decisions disrespect the right to life, which cannot be traded with 
any other right [e.g. 8, 16]. More generally, the act of deciding about the fate of humans 
based on numerical calculation neglects human duties to care for each other and to secure 
the rights of others [3]. 

Finally, a number of articles raise the criticism that utilitarianism in its classical 
conception encourages the discrimination of target objects. As the aim of the utilitarian 
view is to minimize harm, a utilitarian self-driving car would always choose the option 
with the smallest expected negative outcome. As collisions with smaller vehicles are 
more likely to result in less severe damage than crashes with big cars, objects that have 
higher crash compatibility, i.e. smaller or safer vehicle classes, become preferred target 
objects and are thereby discriminated against [8, 16, 17]. In applying the utilitarian 
calculus on a societal level, the use of facial recognition technology might enable self-
driving cars to identify involved persons and to take the targeting decision in terms of 
the value these individuals have for society as a whole, e.g. they might tend to spare 
celebrities [7, 22]. Furthermore, some scenarios described in literature point to the 
creation of false incentives, such as the question whether to hit the motorcyclist wearing 
a helmet or the one without [4, 22, 24], or to prefer certain car models to crash into, e.g. 
smaller types that promise less severe damage to the self-driving car itself [e.g. 6]. These 
issues touch on our moral intuition for justice: is it fair to hit the motorcyclist who takes 
precautions for his own safety? Is it fair to put the occupants of a smaller car at a higher 
risk than those of a bigger one, or to discriminate against the producers of smaller cars 
since fewer people would be willing to buy their vehicles? The act of discriminating 
against certain types of cars is also critical from an economic and social point of view, 
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since it discourages potential buyers and in the end might even lead to a decrease in the 
social acceptance of autonomous driving on a wide scale [9]. 

In conclusion, the results of the literature review suggest that a utilitarian solution to 
autonomous driving dilemmas suffers from substantial shortcomings raising conflicts 
with both our moral understanding and the legal regulations of society. This paper argues 
that in order to overcome these flaws, the classical utilitarian view is to be adapted to the 
specific characteristics of dilemma scenarios. This way, a promising foundation for 
rethinking the utilitarian concept is laid and its applicability to the given context is 
increased significantly. It is for this reason that the remainder of this paper is dedicated 
to exploring an adapted consequentialist view and its implications for crash-optimization 
issues of self-driving cars, selectively pointing out in what way it is suitable to 
compensate for the weaknesses identified in the literature review. 

3.�An Alternative Approach towards Crash-Optimization 

In the context of autonomous driving, the paramount objective of the classical utilitarian 
position is to minimize harm. Usually, this would mean a procedure of small incremental 
steps towards the outcome that is the least bad option in given situations. By taking up 
indications from previous literature [16, 22], this paper elaborates an alternative 
approach towards crash-optimization that focuses on preventing the greatest possible evil 
proactively. For a theoretical foundation, it calls on the idea of negative utilitarianism, 
then reaching beyond towards prioritarianism and its practical implications, which will 
be explained in the following subsections. 

3.1.�Fundamental Assumptions and Problem Description 

The position that will be introduced in the remainder of this paper is based on several 
underlying assumptions. First, in view of the fact that algorithms which are implemented 
into autonomous cars in order to map potential crash scenarios operate on probabilities 
rather than on calculations of actual damage, it appears that crash-optimization is 
ultimately a matter of risk management. In this regard, the described approach refers to 
Noah Goodall’s proposal of balancing risks for issues in autonomous driving in order to 
deal with the uncertain nature of scenario outcomes [12, 21]. From this perspective, the 
previously mentioned utilitarian difficulty of quantifying values of goods or lives 
involved in crash scenarios becomes less significant, since probabilities or risks can be 
expressed and calculated in numbers much more easily. Second, approaching solutions 
to ethical dilemmas in autonomous driving is consequently all about balancing the risks 
of involved parties. Against this background, the greatest possible evil is defined as the 
case with the highest risk of the worst outcome, which means that someone is expected 
to die in consequence of the crash. Third, this definition implies that property damage of 
whatever extent is always preferred to personal damage if the autonomous car has the 
chance to choose between the two. 

For cases where each possible outcome will unavoidably result in harming one or 
more persons, the most intuitive approach towards preventing the greatest possible evil 
is to reduce the risk to those who are most likely to be fatally injured. On a mere 
theoretical basis, this could be achieved by redistributing risks in a way that increases 
the equality among individuals in terms of statistics-based road risks. But how could this 
be practically implemented? Unquestionably, fatality risks are naturally different for 
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distinctive groups of road users from the beginning: pedestrians or cyclists, for example, 
are presumably exposed to a higher risk of being seriously injured since they are 
physically almost unprotected. They are therefore worse off than car drivers or 
passengers of self-driving cars who enjoy the protection provided by their cars’ safety 
equipment. So it remains unclear how an egalitarian redistribution of fatality risks might 
succeed. 

3.2.�From Negative Utilitarianism to Prioritarianism 

In terms of preventing the greatest possible evil, this paper describes an alternative 
approach that explains why it is meaningful to focus on worst case scenarios, building 
upon the notions of negative utilitarianism as well as prioritarianism. Its core idea entails 
devoting special consideration to those who take the highest fatality risk as well as giving 
priority to any act that increases lower levels of utility instead of higher levels. 

The utilitarian position to autonomous driving dilemmas implies that the greatest 
total utility—or the smallest harm—could be achieved if the expected decline in utility 
caused by a crash is kept as small as possible. From the perspective of negative 
utilitarianism, an increase in the utility level of the worse off is perceived much more 
meaningful than an increase in the utility level of the better off. This principle is 
reminiscent of the law of diminishing marginal utility from economics, which claims 
that in giving additional benefits to the better off, the increase in the overall benefit will 
be less than in giving them to the worse off [14]. Even though a state of equally 
distributed risks can hardly be achieved, as discussed in the preceding subsection, an 
analysis of the reasons why equality is desirable in the first place from the perspective of 
negative utilitarianism helps to reveal a critical point about its application: according to 
the latter, striving for more equality by improving the situation of the worse off is mainly 
motivated by the prospect that the resulting total utility will increase more, just as the 
law of diminishing marginal utility suggests [25]. But how great is the resulting increase 
in contrast to other potential options? As giving priority to someone implies that someone 
else is neglected, there is a moral need for a well-argued consideration. So is the attained 
utility level great enough to justify the act of giving priority to the worse off and at the 
same time leave others aside? At this point, a flaw of utilitarianism referred to above—
the difficulty of quantifying resulting harm—finds its analogy in the question of how the 
size of the utility growth in each case could be determined. 

For a potential remedy, the notion of prioritarianism seems worth considering, since 
it emphasizes the moral value of granted benefits and has the capacity to mirror moral 
intuitions quite well. Because it is a moral claim, it is free from the objection that there 
is no appropriate means of quantifying: from a moral point of view, giving benefits to 
the worse off is in general preferable to giving them to the better off because they need 
them more urgently, regardless of the numerical extent of the utility increase that it brings 
about. According to philosopher Derek Parfit [25], the reason why granting benefits to 
the worse off always matters more is the a priori distribution of benefits, in this context 
the naturally uneven distribution of fatality risks. So the prioritarian motivation for 
aiming at more equality in terms of distributed fatality risks is a moral one and its primary 
objective is to strive for the creation of the greatest moral value [25, 26]. By aligning the 
purpose of all action to the realization of the maximum moral value, the above mentioned 
criticism that utilitarianism neglects values such as justice is compensated for. Following 
this argumentation, the maximum level of moral value could be created by granting 
benefits to those who are worst off.  
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What does that mean for ethical rationales in solving autonomous driving dilemmas? 
If fatality risks as such can hardly be redistributed more equally, an alternative solution 
would be to reduce the number of actually occurring worst case scenarios. A possible 
measure to achieve this aim would be to proactively avoid collisions with those who are 
exposed to the highest fatality risk. This way, the risks these individuals are exposed to 
would be mitigated. The question of how this could be implemented in practice goes 
beyond the scope of this paper and is therefore subject to further research. 

3.3.�Limitations 

If this concept was applied on a larger scale, a society would develop that takes its duty 
of care towards the disadvantaged seriously, but at the same time calls for a willingness 
by the advantaged to make sacrifices. Unfortunately, it is exactly this attitude of 
reluctance to making sacrifices that the studies of Bonnefon et al. reveal to be 
predominant among autonomous car owners [9, 13]. Furthermore, owners of self-driving 
cars would not be too enthusiastic about a concept that protects the worse off— 
specifically pedestrians—in the first place, since a collision with a pedestrian would 
cause considerably less harm to their own vehicle than a crash with another car. 

It is for these reasons that a number of research articles doubt the practicability of 
positions like the proposed one, as they tend to decrease the incentives for buying 
autonomous vehicles and this way impede a widespread market launch. In the long run, 
higher utility levels will be prevented from being established, for self-driving cars are 
supposed to reduce the total number of fatalities and thereby have a positive effect on 
road accident statistics. However, to consequently abide by this kind of criticism would 
imply that any kind of algorithm that does not prioritize the safety of self-driving 
cars‘ passengers must be rejected. This way, the sense of reflecting about the matter of 
ethics for autonomous cars gets lost. In fact, all ethical reasoning about self-driving cars 
is actually based upon the position that always prioritizing the occupants is questionable 
from a moral point of view. So using this argument to afterwards criticize possible 
solutions therefore appears at least worthy of discussion. 

However, the suggested approach is naturally subject to a couple of objections and 
limitations. First, it seems inappropriate to apply it in scenarios where persons from the 
same risk category are involved, for example two or more pedestrians. In these cases 
where several persons are equally worse off in the sense that they share the level of risk 
exposure, it would be difficult to decide to which person a granting of benefits would 
matter more from a moral point of view. By excluding scenarios like these from the scope 
of application, a possible discrimination due to personal traits is prevented. Closely 
associated with this is the problem of distinctively classifying risk categories. A thorough 
analysis of available accident data would be indispensable in order to arrive at a 
classification that is as justifiable and comprehensible as possible. 

Moreover, it is unclear how to proceed in cases where the accident is intentionally 
caused by a third party. This becomes especially relevant when taking account of the 
pervasive concerns about potential abuse of autonomous systems [e.g. 6]. It would be 
easy for someone with malicious intent to manipulate a self-driving car in a way that 
makes it change its direction and in consequence targets a specific person who otherwise 
would have been spared. Should the suggested approach, nevertheless, be applied in 
scenarios like these? And if yes, how could the autonomous system be able to recognize 
the motive behind an individual’s actions? 
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Additionally, it might only be justifiable when there is a significant difference in 
fatality risk for distinctive groups of road users. That might be the case in situations of 
low speed, as it is common in city traffic. Due to higher permitted velocities on highways, 
the risk of dying in a crash might be rather similar for pedestrians and car passengers, 
and the decision about who is the worse off might consequently be ambiguous. In order 
to prevent issues that might entail any type of discrimination, scenarios like these should 
be excluded from the scope of possible application areas. 

4.�Conclusion 

According to various forecasts by industry and research, fully self-driving cars are 
expected to enter our roads by 2030 at the latest [e.g. 4]. Given their widespread 
acceptance, they will become an inherent part of modern society and, as potentially 
autonomously acting subjects, also part of our social community in some way [e.g. 5, 6]. 
Today and in the future, technical development proceeds at a high pace. But even if some 
day all variables involved in automotive sensor technology are able to be captured 
correctly, the need for a human value judgment will still remain [e.g. 6]. This is the 
reason why setting up an ethical framework that provides moral guidance to the designers 
of autonomous vehicles and particularly advises how the cars should react in dilemma 
situations is a pressing issue. 

This paper enriches the classical utilitarian perspective on autonomous driving ethics 
with an alternative view that is morally intuitive. By scrutinizing an aggregative 
consequentialist position that takes account of selected shortcomings of the classical 
version, it offers a more sophisticated solution to the minimizing of resulting harm 
caused by autonomous vehicles in road accidents. In order to be as close to reality as 
possible, it takes account of the uncertainty of expected outcomes of dilemma situations 
by focusing on probabilities and risks instead of actual consequences. The discussed 
position builds upon a perspective that perceives each dilemma case as characterized by 
a specific distribution of risks among affected road users. In consequence, it is oriented 
towards the potential effects of crash-optimization algorithms to all parties involved. By 
using the theoretical lenses of negative utilitarianism and prioritarianism, it gives special 
emphasis to worst case scenarios and calls for a strategy of proactive prevention rather 
than of passive mitigation of damage. At the same time, it makes utilitarianism appear in 
a new light and enhances its scope of possible applications, potentially sparking a 
reconsideration of the suitability of the utilitarian rationale and its implications for ethical 
issues in autonomous driving. 
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Abstract. This paper is about the import of what I propose to call the pragmatics of 
robotic warfare. Pragmatics in linguistics concerns itself with the significance of an 
utterance's context in terms of e.g. the intentions of and relations between the 
language users. Analogously, the pragmatics of a technology provides the context 
of it in terms of its concrete workings, the intentions of its development, its social 
and political genesis, its built-in purposes, the relations of those affected by the 
technology, and so on. Pragmatic considerations thus move from the “tactical” level 
of the concrete practical use of a given technology to the “strategic” level of the 
overall aims and strategies that constitute the design of technologies and weapons 
systems and thus define their realistic applications. I argue that many of the alleged 
advantages of robotic warfare “in principle” are of limited relevance since the much 
more problematic uses in practice are not merely contingent. 

Keywords. Lethal Autonomous Weapons Systems, just war, pragmatism, non-ideal
 theory 

1. Introduction 

Military robots with actual autonomy based on “general AI” will introduce a new type 
of combatants on the battlefield: Lethal Autonomous Weapons Systems (LAWS). In a 
distant science fiction scenario, wars will be fought entirely by non-human combatants 
on all sides taking human suffering and death out of the war equation. 

It is easy to point out that this is indeed a fiction. For the foreseeable future, two 
features that are absent in the fiction will characterize robotic warfare: 

1)� There will be a high degree of asymmetry between the parties to the conflict, 
meaning that one party possesses robotic combatants in large measure while the 
other party will have to do with combatants of flesh and blood. An extreme 
asymmetry (our robots against their humans) is welcome news for those who 
confess to an idealistic and Manichaean view of just war and take for granted 
that we are the good guys (e.g. [1] and [2]). From a somewhat more pragmatic 
view, extreme asymmetries entail a number of problems that I unfold below. 

2)� There will be (human) noncombatants on or dangerously close to the battlefields. 
It is typical of shiny promotion videos for LAWS that they portray battlefields 
empty of civilians. At best because they have fled the conflict zone but 
considering the present refugee crises that seems by itself to be a relevant—and 
in itself problematic—part of the story. Apart from that, one could question 
whether past experiences with killing by remote control support the claim that 
robotic combatants perform better than the alternatives in terms of 
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discrimination between combatants and noncombatants and the proportionality 
of maiming and killing. 

2. In Principle and in Practice 

The question, however, is whether this fictionality compromises the entire prospect of 
LAWS. You could claim that the idealized picture of robotic warfare still has merit 
because it forces us to consider whether there is anything wrong with LAWS (and LAWS 
based strategies) per se or in principle or merely due to unwise and/or unethical ways to 
deploy them in practice. A widespread line of argument goes roughly like this: There are 
a number of important risks and problems associated with technology X but none of these 
is entirely new and alternative technologies within the same field are not exactly without 
problems of their own either. Therefore, we should not dismiss technology X out of hand 
but assess its deployment on a case-by-case basis. 

Supporters of LAWS often claim that such objections are merely practical and 
contingent, whereas autonomous robotic combatants in principle would perform more 
“humanely” than human combatants would. B.J. Strawser gives a typical expression of 
this view in the debate over military drones: “I believe it is the failure to differentiate 
drone use in principle and drone use in practice that is the cause of so much of the current 
confusion in the present debate. […] Whether a given technology is being justly used in 
the real world is, of course, a critically important question for scholars to analyze and 
debate. But it is, to be sure, a separate question from moral issues intrinsic to technology 
that can be analyzed regardless of present context” [1]. 

Strawser seems to make two interrelated claims here: 

1)� Unjust deployments of LAWS are a result of circumstances in the real world 
that are merely contingent; we could imagine more favourable circumstances, 
in which deployments would constitute a “tremendous moral improvement” 
over current weapons systems. 

2)� We can work out principles for the ideal deployment of LAWS in abstraction 
from the non-ideal circumstances in which they are currently deployed. 

In what follows, I will state some of the reasons why I am sceptical about both, i.e. 
the “merely contingent” claim and the “abstraction of ideal theory” claim. My argument 
is to some extent based on the prediction that future deployments of genuine LAWS (i.e. 
weapons systems with genuine autonomy) will follow roughly the same patterns as the 
drone based strategies that we have seen put into practice for the last decade or so. I will 
thus draw on some of the lessons we have learned from the strategies of drone killings 
by some of the world’s leading military powers. 

3. “Merely Contingent”2 

Strawser tries to give the impression that controversial or immoral drone practices are a 
kind of dual use problem. On the face of it, this might look plausible. It is a well-known 
phenomenon that a technology can be used in ways that are problematic (morally or 
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otherwise) due to factors that are entirely extrinsic to the technology in question and 
contrary to the intentions of the engineers behind it. As an example, we could think of 
nuts and bolts, which, apart from their intended use, can be put into homemade grenades 
and become instruments of maiming and killing. A passenger plane or a bus can become 
an instrument of terror. However, we should not blame nails or buses and try to outlaw 
them just because some people misuse them in these ways. 

My claim is that military drones and future robotic weapons do not fall into this 
category. It is not that they are designed for entirely different purposes than the ones they 
are in fact used for. In a famous quote Seneca, the Roman philosopher and statesman, 
stated that “A sword never kills anybody; it is merely a tool in the killer’s hand” (Letter 
LXXXVII). This is obviously over-simplified. Using a sword for killing is not surprising 
since it is its intended use, what it is designed for. It is not only a result of factors external 
to the sword technology. The analogous "“Guns don't don’t kill people; it is people who 
kill people” becomes rather tiresome if the gun in question is a military assault weapon. 

Such arguments only work because the definition of the technology is broad enough 
to allow for a broad range of possible applications. What we are really talking about, 
however, are military drones and military robots, which are instruments at an advanced 
stage of specified development and design. They are pragmatically developed for highly 
specific kinds of strategies and targets. They carry with them a number of inherent or 
definitional features, which ought to be included in how we think about LAWS. If we 
carry out our thinking about the use of LAWS (“in principle”) in abstraction from such 
definitional features, then we let LAWS off the moral hook too easily. The inherent or 
definitional features of automated warfare belongs to what I propose to call the 
pragmatics of LAWS. Pragmatics in linguistics concerns itself with the significance of 
an utterance’s context in terms of e.g. the intentions of and relations between the language 
users. Analogously, the pragmatics of a technology provides its context in terms of its 
concrete workings, the intentions of its development, its social and political genesis, its 
in-built purposes, the relations of those affected by the technology and so on. Pragmatic 
considerations thus move from the “tactical” level of the concrete practical use of a given 
technology to the “strategic” level of the overall aims and strategies that constitute the 
design of technologies and weapons systems and thus define their realistic applications. 

To provide an idea of such inherent or definitional features of LAWS let me sketch 
some of the more significant ones. 

3.1. Aggression 

Based on the experiences from the US and Israeli drone programs and what we learn 
from projected LAWS it seems obvious that they are designed for aggressive rather than 
defensive purposes. Their combination of surveillance and “surgical” lethal functions 
signifies their purpose. They are designed for targeted killings of persons who have been 
under surveillance for an extended period. This widens the “window of opportunity” for 
engaging in preventive attacks significantly. Intelligence agencies and governments 
typically portray the terrorists targeted in drone attacks as posing an ongoing, 
unavoidable threat due to their mere existence. Therefore, killing them whenever there 
is an opportunity to do so is justified as an act of self- and other-defence. Especially 
dubious are the widespread, so-called “signature strikes” based on “patterns of life 
analyses”. A US Senior Administration Official recently described the choice of targets 
as involving “[a] variety of signatures, from the information and intelligence that in some 
ways is unique to the US government, for example […] to the extent an individual’s 
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activities are analogous to those traditionally performed by a military” (Guardian 1 July 
2016, emphasis mine). 

Now, second-guessing the militant or otherwise violent nature of a target hardly 
constitutes proof of guilt beyond reasonable doubt. Neither does it seem to meet the 
principle of discrimination. However, the future criteria for such signatory first strikes 
could be even more oblique, possibly generated by artificially intelligent systems in ways 
unfathomable for mere humans.   

3.2. Asymmetry 

LAWS, e.g. autonomous military drones with their own systems for target selection and 
rules of engagement are designed for conflicts of extreme asymmetry, since they are ill 
equipped to deal with enemies with symmetrical anti-aircraft defence capabilities. 
Extreme asymmetry, however, can be highly counterproductive not least because it gives 
the impotent party a strong incentive to change battlefields and direct its attack against 
the stronger party’s civilians, thus enhancing the asymmetry in two respects. It enhances 
the asymmetry in the means applied by the parties and it potentially enhances the 
asymmetry in power due to the predictable reaction to such terrorist attacks: that we 
ought to uproot evil with all means necessary. The result is that we enter into an entirely 
new territory in terms of international law and the ethics of armed conflict. There is a 
point where a conflict of extreme asymmetry can be understood neither in terms of war 
nor in terms of self-defence against criminals but rather as some kind of annihilation 
program where our enemies, in the graphic formulation by Uwe Steinhoff, are “treated 
like cockroaches on the receiving side of pest control” [4]. 

3.3. “Combatant Immunity” 

LAWS are obviously designed to radically increase the safety of “our” (supposedly just) 
combatants, ideally by removing them from the battlefield altogether. According to 
Strawser, this is not only morally justified but also morally required by his self-declared 
“principle of unnecessary risk”: “It is wrong to command someone to take an 
unnecessary potentially lethal risk in an effort to carry out a just action for some good; 
any potentially lethal risk incurred must be justified by some strong countervailing 
reason” [1]. 

However, the formulation of this principle is so qualified that it is of limited 
relevance in the real world. The real world is overpopulated with strong countervailing 
pragmatic reasons! One could consider, for example, that people in remote areas of 
Pakistan racked by terrorists and warlords may want to be “protected” by people who 
make a serious attempt to communicate and to live up to their noble intentions. People 
who make an effort to negotiate the terms of their strategy with those confronted by 
military robots with all the social and psychological repercussions of that. Otherwise, 
one should not be terribly surprised if insurgent recruitment tends to increase after each 
operation. Again, my point is that this is not a contingent, practical consequence but due 
to the asymmetry, distance, and isolation inherent in robotic war strategies. 

3.4. Stealth Warfare 

Is such official secrecy a necessary feature of LAWS or merely a contingent feature of 
current drone strategies? The answer once again depends on the extent to which we take 
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pragmatic considerations seriously. LAWS seem to be intimately linked to a security 
paradigm that has dominated strong military powers for quite some time, in which 
official secrecy, lack of transparency and intense political spin (if not propaganda) is 
indeed definitional. I see no sign of any fundamental change of this in the near future. 
Drone killings are carried out in a double isolation from public scrutiny. First, the drone 
strategy carries with it the dogma of giving “no safe haven” to terrorists. Consequently, 
drone strikes are typically carried out in remote areas and their radical unpredictability 
in time and place (“anytime, anywhere”) is once again definitional. Second, drone 
killings are in large measure ordered and carried out by intelligence agencies that are by 
definition not keen on a high level of transparency. There is thus a discrepancy or paradox 
involved in the advanced surveillance and documentation capacity of the drones and the 
secrecy and impenetrability of the operations. On this background, Waldron is right to 
remind us “how reluctant we should be to deploy principles authorizing homicide in an 
environment from which we know legal process will be largely banished” [5]. If it is so 
ethical and effective, where is the information? 

4. Abstraction of Ideal Theory 

People who defend military robots in principle thus do so in abstraction from the political 
realities of their realistic use in practice. The most obvious objection to such a move is 
to question its relevance. What good is it that LAWS would work ideally in a world with 
fundamentally different characteristics than our world? 

That may be too rash, however. People who defend LAWS by this method could 
insist that there is a valuable lesson to learn from an ideal moral theory of robotic war. 
Strawser and many other participants in the ethical debate on LAWS do favour a kind of 
ideal theorizing about war in general: the so-called “revisionist” school in the ethics of 
war (arguably led by Jeff McMahan). According to revisionists, the conventional view 
of the morality of war is false. First, the moral status of combatants depend entirely on 
which side they are. Unjust aggressors have no permission to fight just because their 
victims justifiably fight back. Only just combatants have a valid permission to fight. 
Secondly, non-combatants are not necessarily immune since the ideal criterion for 
liability is moral responsibility for unjust threats. Civilians may well bear such 
responsibilities. Ideally, then, only just combatants use their weapons and they target 
them at all liable persons, be they combatants or noncombatants [6]. 

Now, the inherent features of LAWS mentioned before (aggressive tactics, extreme 
asymmetry, combatant immunity and stealth warfare) is welcome news in an ideal 
situation in which such advantages favour the just side. Historically, however, the main 
purpose of the just war principles was always pragmatic: how do we handle a situation 
in which both just and unjust people take up arms? 

Revisionists often present their account as an account of the “deep morality” of war. 
It is thus an account of the ethics of war that overlooks contingencies, such as epistemic 
issues, as well as those to do with noncompliance and other unintended consequences. 
In short, it is an account of the necessary features of the morality of war [7]. 

Among the most significant contingent features overlooked by ideal theory are 
these: 

1)� It is typically very unclear which party (if any) is just, 
2)� Individual liability can be extremely difficult to determine, 
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3)� Contrary to what weapons producers advertise, all weapons tend to kill not only 
those intended, 

4)� Permissions to target noncombatants will be misused. 

Given such contingencies in a non-ideal world, practicing such principles would 
probably be disastrous. First, since all parties to a conflict tend to consider themselves in 
the right, it will only enforce enmity to believe that the other party does not even have 
moral permission to participate in fighting. Second, making exceptions to the prohibition 
against targeting civilians would likely constitute the top of a slippery slope towards total 
war. Some revisionists are well aware of this problematic. For instance, McMahan thinks 
that the revised principle of permission to fight should not be enacted until we have some 
kind of institutional framework in place to decide in an impartial way which parties to a 
conflict are really just or unjust [8]. Nevertheless, we could still imagine a situation in 
which we had somehow remedied the problematic contingencies. In that situation, the 
ideal principles would not only be true but also workable. 

What we now need to consider is whether the ideal morality is feasible. The answer 
depends on the strength of what Holly Lawford-Smith has termed feasibility constraints 
[9]. Ideal moral theory takes into account only hard feasibility constraints. Such 
constraints only rule out principles that are logically, conceptually, metaphysically, or 
nomologically impossible.3 Ideal theorists often work from the assumption that as long 
as you do not ignore hard feasibility constraints, your principles may still be feasible. 
Non-ideal moral theory, on the other hand, insists on taking soft feasibility constraints 
into account as well, i.e. the economic, institutional and cultural circumstances that make 
the ideal moral principles infeasible in the real world. 

Exactly how soft such constraints are is a question of how realistic a development 
from non-ideal circumstances to (more) ideal circumstances is. Suppose we know from 
historical experience, from insights into the dynamics of armed conflicts, from experts 
in social psychology etc. that blatantly unjust combatants almost invariably consider 
themselves to be in the right. And suppose we are aware that any significant change 
would depend on fundamental reforms in military institutions and military training, 
several decades of intense education programs, and profound reorientation of cultural 
mores. In that case, it seems to me that we face more than a soft constraint on an ideal 
norm of moral inequality of combatants. I propose to call constraints of such nature a 
high-density constraint.4 

High-density constraints may strictly speaking be “merely contingent” but if they 
are contingent on a complex web of interrelated and deeply rooted circumstances, it 
seems to me simply irresponsible to overlook them in our moral evaluation of a given 
military practice or strategy. I think this happens a lot in the debates over LAWS. 

Another set of high-density constraints enters the picture the moment we start to 
consider what happens if we move, not towards an ideal situation e.g. in which only just 
people take up arms but the opposite, i.e. an even more non-ideal situation of wide-spread 
proliferation of LAWS. Even if we agree that the people we target with LAWS are all 
unjust and liable to be killed, we may be well advised to consider the possibility that they 
(i.e. the bad guys) may also be in possession of them. This possibility does not seem to 

                                                        
3 Lawford-Smith’s example is the principle that all citizen ought to be provided with more than the average 
national income. 
4 I think this relates to Lawford-Smith’s idea of scalar feasibility. High-density constraints lead to a low degree 
of feasibility. 
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be on the radar of proponents of LAWS like Strawser and Arkin. The obvious explanation 
once again is their exclusive focus on ideal reasoning. 

5. The Exclusive Focus on Dispositional Explanations 

The abstraction from the pragmatic features of killings in war also has a striking impact 
on the understanding of problems of noncompliance with Jus in Bello and International 
Humanitarian Law. A prominent argument for robotic combatants is that they “in 
principle” comply much better than human combatants, prone as they are to well-known 
but inconvenient and counterproductive emotional responses on the battlefield: fear, 
panic, stress, burn out, guilt, hatred, vengeance, bloodlust etc. We often see such 
dispositions and emotions presented as the sole explanation of war crimes and other 
inappropriate conduct. An obvious example is Arkin when he argues that we ought to 
reduce human inhumanity by replacing human combatants with robotic ones [10]. 
Robotic combatants can perform effectively in battlefield scenarios that would make 
human combatants panic and stress and they would abide by their pre-programmed rules 
of engagement no matter how many of their “comrades” they see dismembered next to 
them. 

There are at least two reasons to be deeply skeptical about Arkin’s solution. First, 
we need much more pragmatic context to get an adequate understanding of war crimes 
and other immoral behavior than Arkin’s narrow dispositional perspective. There is 
strong evidence from social psychology that atrocious behavior is correlated (and indeed 
caused) by situational and systemic factors to a much higher degree that the dispositional 
factors favoured by Arkin. Second, if war crimes are not typically due to decisions of the 
direct perpetrator but instigated by commanders or politicians it does not seem to be the 
best solution to have mindless and obedient robots to execute the orders. 

To see this, let us take a brief look at a concrete example of human malfunction in 
stressful and hostile environments: the case of the Abu Ghraib detainee abuse and torture. 
Philip Zimbardo has argued convincingly that essential parts of the explanation of these 
atrocities is to found in situational and systemic factors. In fact, there was no evidence 
that the direct perpetrators harbored any sadistic or psychopathic dispositions. But they 
were subject to a work environment of extreme overload, stress, and danger: “[…] 
twelve-hour night shifts (4:00 p.m. to 4:00 a.m.), seven days a week for forty days […] 
unsanitary and filthy surroundings that smelled like a putrid sewer […] frequent 
insurgency attacks. Five U.S. soldiers and twenty prisoners were killed, and many others 
were wounded by almost daily shelling […]” [11]. Zimbardo argues, convincingly I think, 
that the abuse and torture was a result of burn out and total moral disorientation due to 
these situational factors. More than that, we have to understand these situations in light 
of the instructions and directives about prisoner treatment from commanders and 
political authorities. These instructions were at best vague and suggestive and at worst 
direct orders to “soften up” prisoners during and in between interrogations. 

No doubt, robots would “cope” much better with such conditions but you may 
wonder if that would really be an improvement. Human break down can be a very 
important indicator that something is more fundamentally wrong in the broader context 
in which the break down takes place. Arkin’s mistake is to take for granted that LAWS 
will be deployed only in an ideal situation of wise and just political leadership. It seems 
to me a real risk that a robotic “fix” will only reinforce an atmosphere and rhetoric of 
dehumanization and total enmity that dominates much of the “war on terror.” At least, 
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the symbolic message seems clear: we do not even bother to put real human beings in 
harm’s way to deal with these people. 

6. Conclusion 

A typical move by apologists for LAWS is to claim that the many problematic features 
of robotic warfare are merely contingent and something we can ignore in ideal theorizing. 
My objection is that this construal of ideal theory simply ignores too much to be relevant. 
Even on ideal terms, a theory should still be feasible. 

In the real world, we need some sort of legal framework for armed conflicts in order 
to be confident that we know what we are doing, morally speaking. It will not do that 
some philosopher king might be able to declare a war good and just. For certain actions 
to feasible (e.g. in reasonable compliance with the principles of distinction, liability, 
immunity, humane treatment etc.) we need an institutional framework. LAWS that 
observe the ideal morality of war are feasible only in so far an institutional framework 
supporting the norms of the ideal morality is in place. The question now is how feasible 
is that? The main reason why I think the answer is “not really” is that the basic strategy 
of LAWS is a response to a type of conflict in which essential parties to the conflict will 
have little if any motivation for compliance. 

I quoted Seneca above for the view that a sword never kills anybody. Seneca was a 
wise man and this was actually not a view he held himself. He ascribed it to “certain 
men”. Here is another quote, which is probably closer to his own view: “Arms observe 
no bounds; nor can the wrath of the sword, once drawn, be easily checked or stayed; war 
delights in blood.” (The Madness of Hercules, lines 403-05) 
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Abstract. New technologies which offer potential strategic or military advantages 

to state principals can disrupt previously stable power distributions and global 

governance arrangements. Artificial intelligence is one such critical technology, 

with many anticipating ‘arms races’ amongst major powers to weaponize AI for 

widespread use on the battlefield. This raises the question of if, or how, one may 

design stable and effective global governance arrangements to contain or channel 

the militarization of AI. Two perceptions implicit in many debates are that (i) “AI 

arms races are inevitable,” and (ii) “states will be deaf to calls for governance where 

that conflicts with perceived interests.” Drawing a parallel with historical 

experiences in nuclear arms control, I argue that this history suggests that (1) 

horizontal proliferation and arms races are not inevitable, but may be slowed, 

channeled or even averted; and that (2) small communities of experts, appropriately 

mobilized, can catalyze arms control and curb vertical proliferation of AI weapons. 

Keywords. Artificial intelligence, arms race, nuclear weapons, arms control, 

nonproliferation, epistemic communities 

1. Introduction: Military AI as Strategic Tool and Governance Challenge 

New technologies that offer strategic advantages can often upset international power 

distributions, and disrupt previously stable global governance arrangements. The 

introduction of such technology can be followed by a period of uncertainty and risk, as 

actors seek to come to terms with the strategic and operational implications.  

Artificial Intelligence is one such critical technology. Many are beginning to 

compare the global development of AI to a strategic arms race between major powers 

[1-4] a perception that is hardly dispelled by these states themselves. The US has made 

AI a core pillar of its ‘Third Offset Strategy’ to give its military a qualitative edge over 

adversaries [5], and in March 2018 proposed draft legislation to explore the national 

security applications of AI [6]. China, in its 2017 ‘Next Generation Artificial Intelligence 

Development Plan,’ explicitly included as one of its aims “[t]o seize the major strategic 

opportunity for the development of AI, [and] build China’s first-mover advantage in the 

development of AI” [7], and some Chinese military strategists have expressed interest in 

developing a so-called ‘battlefield singularity’ [8]. And while somewhat taken out of 

context, Russian President Vladimir Putin’s statement that “whoever becomes the leader 

in this sphere will become the ruler of the world” [9] received widespread press coverage. 
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Scholars have previously charted the rhetorical and political risks of framing AI 

development as a ‘race,’ and have urged for the adoption of more cooperative framings 

of AI—perhaps as a ‘Shared Priority for Global Good,’ instead [11]. While a valid and 

important point, it remains useful to explore the implications of ‘AI as arms-race’ 

framings, given that many major world powers now perceive AI as a cornerstone of their 

next-generation military and strategic supremacy—or fear that their adversaries do so.  

1.1. The Strategic Appeal of Military Artificial Intelligence; and its Risks 

Such beliefs—whether aspirations or fears—are not entirely ungrounded: AI has a wide 

range of applications, many of which are of great strategic promise. ‘Computational 

propaganda’ may allow information warfare and political polarization in other states, and 

AI may enable the cost-effective scaling up of malware and cyberattacks [12, 13]. 

Moreover, there has been a significant move towards the use of AI systems for diverse 

military purposes [14], both kinetic (e.g. Lethal Autonomous Weapons Systems), as well 

as in ‘non-offensive’ military roles such as tactical surveillance [15], algorithmic 

targeting [16], and command and control. These diverse battlefield applications 

introduce not only ethical and legal issues [17], but may also disrupt established strategic 

balances. Applications of AI to surveillance may strengthen authoritarian regimes’ 

ability to monitor dissent or confront popular protests [18]. Improvements in smart 

(satellite) sensing or intelligence capabilities might hypothetically erode the stability of 

existing nuclear deterrence relationships, by enabling states to detect, track, and hold at 

risk previously ‘survivable’ nuclear assets such as ballistic missile submarines [19]. 

1.2. Military AI as a ‘Hard Case’ for Global Governance; Nuclear Weapons as Case 

Study  

Given such ethical, legal and strategic risks, we may desire to avert or control the 

militarization of AI, and to develop governance arrangements that contain either 

‘horizontal’ proliferation (i.e. more parties pursuing or deploying AI weapons), or 

‘vertical’ proliferation (i.e. actors developing and deploying more advanced, potentially 

more destabilizing, ethically problematic or error-prone AI weapons). One challenge 

faced is that military AI appears to offer such strong unilateral strategic advantages to 

principals that develop and deploy them. In this, military AI is arguably a ‘hard’ case for 

AI governance approaches in general.  

In meeting this hard challenge, we might look to past military technologies—which 

enables us to learn from a long—if at times checkered—history of nonproliferation and 

arms control. Such a history can serve as a rich seam of lessons about the opportunities 

(and the pitfalls) in stopping, controlling, or containing a weaponized technology, 

potentially informing or expanding the dialogue on policies for military AI.  

Nuclear weapons offer one such fruitful historical case. Indeed, the comparison 

between early nuclear science and AI as strategically disruptive technologies has been 

drawn previously [20]. This is because while nuclear weapons and military AI are 

different technologies on an object level, in a strategic context they share key features: 

(i) they offer a strong and ‘asymmetric’ strategic advantage; (ii) they involve dual-use 

components, technologies, and applications, which mean that blanket global bans of the 

core technology are not politically palatable, enforceable, or even desirable; (iii) both 

involve an (initially) high threshold in technology and tacit scientific knowledge. We 

therefore next offer two brief explorations of governance lessons from nuclear history. 
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2. Two Lessons from Nuclear Weapons History for AI Governance 

2.1. Global Norms and Domestic Politics Shape the Causes and Cures of Arms Races 

There is a widespread perception that self-interested states cannot be permanently barred 

from pursuing strategically important technology which they suspect their rivals might 

develop—that accordingly, military AI arms races are inevitable or even already 

underway, and the horizontal, global proliferation of fully autonomous ‘killer robots’ a 

matter of time. Such pessimism echoes historical fears from the nuclear era, that 

“proliferation begets proliferation” [21, p. 18]. Indeed, policymakers in the early Cold 

War perceived the possession of nuclear weapons—the ultimate deterrent—as desirable 

or necessary, and therefore anticipated a wildfire spread of these weapons. In 1963, on 

the basis of a memo by then-US Secretary of Defense Robert McNamara, President John 

F. Kennedy publicly and famously envisioned “the possibility in the 1970s of […] a 

world in which 15 or 20 or 25 nations may have these weapons” [22].  

Yet remarkably, given such pessimism, ‘horizontal’ nuclear proliferation since the 

1960’s has proven less the ‘wildfire’ and more a ‘glacial spread.’ By some estimates, in 

the past seven decades up to 56 states have at one or another time possessed the 

(theoretical) capability to develop a nuclear weapons program [23, p. 30]. Even though 

many of these states—up to 39 by some estimates [24]—chose to engage in ‘nuclear 

weapons activity,’ the majority eventually voluntarily terminated these programmes, 

uncompleted [25, p. 273]. ‘Only’ ten states have actually managed to develop these 

weapons, and after South Africa dismantled its small nuclear arsenal, nine nuclear 

weapons states presently remain. How can this be explained? The literature on state 

decision-making behavior identifies a range of models, many of which focus on the 

respective roles of (1) security interests; (2) domestic politics, and (3) norms [26]. 

Under the security model, states pursue nuclear weapons in reaction to perceived 

security threats—either to offset a rival’s conventional military supremacy, or to match 

an adversary’s (feared) nuclear program. Under this ‘realist’ reading, nonproliferation 

policy can only slow down, but not eliminate, the spread of nuclear weapons. While 

intuitive and parsimonious, there are some problems with the security model: for 

instance, ‘national security’ often serves as a default post-hoc rationalization for 

decision-makers seeking to justify complex, contested choices by their administrations. 

Moreover, as noted by Sagan, “an all too common intellectual strategy in the literature 

is to observe a nuclear weapons decision and then work backwards, attempting to find 

the national security threat that ‘must’ have caused the decision” [26, p. 63]. 

Other scholarship has therefore turned to the role of domestic politics—to the diverse 

sets of actors who have parochial bureaucratic or political interests in the pursuing or 

foregoing of nuclear weapons. These actors include policy elites; nuclear research- or 

energy industry establishments; competing branches of the military; politicians in states 

where parties or the public favor nuclear weapons development. Such actors can form 

coalitions to lobby for proliferation. This happened in India, where the 1964 nuclear test 

by rival China did not produce a crash weapons program, and instead set off a protracted, 

decade-long bureaucratic battle between parties in the Indian elite and nuclear energy 

establishments. This struggle was only decided in 1974, when Prime Minister Indira 

Gandhi, facing a recession and crisis of domestic support, authorized India’s ‘Peaceful 

Nuclear Explosion,’ possibly to distract or rally public opinion [26, pp. 65–69]. Another 

example is found in the South African nuclear program, which saw first light not as a 

military project, but as an initiative, by the Atomic Energy Board, to develop these 

M.M. Maas / Two Lessons from Nuclear Arms Control for the Responsible Governance 349



devices for mining uses [26, pp. 69–70]. Conversely, domestic politics can also turn 

against proliferation: after pursuing nuclear programs throughout the 1970s-1980s, 

regional rivals Brazil and Argentine eventually abandoned their nuclear ambitions—the 

result of new liberalizing domestic regimes supported by actors (e.g. banks, monetary 

agencies) who favored open access to global markets and opposed ‘wasteful’ defense 

programs [27]. 

Finally, a third model emphasizes the role of (domestic and global) norms on states’ 

desire to pursue nuclear weapons. In some cases, the perception of nuclear weapons’ 

symbolic value may have driven proliferation. In the French case, the experiences in the 

First Indochina War and the 1958 Algerian Crisis seem to have contributed to President 

de Gaulle’s strong desire to obtain the atomic bomb as a symbol of restored French great 

power status [26, pp. 78–79]. More often, however, norms—implicitly the ‘nuclear 

taboo,’ and explicitly the norms encoded by global international legal instruments 

including the Nuclear Non-Proliferation Treaty (NPT) and the Comprehensive Nuclear 

Test-Ban Treaty (CTBT)—have served as a major factor in constraining nuclear 

proliferation. Such global legal instruments provide shared normative frameworks, and 

thereby promote non-proliferation norms or interests at the domestic-political level, 

tipping the balance of power towards domestic coalitions seeking non-proliferation. 

Moreover, these global international regimes—defined by Krasner as “sets of implicit or 

explicit principles, norms, rules and decision-making procedures around which actors’ 

expectations converge in a given area of international relations” [28, p. 2]—also serve as 

‘Schelling points’ around which global society can converge to coordinate collective 

sanctions, or jointly promise economic or political rewards [29]. Intriguingly, while 

public norms seem able to strengthen the hands of (non)proliferation coalitions, they do 

not seem to reliably shift state policymaking where such coalitions do not already exist 

in some strength: in 1994 Ukraine chose to join the NPT and renounce its nuclear arsenal 

in spite of Ukrainian public support for retaining the weapons [26, p. 80]. Conversely, in 

1999 the US Senate rejected the CTBT in the face of widespread US public support. 

While it is hard to distill causal chains, and while elements of all three models may 

appear across almost all cases, a preliminary, incomplete survey (Tables 1-2) of cases of 

nuclear proliferation (Table 1) and nuclear non-proliferation (Table 2), illustrate a 

diverse array of motivational factors involved [23, 26, 27, 30-32]. 

 

Table 1. Motivational factors which contributed to (some) states’ decisions to develop nuclear weapons. 

 Security Domestic Politics Norms 

Motives 

1. Vulnerability to 

conventional 

attack; 

2. Match (feared) 

nuclear rivals 

3. Domestic 

political interests 

4. Bureaucratic 

(intra-

governmental) 

interests. 

5. Signal 

modernity; 

great-power 

status; 

scientific 

prowess 

 

 

Examples 

US - 2 

USSR - 2 

China – 1, 2 

Israel - 1 

Pakistan - 1, 2

 

India – 3, 4 

South Africa - 4 

… 

 

France – 5 

North Korea – 5 

… 
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Table 2. Motivational factors which contributed to (some) states’ decisions to abandon ongoing nuclear 

programs, or abandon** nuclear arsenals. 

 Security Domestic Politics Norms 

Motives 

1. Avoid 

becoming a 

nuclear target 

2. Avoid 

destabilizing 

arms races 

3. Security 

assurances by 

allies 

4. Liberal gov. 

coalitions oppose 

program 

5. Excessive 

program cost 

6. Favourable 

impact on trade;  

7. Insufficient 

expertise 

8. Uphold legal 

commitments 

9. Desire to 

integrate with 

global order 

 

 

 

Examples 

 

 

Ukraine** - 3 

 

South Korea – 4, 6  

Brazil – 4, 5, 6,  

Argentine – 4, 5, 6,  

South Africa** - 4 

Iran – 6 (?)  

Aum Shinrikyo – 7

 

 

Ukraine** - 8, 9  

Taiwan - 9 

 

   

 

This overview suggests that even when they involve strategically appealing technologies, 

proliferation is far from a foregone conclusion, and arms races can be slowed, channeled, 

or averted entirely. It also introduces some considerations for military AI arms races.  

In the first place, it suggests that security concerns are conducive but not decisive to 

arms races, and that ‘first-mover’ major powers may share an interest in supporting 

global legal regimes aimed at the non-proliferation (if not disarmament) of certain forms 

of military AI which might otherwise empower conventionally weaker (non-state) rivals.  

In the second place, the domestic-politics model suggests that strengthening the hand 

of domestic coalitions pursuing the non-proliferation (or the responsible development) 

of AI weapons is one possible pathway towards shifting state decision-making away 

from pursuing more problematic categories of military AI, even in the ostensible face of 

clear national security interests. Conversely, some inhibitive factors—such as excessive 

program cost—seem less applicable for military AI systems, which are both 

comparatively less expensive than nuclear weapons, and which also offers to ‘pay for 

themselves’ through possible civilian spinoff applications.  

Finally, while policy-makers may pursue the development of AI in general because 

of its ‘symbolic’ value as a marker of global scientific leadership, it is less clear if (or to 

who) the development of military AI, let alone ‘killer robots’, will confer similar global 

prestige. Additionally, it appears unlikely that states will face an ‘AI weapons taboo’ 

similar to the ‘nuclear taboo;’ nuclear weapons were not used in anger since Hiroshima, 

and have a publically visible and viscerally horrifying use mode that creates a clear 

‘nuclear Rubicon’ not to be crossed. Conversely, the daily application of some AI in wars 

is in some sense already a fact—that red line been crossed. Moreover, these uses are 

more diverse, and only some visceral applications (e.g. ‘killer robots’) may generate 

public opprobrium, whereas less kinetic ones (e.g. surveillance; tracking missile 

submarines) may not. Moreover, while public norms or activism against military AI 

might strengthen domestic political coalitions already opposed to these weapons, they 

alone are not always able to sway policymakers in the first place. A key route lies in 

shaping policymakers’ norms or their domestic political landscapes. This relies on the 

(top-down) influence exerted by global legal instruments and regimes, and on the 

(bottom-up) institutionalization of norms by ‘epistemic communities.’ 
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2.2. Coordinated ‘Epistemic Communities’ Can Drive Arms Control Efforts  

Is bottom-up norm institutionalization possible? In an era of slow action on some global 

issues, it may appear as if self-interested states are not easily swayed by inconvenient 

expert advice. Yet the history of nuclear arms control offers an existence proof of a 

national research community reaching an early consensus around the implications of a 

new technology, disseminating these ideas amongst policymakers in key states, and 

eventually laying the foundations for a bilateral arms control agreement to curb vertical 

proliferation, in the shape of the 1972 Anti-Ballistic Missile (ABM) Treaty (SALT-I). 

This argument draws on the notion of an ‘epistemic community,’ described by Emanuel 

Adler as: 

 

A network of individuals or groups with an authoritative claim to policy-relevant knowledge within their 

domain of expertise. The community members share knowledge about the causation of social and 

physical phenomena in an area for which they have a reputation for competence, and they have a common 

set of normative beliefs about what will benefit human welfare in such a domain [33, p. 101].  

 

While diverse in background, members of an epistemic community therefore have 

in common: (1) principled beliefs; (2) causal beliefs; (3) notions of epistemic or scientific 

validity; and (4) a policy project. Adler charts how throughout the 1950s-1960s, a 

community of scientists and strategists—at places such as RAND, Harvard and MIT, and 

the Presidential Science Advisory Committee (PSAC)—developed the ‘imaginary’ 

science of nuclear strategy. ‘Imaginary,’ because this science involved theorizing about 

hypothetical war scenarios in the absence (or in advance) of actual empirical experience 

of nuclear war, including on how new types of weapons or technologies might deter or 

invite attack, and stabilize or destabilize relations [33, pp. 107–109]. As a result, the 

community developed the belief that, contrary to prevailing faith in technological 

development as an unalloyed (strategic) good, the development of effective anti-ballistic 

missile (ABM) systems might create immense risk. After all, these systems would not 

be able to shield the US against the full might of a Soviet surprise attack; but they might 

enable the US to carry out a first strike itself, counting on the ABM system to help it 

mop up or weather the much-weakened Soviet counterstrike. The deployment of 

nominally ‘defensive’ ABM systems therefore perversely created an incentive to pre-

empt, destabilizing deterrence.  

As a result, the epistemic community argued that both the security interests of the 

US and the global chance of avoiding nuclear war would be improved if the superpowers 

engaged in stabilizing arms control agreements. In their position as visible authorities 

with links to policymakers—and strengthened by a political climate of public rallies and 

grass-roots groups protesting the deployment of ABM—the community members 

disseminated this new understanding of deterrence dynamics to policymakers. In this, 

the community was able to present arms control (and specifically the restriction of 

ABMs) as a politically viable ‘middle ground’ alternative to the then-prevalent positions 

of pursing either nuclear disarmament or nuclear military supremacy over the Soviets 

[33, p. 113]. By persuading and forging alliances with key figures such as Presidents 

Eisenhower and Kennedy, as well as Robert McNamara, the community proved able to 

institutionalize norms and shift policy [33, p. 127]. Moreover, throughout the 1950s and 

1960s, the epistemic community utilized international summit meetings, technical 

conferences, and scientific fora to aid in the diffusion of arms control ideas and norms to 

global peers, including in the Soviet Union, setting the stage for the negotiation process 

that led directly towards the 1972 ABM Treaty [33, pp. 133–140]. While some of the 
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community’s original expectations were eventually altered at the bargaining table, their 

consensus still formed the conceptual foundation of the final agreement—an agreement 

which the superpowers signed because they had begun to perceive arms control as key 

to advancing both their own national interests in avoiding an expensive and futile arms 

race, and their shared interest in averting nuclear war. 

The above is a brief, necessarily insufficient summary of a complex historical 

process. Nonetheless, some lessons might we cautiously drawn as to governance 

strategies aimed at preventing the (vertical) proliferation of advanced, destabilizing 

military AI. Optimistically, the ABM Treaty suggests that early convergence of- and 

action by a national epistemic community can frame the political ‘centre ground,’ and 

steer policy action at an early goal—even if the risks are entirely theoretical. It suggests 

that such shared expectations can be diffused to epistemic communities in other key 

states, and that the resulting consensus can serve as a foundation for bilateral arms control 

efforts, even between otherwise distrustful or hostile states. It is also possible that 

discourse around arms control is path-dependent, and that concerted action at an early 

stage (e.g. before the key actors have already deployed certain AI weapons as a linchpin 

of their strategies) can frame the terms of subsequent discourse. This suggests that there 

is a time premium on acting early. 

However, there are also a number of pessimistic lessons, indicating the fragility of 

arms control efforts. The process in which an epistemic community articulates, 

institutionalizes and disseminates norms is slow and appears vulnerable to sudden 

derailment by changes in the national administration: by the early 1980’s, missile 

defence was again briefly pursued as part of President Reagan’s Strategic Defense 

Initiative (admittedly paired with new landmarks in arms control such as the 1986 

Reykjavik Summit). Moreover, the ABM Treaty itself was terminated after the US 

decided to withdraw in 2002—a decision which Russian President Putin, in his 2018 

Presidential Address, credited as the direct cause of Russia’s subsequent decision to since 

develop exotic next-generation nuclear delivery systems [34].  

More generally, this complex record indicates that the success of an epistemic 

community is highly dependent on specific and contingent historical circumstances—

such as the degree to which a technology is still in development or already ‘relied upon;’ 

the distribution of power amongst the parties, or prevailing domestic popular and cultural 

perceptions of the technology. The anti-ABM arms control community proved victorious 

in the 1960s and ‘70s; but earlier quests for nuclear arms control such as the 1946 Baruch 

Plan had failed to get traction [35].  

Given the high sensitivity to contingent circumstances, one might counter that while 

the ABM Treaty is a proof that successful arms control can be achieved through bottom-

up norm institutionalization, there are not many transferable lessons for a contemporary 

epistemic community focused on military AI. Yet while an epistemic community cannot 

choose the ‘external’ historical context in which it emerges, the successful experience of 

nuclear arms control at least provides lessons for ‘internal’ contributors for success, 

which it can pursue. This includes ways in which a community can organize itself to 

converge on a joint policy project; or strategies it might prioritize to further the 

intermediate goals of intellectual innovation, norm institutionalization, and global 

dissemination, which lay the fertile ground for cooperation.  

One critical consideration for the viability of such a community may be the degree 

to which relevant experts in the field already possess shared principled or causal beliefs 

about the technology—that is, if there is a consensus against the use of (all, or specific) 

AI systems in warfare. The effective threshold may be high here: for instance, Herman 
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Kahn claimed that throughout the 1960s, roughly 90% of all US experts consulting for 

the government opposed ABM systems [33, p. 131] [36, p. 285]. It is unclear if similar 

consensus is in reach for military AI. On the one hand, recent global surveys show that 

in most countries (with the exception of China and India), a slight majority of the public 

opposes the deployment of autonomous weapons [37] [38], and this opposition seems to 

be shared by many in AI industry [39, 40]. On the other hand, it remains unclear to what 

degree these convictions are shared by experts within policy-making circles. Finally, 

given that public opposition to LAWS is contextual [41], it is possible that opposition to 

highly visceral ‘killer robots’ will not translate itself into opposition for other, less kinetic 

(if still destabilizing) uses of AI in war.  

3. Limits of the Comparison between Nuclear Weapons and Military AI 

To paraphrase a common jest: half of the lessons from the past are wrong—but we do 

not know which half. It is important therefore to be aware of the limits to the comparison 

between nuclear weapons and military AI, lest we apply the wrong lessons. There are 

some key differences between nuclear weapons and military AI, which may prove 

critical when designing concrete governance proposals for the latter.  

In the first place, states were the exclusive player in developing nuclear weapons; 

yet for AI much of the leading talent is located in the private sector (even if key 

companies prove willing to cooperate with governments on military programs).  

In the second place, the advantages of developing nuclear weapons are almost solely 

military and discrete—a half-finished nuclear weapon is not half as useful as a finished 

one, and the road from starting a nuclear program towards developing not just a working 

weapon but a deliverable, survivable deterrent is long, expensive and potentially 

provocative to the world. Conversely, the perceived benefits of pursuing military AI may 

be more linear and gradual, with intermediate advances in specific fields enabling not 

just immediate application to tactical battlefield roles, but also economically productive 

spin-off applications.  

Thirdly, the development and production of nuclear weapons requires specific 

physical resources, the construction of conspicuous enrichment infrastructures, difficult-

to-hide tests of nuclear weapons and missile delivery systems, as well as tacit knowledge 

of experienced weapon designers [42]. While some of these—such as limited top 

computer science talent or (TPU) hardware—also apply to AI, they appear less 

restrictive. More importantly, as with cyber weapons, it appears easier to hide 

development ‘infrastructure’ and tests, eroding the ability to verify and enforce arms 

control agreements [43]. 

In the fourth place, arms control efforts to cap or reduce nuclear arsenals benefited 

from the relative ease with which the major powers could measure, quantify and compare 

their relative strategic capabilities (in terms of numbers of warheads, missiles, total 

throw-weight, or explosive yield). Conversely, as with cyber-weapons [43], it is much 

more difficult to measure the relative strength of states in the field of military AI, and 

this feature may deny a clear common basis for arms control negotiations.  
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4. Conclusion 

Drawing a parallel with the history of nuclear weapons proliferation and arms control 

has allowed us to study the governance of military AI through two policy analysis 

lenses—‘Domestic Politics’ and ‘Epistemic Communities.’ This examination suggest 

that, contrary to some widespread perceptions, (1) arms races are not inevitable, but can 

be slowed or even averted by smart engagement with domestic political coalitions of 

different actors; (2) small communities of experts, appropriately organized and 

mobilized early enough, can play a large role in framing global arms control policy. 

Taking into consideration the limits of the comparison, these historical lessons still can 

offer useful insights when determining the differential viability and effectiveness of 

governance arrangements for military AI, and help us understand which avenues are 

fruitful, and which may prove dead ends. 
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Abstract. This essay summarizes the claims on IT security that have been 
presented and discussed during the workshop “YuMi in Action! Ethics and 
Engineering as Transdisciplinary Robotics Performance”. As a sort of “Ems 
Telegram” in the era of digital transformation, this essay aims to be a cross-
disciplinary thought provocation on IT security and what Bismarck, Prussian’s 
19th-century militarism and industrial quality ‘Made in Germany’ may teach us in 
this respect, such as values of technical functionality like accuracy, precision, 
standardization, resilience, accessibility, simplicity, autarchy, and reliability. What 
we definitely not want to take over are ideologies which have contributed to the 
horrible 20th-century world wars, war crime, antisemitism or racism in any 
fashion. Joining the perspectives of a philosopher of technology, a computer 
scientist and a robotics researcher, our goal is to work towards a (maybe utopian) 
world where IT security as a problem disappears. To this end, we propose the 
concept of ‘Bismarck 4.0’ as an alternative draft in times of cyber warfare and 
social robots that overrun our firewalls like herds of next generation Trojan horses. 
Basic elements of this approach include strategic de-networkification as well as a 
clear emphasis on strengthening IT autarchy and resilience. The resulting position 
of newly gained strength will allow to increase network- and user-centric quality 
(including security) as well as, eventually, to go for a sustainable openness and 
neutrality by design. In this away, we arguably introduce some historical 
experimental evidence into a current debate that, ironically, refers to almost 
identical problem settings. 

Keywords. Social robots, IT security, Otto von Bismarck, Prussia, made in 
Germany, Trojan horse, war, quality of experience, quality of life 

1. Robophilosophy and (the Next) Downfall of the Occident 

In this essay written for the proceedings of the Robophilosophy 2018 / TRANSOR 
2018 conference our goal is to describe a cross-disciplinary (and probably 
controversial) thought experiment at the meeting point between computer sciences, 
robotics engineering and philosophy of technology. We start from the buzzword 
‘Industry 4.0’ as the latest of a series of constantly upraising concepts that have also 
shaped the Robophilosophy conference, including social robots, social relations 4.0, 
androids and linguistic interaction 4.0. Based on that, this paper points towards one of 
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the many possible results of the joint transdisciplinary workshop “YuMi in Action! 
Ethics and Engineering as Transdisciplinary Robotics Performance” and, at the same 
time, is also the consequence of an overarching intellectual trajectory that would not 
have been possible if this workshop had not been embedded in the broader horizon of 
the conference.  

Within the YuMi workshop, we have been trying to go some possible ways of 
transdisciplinary engagement with a concrete focus on the collaborative robot ABB 
“YuMi”, the VDI Fundamentals of Engineering Ethics and current EU reports for the 
legal regulation of robotics and human-machine-interaction (see [1], this volume). 
Within the workshop and also during a series of subsequent discussions, we started 
experimentally reversing the up-taking trajectory of robotic developments, asking 
questions like: Why always being so ‘up to date’? Why not alternatively trying to think 
in 19th century categories?2 And more specifically: as it seems more and more 
problematic to use current technologies for solving today’s problems in IT, maybe there 
are fruitful perspectives which are rooted in the very past? 

To answer these questions, the remainder of the essay is structured as follows: We 
start illustrating the problem space with two prominent application-oriented examples, 
i.e. IT security and care robots, with a special focus on the issues of complexity and 
responsibility. It turns out that 19th century militarism provides a unique ideal of 
technological quality which, paradoxically, is as relevant as neglected in this context. 
Our thought experiment in this essay follows the method of eclecticism: for both 
ethical and methodic reasons we don’t adopt all the ideas from militarism, but select 
certain aspects that might be worth to rethink today. Here, the historical figure of Otto 
von Bismarck serves as inspiration in his attempt to achieve political equilibria through 
technological autarchism, and leads us finally to a first draft formulation of our 
‘Bismarck 4.0’ concept, based on five pillars: de-networkification, autarchy, resilience, 
quality, and equilibrium alliances (sustainable openness and neutrality by Design). 

Before we go on with our argument, we want to insist that we refuse any form of 
violence, wars, war crime, discrimination, antisemitism or racism. In addition we are 
aware of the fact that 19th-century nationalism and militarism also led to two horrible 
world wars and the holocaust with millions of victims worldwide. Anything like this 
must not be repeated at any time. We possibly touch taboos out of bounds by trying to 
learn from Prussianism.3 But this essay is neither intended to be a full postmodern 
provocation where the authors try to generate attention with shocking slogans. Nor do 
we intend to play with history as if nothing bad had ever happened. Instead we belief 
that tabooing contributes to an undifferentiated and uncritical treatment of things. In 
contrast, reflecting possible taboos from an unusual point of view is a form of critical 
enlightenment. It contributes to differentiated learning processes—also from the history 

                                                        
2 Note that this essay refers in a deliberately speculative way to historical facts which can be easily 

obtained from current historical literature. For Bismarck see: [2]; for 19thcentury history see: [3-5]; for 
history of technology and industrialization see: [6]. On the other hand experimental interpretations are given 
which relate primarily the 19th century to current questions of IT security in Internet and robotic applications. 
Those interpretations include speculative elements and go beyond the pure historical facts. Hence, we admit 
there could also be different interpretations and counter arguments which might falsify our thought 
experiment, without doubting the historical facts. It’s a thought experiment—no more, no less. 

3 One reviewer of this paper pointed out that tries to learn from 19th-century militarism or nationalism 
after the disasters of the 20th-century could be perceived as a break of taboo which might personally affect 
some readers. We are thankful to have received this and other critical remarks, which have contributed to 
enhance the quality of this text. Personally we respect the thematic borderlines that might be accepted by 
some readers. But it is also a chance for critical philosophy to sometimes focus even uncomfortable topics.�
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of mankind. In conclusion, this text is intended to be an arguable and falsifiable, yet 
somehow differentiated, contribution to critical philosophy and freedom of speech. 

2. Key Examples: IT Security and Care Robotics 

It seems that the field of IT security is especially accessible to this type of approach, 
despite, or maybe because, we currently have such a plethora of problems there (just 
think of the spectacular cyber attack on the German government in early 2018 which 
has been receiving a lot of media attention and, on the other hand, is only one of 
millions of similar attacks happening every single day). This applies of course also to 
robotics, where the danger of hackings and other cyber operations cannot be denied at 
all. On the contrary, robots are computers as well, embedded in IT networks, they are 
collecting sensor data and can be conquered on the software basis like every IT system 
in the world (as it has been summarized in [7]). Thus, cyber war is by no means limited 
to computers and the Internet only, moreover it is the military fate of all current robotic 
applications worldwide—even of ‘civil’ robot applications ([8]).  

As another example, consider medical systems and care robots in hospitals and 
elderly care houses. When those systems are hacked, not only sensitive personal data 
might be stolen and misused for blackmailing etc. Also the danger of physical harm is 
pretty significant. Whoever hacks a care robot on the non-physical software level, is 
able to cause physical harm to the weakest persons in our societies. In the discussions 
during Robophilosophy 2018 and beyond, but also in the literature, in this context 
sometimes the metaphor of a Trojan horse is used: the doors are open, we create the 
critical infrastructure ourselves, and terrorists or criminals use it to conquer what has 
been thought to be the IT fortress. If we have a closer look at the many doors we keep 
open today, then we might also talk about a stud farm, a whole Trojan herd which 
endangers our ‘civil’ life with military and criminal means. While the authors readily 
confess to be pacifists, this still seems to be a harsh reality that cannot be denied: if we 
think about IT security, in the case of YuMi or in the case of androids or other robotics 
systems, then we are forced also to think about war. In other words: No social robots 
without social robotic warfare.  

3. Complexity and Responsibility 

Aside from pure IT security aspects, we observe another general evolution these days: 
technology seems to become more and more overly complex and hence, in a certain 
sense, immature while its impact on our lives is exponentially increasing. In rather 
harmless cases, this means for instance that we have to perform a software update on 
our latest gadget before we can even use it, since it was produced and shipped before 
the software was finished. Hence, it seems that we are readily accepting ‘quick and 
dirty’ as the standard programming paradigm of our time, instead of insisting that 
software engineers have entirely thought through their product before releasing it to the 
market. We tend not to think about what this says about the creators of our 
technology—as well as about ourselves. The notion of quality has lost its traditional 
significance, while economic success has become the only relevant metric, and thus it 
is much more important to sell products than to prevent discomfort or harm to users. 
Note that this dominance of business over value has appeared also in other context 
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during the discussions of the conference, for instance following Hiroshi Ishiguro´s talk 
when he was asked to define his metric for robots being ‘better’ than humans.  

After all, this boils also down to questions of responsibility, and here many 
examples are raising big concerns: for instance, traditional space agencies, like NASA 
or ESA, with their proven and well-established processes of building rock-solid space 
technologies are nowadays overtaken by private space start-ups which seem to have a 
much looser relationship to reliability standards, like, e.g., Space X, with Elon Musk 
confessing that they “started off with just a few people who really didn’t know how to 
make rockets” (see Elon Musk’s presentation at the International Astronautical 
Congress, Sept. 29th 2017, at about 12:00 [9]). 

This is even more relevant if it comes to the latest wave of Artificial Intelligence, 
which is currently impacting the tech world and has become a standard feature in 
almost any ‘smart’ product (ranging from smartphones and loudspeakers over self-
driving cars up to e-government applications). Being overwhelmed by the claims and 
promises it brings along, we tend to overlook that AI still is more of an experiment than 
the application of a mature technology, and not only since Chris Anderson has 
proclaimed the ‘End of Theory’ due to Big Data [10], which eventually means: the end 
of the scientific paradigm, or—as we put it nowadays—the beginning of the ‘post-
factual era’. We know that AI seems to work for some specific cases, but suffers from a 
fundamental problem: we have close to no idea where its limits are since the current 
generation of AI cannot always explain why it took a certain decision (just take a look 
at the aftermath of recent Tesla and Uber crashes). The reason for that is 
straightforward: machine learning, and especially neural networks, are able to identify 
merely correlations between data, but in no way causality between facts, and hence 
lack reasonable explanatory power. In this sense, the extent to which AI (or at least 
certain directions within it) are still consistent with generally acknowledged forms of 
scientific approaches is at least disputable, and in any case requires a carefully chosen 
ethical position. 

This potential lack of responsibility is alarming, but, on the other hand, if an 
Austrian-German cross-disciplinary team of authors reflects about the robotic cyber 
war with the motivation to learn from the past, the situation morally might easily 
become rather sophisticated. No doubt, two horrible world wars as well as the 
holocaust are part of the Austrian and German history, and, as a matter of course, 
avoiding anything like this in the future will remain the completely indisputable top 
priority for once and ever. But, apart from that, we can also learn that basic technical 
innovations have been realized in the two world wars, which enable the robotic systems 
we have today. Clear examples for this claim include, for instance airplanes in WWI or 
RADAR technology as well as early computers and rockets in WWII. 

4. What we can learn from Bismarck 1.0 

However, we would like to extend this historical perspective, go back even farther and 
rather consider 19th century developments. While WWI has been perceived as the first 
industrialized war, bringing along a broad range of political, social and technological 
changes, we would like to point out that this is just the European perspective. In fact, 
already the US-American civil war (1861-1865) can be interpreted as the first 
industrialized war: railways have been used to speed up logistics, canned food and 
standardized mass production of weapons, mortars (cannons), ammunition and medical 

M. Funk et al. / ‘Bismarck 4.0’: A Cross-Disciplinary Thought Experiment on Cyber Pacifism360



 

 

products. At roughly the same time, in Europe it has been Otto von Bismarck (1815-
1898) who started playing a very important role as historical figure. In German history, 
he is well known as first ‘Imperial Chancellor’ of the German Reich from 1871 to 
1890, during which period he succeeded in creating a carefully balanced system of 
international alliances (e.g. with Russia, France) in order to politically stabilize Europe. 
Unfortunately, his clever system of international alliances has not become 
sustainable—one of many reasons that caused the beginning of WWI in 1914. 

What can we learn from him with respect to our current IT security problems? To 
begin with, let us have a closer look at the German history of technology at that time. 
Compared e.g. to England, industrialization in the early 19th century was on a pretty 
poor level in Germany. The developments that lead to the founding of the German 
Reich in 1870/71 have not been only political processes; rapid urbanization, social and 
technical changes played an important role as well. And not to forget: this was also the 
time of two class systems that have been analyzed and criticized by Marx and Engels, 
the ideological beginning of communism and the founding of socialist working class 
parties. While this is less important in our context, we have to focus on the 
development which is today called ‘rapid industrialization of Germany’ (ca. 1870-
1914). Here, in a very short period of time, Germany became one of the most advanced 
players of industrialization, including export of machines and other products world-
wide. As a consequence, the British government (which was leading a large 
transcontinental empire at that time) started stigmatizing the German export products 
by using the slogan ‘Made in Germany’. With this strategy they aimed to diminish the 
reputation of new German products and to protect their own industry production. 
‘Made in Germany’ was intended to be a sign for poor quality, but in fact quickly the 
opposite happened: it became a hallmark of excellence.  

5. ‘Made in Germany’ Reloaded 

Why did the British strategy fail, and why became ‘Made in Germany’ a somehow 
legendary slogan which stands for outstanding technical quality till today? Amongst the 
manifold reasons, in the context of our story regarding IT security in social robotic 
applications we want to point out one important issue. The 19th century was (also) a 
decade of nationalism and militarism. In no way it can be denied that the establishment 
of the German Reich was also the result of warfare. The German-French war 1870/71 
played a major role, as did also the Napoleonic wars at the beginning of the 19th 
century. After early defeats against Napoleon—e.g. 1806 in the battle of Jena-
Auerstedt—Prussia had started several reforms that also included economic, technical 
and military processes of modernization. Industrialized technologies have been related 
to values of strict and efficient (governmental and societal) administration, military 
functionality, rules, accuracy, order and autarchy. On the other hand, processes of 
nationalism and militarism created values of technical functionality like precision, 
standardization and normalization, easy handling and robustness. Note that these 
military technologies needed to be stable, to remain sufficiently operational even under 
hardest external conditions, easy to handle in stress situations, to be quickly learned 
and trained by recruits, and of course military technologies should be as simple as 
possible because of maintenance, autarchy (being independent from foreign resources), 
standardized mass production, and the reduction of possible sources of error (which 
could cause horrible trouble in combat situations). In principle, this should not have 
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changed until today: weapons need to precisely operate under worst conditions, and 
they are forced to be the perfect mean for whatever aim is given by the authorities. 
Drilled soldiers need drilled tools and most efficient organization—especially when an 
enemy (like, at the time, for instance Napoleon) is stronger in terms of strategic and 
numerical superiority.  

6. Equilibrium and Quality 

There are two remarkable issues: (I) First of all, our current approach to fighting IT 
security issues is mainly following a comparable idea of achieving a certain balance 
between attacking and defending forces, which leads to a game-theoretic analysis and 
interpretation ([11]). However, this becomes more and more difficult with an increasing 
speed of the corresponding strategic moves. It is no coincidence that for instance with 
Bitcoin technology, it has been decided to build in a ‘proof of work’ aspect that 
deliberately slows down transaction speed in order to avoid uncontrollable automatic 
high-speed interactions between the mining computers. While we won’t comment on 
the apparent ecological absurdity of using highest available computing power for the 
basically useless guess-based calculation of cryptographic hash functions, not to speak 
from the current hype around ‘blockchain technology’ in general which is about to 
become the enchanting ‘blue flower’ of a 21st century digital romanticism [12], 
nevertheless it is interesting to note that the chosen time-scale (in the order of minutes) 
represents a major step towards a paradigm change that has been called ‘Anti-
Copernican Revolution’, putting back the human horizon into the center of 
technological evolution [13]. Related to warfare a second post-Clausewitz logics is 
established with current acceleration of high speed cyber war. Carl von Clausewitz 
(1780-1831) is a well-known pioneer in the theoretical foundation of modern military 
sciences. His argument that “war is the continuation of politics by other means” (see 
the German original passage: [14]) became a topos of later conceptualizations of war 
till today. The first technological development which reduced this slogan to absurdity 
was the development of nuclear weapons: when human use a weapon which can 
destroy human life on earth, then war is not the continuation but the total ending of any 
politics. The second post-Clausewitz logic is caused by IT and cyber war. If algorithms 
‘autonomously’ perform strikes and counter strikes on the software level worldwide 
and in real time, then, again, war is no more continuation of politics by other means. A 
temporal microcosm is technologically generated which cannot be cognitively accessed 
by humans. Things are too fast for rational decision making. The temporal post-
Clausewitz structure of IT acceleration is another logical ending of politics and ethics. 
Deceleration becomes an imperative in order to (at least) make ethical decisions 
possible in terms of temporal access [15, 16]. 

The second remarkable issue, which is almost ironic, concerns the fact that the 
quality requirements of the Prussian military stand in a strong contrast to today’s 
economic, profit oriented values of planned obsolescence. Light bulbs or nylon 
stockings are examples for technologies that have been intentionally strongly limited in 
their lifetime. From a profit-oriented perspective of producers, this makes sense as 
consumers are forced to replace more often and to spend more money for it. But this is 
not the source for ‘Made in Germany’, as here—ideologically—quality and success in 
any (even seemingly adverse) situation is considered more important than profit. From 
our pacifist point of view it might sound like a harsh conclusion, but it seems that the 
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military ideals of reliability, efficiency, resilience and durability are basic reasons for 
the success of ‘Made in Germany’—and so even in civil technical developments. As a 
consequence, we hence would like to raise the question: Where is the new ‘Made in 
Germany’ or—even better—‘Made in Europe’ hallmark of excellence in times of 21st 
century IT security? In other words: what about struggling for a European ‘Bismarck 
4.0’ in order to address this problem?  

Of course, especially from a German and Austrian point of view, after the 20th 
century and two world wars it seems to be forbidden to argue in favor of any sort of 
19th century Prussian militarism. Moreover, of course there is always the 
counterargument of historical distance: 21st century IT and our societies today are very 
different to what happened technologically in the centuries before, and maybe our 
analogy of ‘security’ is simply failing. Also the understanding of warfare changed 
dramatically since the end of the 20th century: ‘symmetric wars’ in which nations fight 
against nations received a dinosaur status, and could be maybe termed a ‘September 
10th’ concept, while our wars today (‘September 11th’ style) become more and more 
asymmetric. Terrorists, warlords, mercenaries or child-soldiers are the new actors 
which do not belong to the classical group of military combatants that is part of the 
international law of war. In current debates the slogan ‘new wars’ is used in order to 
describe the dramatic changes of warfare [17]. But there is not only the political and 
societal, but also a genuine technological asymmetry. In cyber war, we already situated 
the Trojan horses (4.0) in our civil societies. The smartphones, computers and social 
robots of civil owners with civil motivations are abused for war-like purposes, and, as a 
matter of fact, between software and hardware there is no military symmetry to be 
found. In contrast, 19th century national armies with regular combatants stand for a 
different symmetric form of warfare, which by itself seems to forbid a comparison 
between today’s situation and the 19th century. Of course this does not render it useless 
to formulate a thought experiment about ‘Bismarck 4.0’! 

7. Autarchy or Anarchy? 

The situation is somewhat comparable with about the current discussion on ‘Industry 
4.0’, a concept, which indicates our need to integrate historical roots into the current 
discourse. Technologies follow developmental paths: without nukes and rockets no 
strategic nuclear rockets, without computers no smartphones, without radar no 
autopilots, etc. Hence, any technology is strongly historically shaped, and similarly our 
ways to culturally use tools are historically grown. Like with astronomy where we 
know about the cosmic background radiation, in philosophy (and even more 
philosophy of technology) we depend on an analogous historic-cultural background 
radiation. This leads us eventually to our proposal to try learning from the past also for 
these current challenges which, on first sight, do not have many similarities.  

In times of world-wide communication networks, drones and social robots, a first 
characteristic of ‘Bismarck 4.0’ would concern establishing IT autarchy as a 
fundamental security requirement. How can we use safe computers or robots when they 
are produced in foreign countries? Nobody knows which additional spy chips are added 
in the factory, and moreover, outsourcing and profit-oriented ideologies of planned 
obsolescence (always a new need to buy a new device) make up the oat with which we 
ourselves feed our Trojan horses today. Hence, it is not about warfare, but about the 
19th century’s ideal of technology (which has also been shaped by military demands) 

M. Funk et al. / ‘Bismarck 4.0’: A Cross-Disciplinary Thought Experiment on Cyber Pacifism 363



 

 

that could become a strict imperative for 21st century robotics and IT security. On the 
other hand, in the course of the Internet evolution since the 1970th, security was not the 
highest value (if it has been considered at all). While this did not seem to be necessary 
at the very beginning, where the Internet was conceived as an experimental 
collaboration platform between benevolent and trustworthy scientists, the commercial 
turn this development has taken since has caused a disastrous structural deficit which, 
despite of all attempts, could not be closed till today, and even worse: there is not yet a 
generally accepted strategy available that could resolve this issue. Therefore, we doubt 
that ‘the Internet is broken, and we have to fix it’ as has been recently claimed by the 
influential online journal Wired in its January 2018 edition. The Internet is as it is, but it 
has lost its virginity, and instead of serving any longer as a fascinating playground for 
enjoying and experimenting with all sorts of more or less innocent toys, it has turned 
into both the most critical infrastructure on our planet and, at the same time, an 
ubiquitous market forced to obey brutal economic laws and harsh business logics. We 
won’t be able to fix this, instead we have no other choice than to accept these 
deficiencies and to look for a Punctum Archimedis outside. Historic reflection may help 
us in this respect, and hence substantiates our proposal to stop further pushing our 
technological advancements towards 4.0s and 5.0s, but first of all address our societal 
needs and allow us a decent period for rethinking our position and then decide. 
Mankind has made the mistake to invent nuclear power once without any chance of 
getting rid of it now—and we should avoid repeating such faults from now on. Thus, it 
is not too late to start a ‘Bismarck 4.0’ movement! 

8. Towards Bismarck 4.0 

Having said this, how could a ‘Bismarck 4.0’ IT security doctrine look like? We believe 
that, at least, the following five principles should be included, which—at the same 
time—may be understood as roadmap proposal (‘five-point plan’) for achieving a new 
level of IT security by rethinking the Internet from scratch: 

1.� Strategic de-networkification, i.e. reduction of our dependency from the 
Internet and/or Internet services/applications (this is the initial operation 
which enables the following points and could also lead in the worst case to a 
total cut from the Internet for a period of several months). 

2.� Operational IT autarchy, including PC architectures, infrastructure, software 
development and hardware production (e.g. in a trans-European IT and 
robotics industry). 

3.� Resilience in crisis situations, referring to the ability of sustaining basic 
system functionality also in a state of severe disorder—and, moreover, the 
ideal of turning weaknesses into strengths in crisis situations. 

4.� Focus on (user-centric) quality instead of mere bandwidth, ubiquity, 
obsolescence etc. 

5.� Sustainable Openness and Neutrality by Design through a balanced system of 
international alliances (equilibrium) avoiding any sort of totalitarian control 
(no more Gleichschaltung).  

These principles aim at defining a new type of Internet in the sense of an ‘Inter-natio-
net’ or ‘Inter-conti-net’, and can be summarized as follows: kicking out the Trojan herd 
(4.0), going back to old-fashioned military ideals of robust, precise, easy to handle and 
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non-obsolescent technologies without social drill and military ideologies, nationalist or 
racist behavior in the heads of the people, supporting enlightenment, music, arts, 
literature and political liberalism4 and thus creating a confident autarkic negotiation 
position, and last not least recurring to the original conception of the Internet as a 
‘network of networks’. On a more global level, such a confident negotiation position 
could then be used to start a reform of the UN in order to make it become an 
employable transnational institution. Note that, of course, even with IT autarchy in 
Europe, robotic technologies would still be developed and applied in a globalized 
world, and hence any efficient and realistic ethical and legal regulation can only be 
realized on a global scale, while, nevertheless, a powerful and enlightened transnational 
institution without any Trojan horses will be the fundamental requirement.  

9. Time for New Utopias! 

Realistic proposition or wild dream of some crazy utopians? We are happy to face this 
critique, as, maybe, in a world of profound pragmatism, only dreams and utopias may 
have the potential to show us new ways out of the various dilemmas we are constantly 
facing these days. What could be more to the point if we consider today’s digital 
revolution—which is almost unequivocally hailed or at least announced as something 
that is about to arrive, or already there anyhow—without ever having asked our society 
about its opinion at all? What a democratic nightmare in the cold light of day…? And, 
after all, such an attempt is but a positive version of what e.g. Günther Anders had in 
mind when he postulated the “exaggeration towards the truth” as a proper methodology 
for philosophy of technology [18]. Hence, we believe that the sketched ‘Bismarck 4.0’ 
approach, together with enlightenment, arts and education could provide at least a hint 
into the right direction. And, of course, this is not depending on a Prussian or German 
perspective—instead, it is the idea (of accurate resilient technical functionality which 
can support enlightenment and liberty) and the chance that matters, not so much the 
national or historic tunnel view, and this can easily be achieved by learning from your 
own history, as, after all, robots don’t have a specific history at all… 

In this essay we performed a cross-disciplinary thought provocation on IT security 
and what Bismarck, Prussian’s 19th-century militarism and industrial quality ‘Made in 
Germany’ may teach us in this respect. We argued that processes of nationalism and 
militarism created values of technical functionality (accuracy, precision, 
standardization and normalization, easy handling and robustness, to be quickly learned 
and trained by users, at the same time as simple as possible because of maintenance, 
resilience, autarchy, and the reduction of possible sources of error) which should be 
applied to current IT and robots in order to enable real security and safety. Therefore 
our (maybe utopian) thought experiment leads to ‘Bismarck 4.0’ roadmap proposal as 
an alternative draft in times of cyber warfare and social robots that overrun our 
firewalls like herds of next generation Trojan horses: (i) strategic de-networkification 
(reduction of dependency from the Internet and linked services/applications), (ii) 
operational IT autarchy (PC architectures, infrastructure, software development and 
hardware production in a trans-European IT and robotics industry), (iii) resilience 

                                                        
4 Which, by the way, also has been a part of Prussian history, as the notion of Germany as “Land der 

Dichter und Denker” (attributed to Madame de Staël) indicates. Insofar, in terms of enlightenment, education, 
arts, music and culture, the Bismarck 4.0 allegory can be combined with a Friedrich II. 4.0 allegory as well.  �
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(ability of sustaining basic system functionality also in a state of severe disorder—and 
the ideal of turning weaknesses into strengths in crisis situations), (iv) focus on (user-
centric) quality instead of mere bandwidth, ubiquity, obsolescence etc., and (v) 
sustainable openness and neutrality by design through a balanced system of 
international alliances (equilibrium) avoiding any sort of totalitarian control (no more 
Gleichschaltung).  
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Abstract. This article is a summary of a joint discussion session that was held 

impromptu at the RP 2018 conference. The session addressed the two main 

questions: “Why do we build robots, why should we build robots?” along a series 

of queries, which were directly posed to, and discussed by, the conference plenum 

(the audience of a large lecture hall with about 150-200 participants). The session 

produced concrete answers, but also many further questions, pointers, and useful 

trajectories. In this summary we try to collect the highlights of this spontaneous yet 

well-focused event. We reconstruct nine answers to the question of why we do build 

robots, and nine answers to the question of why we should or should not build 

robots. In addition, we report on more general and fundamental observations 

concerning special normative tasks arising with social robotics. We conclude with 

some reflections on the idea and format of this impromptu session, as a tool for 

future conferences. 

Keywords. Robots, robotics, robot ethics, epistemology, social robots 

1. Introduction 

This paper is the summary of a special plenary session which was performed impromptu 

at the Robophilosophy 2018 conference on Friday Feb. 16, 2018, 13-14h. A Member of 

the European Parliament, was scheduled to deliver a keynote, but due to a “delay of exit” 

his office canceled a few hours before the talk. This left the conference organizers in a 

predicament—how best to react to the prospect of suddenly having a hole in a tightly 

packed conference schedule, with 200 busy academics in attendance? At a multitrack 

conference an hour-long plenary session is a precious time slot—in the present case, 

eight more research papers could have been accepted for presentation. To make that hour 

count, the main conference organizer Mark Coeckelbergh took up a suggestion by co-

organizer Johanna Seibt, who proposed a joint exploration or ‘mind-sharing’ session, 

using a communicational format she had developed at a previous, comparable occasion.  

The success of such joint exploration sessions hinges on three factors: the lead 

question, the format of twin moderation, and the audience. The lead question needs to 

have sufficient complexity to immediately invite differentiations but also a degree of 

novelty to raise initial interest. Seibt suggested to explore a question that is rarely asked 

in the debate in HRI and social robotics: Why are we building (social) robots at all?” The 
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exploration is guided by two moderators working simultaneously along two tracks: while 

one moderator (here performed by Funk) chairs the discussion, the other (here performed 

by Seibt) writes a real-time protocol in bullet form, a ‘mind-map in the making,’ that is 

projected onto the screens of lecture hall as people speak. This form of twin moderation 

ensures that the stream of thought produced by the audience remains sufficiently focused 

yet also affords exploratory freedom.  

The third and most important factor for such a mind-sharing session is of course the 

‘audience,’ or the participating plenum. On this particular occasion, the plenum consisted 

of conference participants of all categories (keynote speakers, workshop organizers, 

workshop speakers, session speakers, and non-presenting participants).  

Judging from later feedback and based on the impressions of moderators and 

organizers, on this particular occasion all five criteria for successful ‘mind-sharing’ were 

fulfilled (see also [1]): First, the plenum seemed attentive and concentrated—all or most 

members of the plenum seemed engaged in the discussion by speaking or active listening. 

Second, all members of the plenum stayed the full 60 minutes, and the discussion even 

continued afterwards in the lecture hall in smaller groups. Third, the contributions were 

presented in a very constructive, collaborative spirit, despite open disagreements. Fourth, 

the joint train of thought contained noticeable group-dynamic effects that the members 

of this highly reflective and alert plenum spotted and addressed; this provided an 

additional dimension to the experiential content of the session and created good moments 

of friendly drama. Most importantly, fifth, the joint exploration produced results that 

seemed to the plenum instructive, enlightening, or useful in heuristic regards.   

Before presenting some of the insights, ideas, and further lines of inquiry that have 

been worked out, we wish to thank all those who took part—both those who spoke and 

those who listened—and provided the atmosphere of collaboration, authentic concern, 

and shared creativity that made the session particularly rewarding. It attests to the 

authentic ethical engagement of the conference participants vis-à-vis the prospects of 

‘robots in society’ that they shared their scientific knowledge as well as personal insights 

in a forum where individual attributions were not possible.  

The following three sections are based on the bullet points of the real-time protocol 

of the session (which was also sent by mail to all registered conference participants). In 

reworking the notes of the protocol we are aiming here to reconstruct the systematic 

landscape of our discussion by organizing the contributions along different dialectical 

trajectories. At the same time we try to preserve the searching character of the exploration 

by presenting claims often as questions.   

2. Why Do We Build Robots? 

The lead question “Why Do We Build (Social) Robots?” was chosen to invite three 

dialectical continuations. First, a ‘why’ question can be read as asking either for (i) 

motives, (ii) motivations, (iii) reasons, (iv) goals, (v) forces or (vi) causes. Second, a 

question about why we ‘do’ build (social) robots invites the exploration of the contrast 

between descriptive and normative considerations as to whether and why we should build 

(social) robots. Third, the explicit differentiation of the target, ‘(social) robots,’ called for 

reflections about the contrast between robots and social robots, and about how this 

contrast affects the answers to the descriptive and to the normative ‘why’ questions. The 

plenum quickly worked out these dialectical trajectories, and further developed them 
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partly separately and partly in combination. Here we organize the contributions in the 

stated order, as differentiations of the ‘why’ of robots (this section), contrast between 

‘do’ and ‘should/should not’ (section 3.), and differentiation of the target, ‘robots’ versus 

‘social robots’ (section 4.1.). The remaining two subsections (4.2. and 4.3.) report on 

more fundamental issues that appeared in the discussion.  

In this first part nine explanations for why we do build robots are summarized, which 

we group as displayed in Figure 1: 

 

 

Figure 1. Nine types of explanations why we do build robots. 

2.1. Explanations in Terms of Means-End-Relations 

A first simple answer to the question of why we build robots can be derived from the 

classical concept of technical praxis: robots are means for ends and like every technical 

‘tool’ they can be analyzed in terms of means-end-relations. The question of why we are 

building robots then becomes the question of what are the ends we build robots for. In 

public discourse—keywords ‘industry 4.0’ and ‘automation age’—it is economic ends 

that currently take centerstage. But are economic ends intermediate or ultimate ends? 

And if they are only intermediate ends, are we justified in thinking that robots will serve 

these intermediate ends without affecting our ultimate ends (e.g., of human well-being)?  

Besides economic ends robots are built to serve social-humanitarian, scientific and 

therapeutic ends. The interpretation of the ‘why’ question as a question for means-end 

relationships also opens up another line of thought: inverting the relationship, one could 

argue that we are building robots because we have all the component technologies that 

are the means for the end of building a robot (electricity, computer technology, sensor 
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technologies, the Internet, AI, material technologies). If we build robots since this is what 

technological development and the associated mindset of instrumentality has led up to 

so far, which technological ends will robots serve in turn, or are they technological ends 

in themselves?  

2.2. Historical Explanations 

The question of why we build robots can also be approached from an historical 

perspective, considering the development paths of the intellectual and socio-cultural 

conditions for the production of the technical objects we call ‘robots.’ Robots have their 

own strand in the texture of the history of ideas, reaching from early antiquity to the 

present day.  

The socio-political dimension of such an historical answer raises its own set of 

questions. Can we compare the socio-economic motivations for building robots with the 

socio-economic motivations for building weaving machines, the role of legislation and 

governmental institutions in both cases, and what would this imply for expectable 

consequences of the ‘robot revolution’? Who is the ‘we’ that initiates the development 

and application of new technologies at different stages of human history? The ‘we’ who 

commissions the building of robots are people from a specific social group with political 

power and economic interest in creating ‘productivity gain’ by replacing human work 

activities with automated performances. Perhaps one might thus say that ‘we’ are 

building robots since those who expect to benefit from it have not yet fully thought 

through how the ‘robot revolution’ will affect themselves in the long run? 

2.3. Anthropological Explanations 

Is it a general trait of behavior observed across cultural communities that humans tend 

to create conditions of sustenance that minimize (their own) human labor? If so, could 

one explain why we are building robots in terms of this tendency to make our own lives 

easier, to allow for meaningful engagements? Or are there other aspects of ‘human 

nature’ that would need to be brought into play beyond the avoidance of labor or the 

desire for the control of labor performed by another? Considering that we build robots 

with ‘humanoid’ shape and ‘androids,’ human look-alikes, are we expressing here what 

philosophical anthropologists would be inclined to present as part of ‘human nature,’ 

namely, the desire to understand who we are, what makes us ‘human’? Are we building 

robots in order to understand the difference between human intelligence and artificial 

intelligence? Robots are about to become a part of human cultural practices, but the 

reasons for why we are building robots differ across cultures (e.g., Japan versus USA 

versus Europe) and thus it remains to be seen whether empirical research in robo-

anthropology will deliver answers that can be generalized across cultural contexts. 

2.4. Technological Explanations 

The history of robotics suggests that we build robots in order to create artificial 

intelligence that is worthy of the name—in the late 1980s and 1990s the AI community 

reached an impasse—the so-called frame problem—that Rodney Brook’s ‘nouvelle AI’ 

promised to overcome by letting robots learn what was relevant for the achievement of 

certain goals in direct interaction with the world. Perhaps we also build robots in order 

to solve what philosophers of AI have called the ‘grounding problem’ in AI, i.e., the 
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problem that the reference relations of all the constants used by a software have to be 

‘put in by hand’ by the programmer, while robots can build up representations of their 

environment independently.   

This suggests a more radical form of technological explanation where humans 

effectively ‘take themselves out of the equation.’ For one might argue that we have 

reached a point where technologies are in place that require robotic implementations, 

thus inclining us to build robots in order to fulfill the potential of extant technologies. 

Alternatively, and less radical, one might claim that it lies in the nature of the field of 

engineering that robots are built. Engineers build robots simply because they can, and—

given the special characteristics of engineering as a field of theoretical-cum-practical 

inquiry—need to see how these items work in practice.   

2.5. Teleological Explanations 

The idea that we build robots because we feel under the obligation to actualize the 

potential of extant technologies (automated concept formation, machine learning of 

contextual relevance principles, automated target identification in weapons systems etc.), 

points towards teleological or even eschatological explanations. Do we build robots in 

order to transcend ‘the human condition’ or even the human race? Are we merely 

enabling the next step in the evolution of intelligent life? And if so, how should we 

evaluate this step: as the ethical insight in the untenability of human exceptionalism, as 

an expression of the rational commitment to intelligence as an intrinsic value? Is there 

some deep masochistic fascination with the robotic ‘Übermensch,’ a technological god? 

Are we building robots since our age of atheistic technoscientific rationality has ‘killed 

God’ as a socio-cultural phenomenon but did not, and perhaps could not, dislodge the 

cognitive desire for the ideal? Are robots therefore self-fulfilling prophecies?  

2.6. Psychological and Existential Explanations 

Perhaps our fascination with robots is best explained in psychological terms, as an 

expression of our narcissist delight in our own capacities which we duplicate by 

construction. This can be given a more generous twist in an existentialist reading: we are 

building robots in order to understand Dasein, the special mode of human being—and 

specifically in order to come to terms with our fear of possibility-as-such, our fear of 

death, which we often conquer by productive externalization. Should we thus say that 

we are building robots for the same reasons as we are creating art—to master in 

constructive expression the most frightening aspect of our existence, translating it into 

an item that at the same time repulses us in its uncanniness yet attracts us as the 

objectification of blind hope? Or do we simply need somebody to blame and/or 

somebody who entertains us? 

2.7. Practical Explanations 

Setting aside these lofty explanations, there are a number of down-to-earth practical 

reasons of why we are building robots. We need robots for work which is dull, dangerous, 

or dirty (3Ds). Robots also may provide new practical solutions to environmental 

problems, agriculture or health care. These practical reasons are also good ethical 

reasons. Our practical interests in social robots, however, that are ethically complex or 

even outright problematic. What is a good practical reason? To master nature? To survive 
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on planet earth? Do we create with (social) robots new needs and therefore new practical 

reasons in the form of factual constraints? Are robots the right solutions for our problems: 

Do we have the robots we need and do we need the robots we have? 

2.8. Scientific Explanations  

We are building robots because we wish to understand the difference between the 

artificial and the real, between technology and nature, and the boundaries of simulation. 

For example, we build biorobots in synthetic biology to understand organic self-

structuring capacities; or again, in order to argue for a naturalist account of cognition, we 

prove by construction that certain phenomena are emergent capacities generated under 

certain conditions by evolutionary algorithms. We are building robots because we are 

curious. 

2.9. Linguistic Explanation 

Last but not least also linguistic reasons play a significant role. We build robots because 

we have the terms and concepts for. Although they consist of copper, iron, silicon etc., 

robotic systems are not limited to material design only. Social robots are specifically 

designed for social interaction. Due to the engineering of social relations language 

became a new and significant feature of current human-machine-interfaces. The related 

question is: How do we talk with robots? But also the human-human-interface is 

mediated by robots: How do we talk through robots (with other persons)? We build 

robots because we want to improve and mediate both our verbal and body language. But 

we also build robots because we already have the terms and concepts for: How do we 

talk about robots? Beside the stories of technical artifacts, their applications and means-

end-relations, also stories about terminologies can be told. It is a well-known fact that 

the word ‘robot’ refers to Josef and Karel Čapeks play Rossum´s Universal Robots 

(R.U.R., 1920). But many other terms are used as well. Before ‘robot,’ ‘automaton’ or 

‘automatic machine’ have been common words to describe several kinds of machine 

labor. Today we also talk about ‘cyber-physical systems,’ ‘androids,’ humanoids or 

cyborgs. ‘Robot’ in Čapeks sense refers to forced labor—so to say the machine as slave—

and thereby also to human categories of compulsory work. We build robots because we 

previously generated the concept of machines that provide forced services to us. Due to 

science-fiction literature we are already used to tell stories about robots. In consequence 

we build robots because we (want to) speak with, through and about them. 

3. Why Should We Build Robots? 

The question “why do we build robots” quickly turns into the problem of “why should 

we build robots,” and this further invites a contrastive perspective: “why should we build 

robots instead of…” (for example: “why should we build so-called ‘care robots’ to 

address the demographic problem of aging industrial nations instead of spending as many 

resources on the training of an immigrant workforce?”) This section will sketch some of 

the possible answers to both of these questions as offered during the session. We have 

organized these answers in accordance with the dominant goal pursued (Figure 2). 
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Figure 2. Nine explanations why we should/should not build robots. 

3.1. Human Well-Being and Ethical Values 

Several participants of the plenum suggested that we should build robots in order to 

‘create a better world’—to reduce disvalues such as poverty, hunger, oppression, war, 

diseases, etc; and to increase (social and individual) ethical values such as fairness, 

peace, autonomy, human rights, self-realization etc. The sense of ‘better’ at issue here 

relates to human well-being and ethical values, and it was stressed that these can and 

perhaps even should be pursued quite independent of, or even contrary to, efforts of 

building robots for economic reasons. The calculations of productivity gains should be 

dissociated from deliberations on ethical gains and losses, so that the two types of gains 

and losses can be properly compared, and principled preference rules for ethical values 

can be discussed. This call for putting ethical values and human well-being first is 

worked out in different ways in the recent programs for value-driven approaches such as 

‘design for values’ or ‘Integrative Social Robotics.’ Posthumanists in the plenum drew 

attention to the problem of species-centrism of such calls for ‘ethical robotics’—should 

we also build robots in order to conquer new planets and survive after we destroyed 

planet earth? Or, for that matter, in order to survive on planet earth?  

That we are faced with the question of whether or not we should build robots can 

already be considered as an ethically problematic distraction from the currently most 

pressing issues—shouldn’t we simply refrain from building robots and use the energies 

and resources that are currently channeled into robotics and automation in the highly 
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developed countries in order to fight the many global problems we already have by other 

means? Instead of building care robots for aging populations in the highly developed 

countries, should we not spend our energies on creating workable migration conditions? 

Are robots the new “opium for the people” and even the new “opium for the 

philosophers” in distracting us from the real issues, creating new spheres of practical and 

theoretical convenience—is it not much more convenient to engage in the narcissistic 

reflection about the superiority of human capacities than to come to terms, as 

philosophers, with the ineradicable dark side of human nature? Or could we, proceeding 

on this line of thought from philosophical anthropology, justify the philosophical interest 

in robots by the ethical norm to investigate whichever means that can impede the three 

great sources for human suffering: greed, the lust for power, and stupidity?  

3.2. Rationality as Value 

Thus it could be ethically demanded that we should build robots because they behave 

more ‘rational,’ in the sense that their action selections are less influenced by factors that 

detract from predefined preferred action outcomes. For example, we should built 

autonomous combat robots, because they cannot lose emotional control, thus they would 

not panic and, due to being immune to feelings of revenge and sadistic enjoyment, would 

not perform war crimes. In many contexts the increase of capacities for the unwavering 

pursuit of utility maximizing action plans can be desirable—in the service of some ethical 

value or well-being. For example, as any AI, robots can search a waste solution space in 

a very short time; they can be equipped with ‘sensory’ dimensions outside the range of 

human sensation and in different ‘modalities;’ and with reduced physical limitations they 

will all in all be capable of reaching action goals faster and with greater success. If a 

robot, for example, can achieve the goals of rescue or disaster prevention ‘better’ than a 

human in the sense of instrumental rationality, it would be irrational not to build robots.  

But can instrumental rationality ever be an ultimate value? Should we refrain from 

building robots because instrumental rationality is all that they are likely to master, as it 

would appear currently? Should we refrain from building robots because the increase in 

instrumentally rational actions that they would bring to the world is against the rationality 

of reason, which is deliberative—thus including subjective phenomenal values, the 

‘what it is like’—and not deductive utility maximization? Which grounds, instrumental 

considerations versus reasons, do we have to argue against the increase of instrumental 

rationality? Would we be rational enough, in either of the two senses of the terms, to 

survive in a roboticized world? 

3.3. Epistemic Values 

One of the core heuristics for human knowledge acquisition is simulation—we duplicate 

certain elements of a natural process in order to understand it. Thus one might say that 

we should build robots if we wish to advance science—we want to increase our 

knowledge about how to realize certain interactive capabilities of artificial (intelligent) 

agents. While in antiquity automata were built to apply and thereby increase our 

knowledge about hydraulics and mechanics, William Grey Walter’s machina speculatrix 

(1948), small autonomous robots that were capable of phototaxis, introduced the link 

between AI, robotics, and cognitive science that has persisted to the present day, the new 

strand of social robotics currently stands in many more interdisciplinary relationships to 

the social and human sciences, as well as—vide this conference series—the Humanities. 
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Interestingly, especially (or perhaps even only) since social robots are being built—

originally in order to come to grips with an AI learning problem [2]—roboticists 

explicitly motivate their projects as advancing knowledge about human sociality, or even 

about what it is to be a human being: “And in the process of building [social robots], we 

may learn even more about ourselves” [3, p. 3536; see also 4].  

On the other hand, precisely with a view to epistemic values, one might wonder 

whether we should not refrain from building robots—given the entanglement of research 

and industry in robotics engineering, robots with certain interactive skills will be 

introduced into society and most likely replace the human performances of these skills, 

thereby diminishing human competences. The more we teach robots to do, the more we 

are going to unlearn, especially if the neuroscientific principle for synaptic stability 

holds: use it or lose it. But will this amount to a net-loss of human skills and competences 

or should we not also reckon with gaining some new skills and competences in the course 

of interacting with this new technology?  

3.4. Cultural Values 

Progress and expansion are constitutive elements of the ‘grand narratives’ of Western 

culture, which since the 19
th

 century at least has been celebrating ‘modern’ technology 

as the finest expression of instrumental rationality. Perhaps we build robots since we are 

caught up in the mindset of the homo faber which disposes us continuously to seek the 

“Flucht nach vorne,” taking the bull by its horns using another bull, jumping from the 

frying pan into the fire in the hope to solve with technology the problems that technology 

has created. Robots, the fabricated homo faber, mirror the Western mindset in its full 

ambiguity. Perhaps we ‘should’ build robots because we ‘must’—we should build robots 

since the weak necessities that drive cultural dialectics call for this extremization. 

Perhaps, tracing out Heidegger’s insights in The Question of Technology, we should build 

robots in order to reach the breaking point where we are forced to reconceive of the 

longstanding equation of humankind with technology, creating new constellations 

between art and technology that can overcome the paradigm of progress and expansive 

domination. Robots, the fabricated homo faber, are the ultimate cultural mirror Perhaps.  

Or should we refrain from building robots since, instead of leading us to a new stage 

in the cultural dialectics, robots are the agents that will end culture? As we begin to build 

robots with organic materials, as we engineer life in synthetic biology, are we not 

dissolving the nature-culture distinction and create agents whose doings no longer can 

be described as ‘practices,’ agents without ‘concepts,’ ‘paradigms,’ ‘narratives,’ 

‘imaginaries’ or ‘norms’?  

3.5. Values of Usefulness and Time for Uselessness 

We should build robots, because they are useful in ways that no human can achieve. In 

medicine or agriculture they fulfill functions that are both indispensable and out of 

human reach in terms of precision or resilience. We need robots to perform functions—

e.g., rescue missions or the collection of scientific data—in environments that are hostile 

to humans, e.g., in space, underwater, in areas with high radiation or toxic pollution. With 

focus on the use of robots on the job market, one might say that the usefulness of robots 

may also free us up to return from ‘poiesis’ to ‘praxis’ or to engage in non-routine work 

that is creative, such as education, art, music, and science. Maybe we should build robots 
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in order to create stable societies where all people have their basic human needs satisfied 

and are free to engage in ‘useless’ yet particularly fulfilling activities (otium, leisure). 

3.6. (Dis)values of Dual Use and Accelerated Decisions 

We should not build robots because they can be abused in unethical ways. Dual use and 

inestimable side effects might play a stronger role in robotics than in other technologies 

since robots are complex IT systems, embedded in global networks and prone to hacking 

on the software level. Robots contain features for physical interaction with the 

environment which go beyond the capacities of classical computers. In consequence 

hacking a robot potentially causes more physical damage than hacking a Laptop. 

Furthermore, robotic functionality depends on real time calculation and algorithmic 

decision making which stands for a deep acceleration of information processing. If 

robotic algorithms operate faster than humans are able to reason rationally, then there is 

no chance for ethical assessment (by human persons). We should not build robots that 

bear no cognitive time window for ethical assessment by humans. We should build 

decelerated robotic systems—temporally down leveled to a human scale—and thereby 

cognitively keep chances for human surveillance in the loop. 

3.7. The Disvalue of Danger 

We should not build robots because they amplify the problems of AI we are grappling 

with, such as data security, protection of privacy, by bringing cameras and microphones 

into arbitrary physical spaces, public and domestic, into hospitals, schools, airports, 

pedestrian zones, work places, or homes. They diffuse accountability and responsibility, 

destroy jobs, and facilitate the malicious abuse of AI for criminal or political purposes. 

Consequences of robotics and AI, super-intelligence and singularity are not foreseeable. 

At a time when we cannot control global networks any more, we should not develop AIs 

that are physically and epistemically autonomous, that learn on the web as they move in 

physical space, possibly as part of a ‘hive-mind’ in different locations around the globe, 

since we are not in the position at the moment to gauge the consequences of setting such 

a process in motion [5]. Systems and networks could create their own irreversible 

dynamics. 

3.8 Uncanniness: Value or Disvalue? 

Are there robots that are not uncanny? If yes, should we build them? Is the uncanniness 

of robots a reason for or against building them? Should we leave all those affordances in 

place that create in us the feelings of uncanniness—whatever precisely might be meant 

by it—so that robots are clearly recognizable as artificial? Would this increase or 

decrease our epistemic uncertainty about what a ‘social’ relationship truly means? Should 

we, on ethical grounds, use the uncanniness in order to maintain the boundary between 

human agent and artificial social agents? Or should we, again on ethical grounds, use the 

uncanniness of robots to argue for more inclusive foundation of ethics, for the priority of 

ethics before ontology in the sense of Levinas, for an extension of rights to something 

that is so clearly ‘other’? 
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3.9. Future Values 

Should we not simply ask our children which future we should create for them? If yes, 

could we responsibly describe these futures for them now? Would we not thereby 

convert—irresponsibly—a responsibility that we have right now, the responsibility for 

the future, into their future responsibility for the present? Whatever robots we build, we 

should be aware to not diminish the scope of action of future generations by factual 

constraints that we create now. 

4. Why Are We Building Social Robots? 

In the previous sections we presented the contributions of the joint discussion session as 

differentiations of the why (section 2), and contrast between do and should/should not 

(section 3). This part contains a summary of some classification of the target, robots 

versus social robots (subsection 4.1.), a report on lessons to be learned by building social 

robots (subsection 4.2.), and more fundamental issues regarding normativity 

(subsections 4.3.). 

4.1. Why Social Robots? 

In the first part nine reasons why we build robots have been shortly emphasized. But not 

every robot is a social robot. Several technical systems are constructed and motivate 

specific ethical assessment. Industry robots, humanoid or gynoid robots, androids or 

service robots, but also wearables like smart watches and exoskeletons, self-driving cars 

or drones are discussed under the umbrella term ‘robot.’ While some terms relate to the 

appearance of the system (humanoid, gynoid, android) others describe categories/areas 

of application (industry robots, service robot). ‘Social robot’ is another umbrella term—

including several forms of robotic systems—which describes primarily the engineering 

of robots with capacities for social behavior. They are designed for the interaction with 

not specifically educated users in everyday life, whereas industry robots are applied in 

isolated facilities with specifically trained staff. Is the non-industrial application of social 

robots in human societies still a form of ‘forced labor’ (see 2.9.)? Why do we—so to 

say—‘outsource’ our machine slaves and place them right into the center of our societies? 

The struggle for differentiation and social hierarchies is one characteristic of human 

behavior. Maybe we build social robots because we just want to understand what it means 

to be better, worse, or simply to be other? Should we build robots in order to be able to 

blame or diminish something/somebody—in order to throw responsibility away from us 

and in case of accident being able to punish the robots? Is the often discussed lack of 

responsibility attribution not a consequence but a motivation for building robots? In this 

sense it seems that we need to complement human being with something transcendent. 

We want to transcend our bodies, our social roles but also our ethical obligations.  

Robots can fulfill a need for sex—maybe also in unethical ways. Robots can fulfill 

a need for companionship—for ‘companions,’ however, that we have totally under 

control (or where have at least the psychological suggestion of total control). With 

robotic companions we are enabled to transcend the human other in its own right. The 

other becomes predictable, it loses its unique emotional and social opposition. We have 

a practical interest in robots since we want to reduce the complexity of human social life 
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(which plays a major role in human evolution) to our personal comfort zone. The 

practical interest in the controllable also can be given a socio-political dimension: we 

build robots since this will require that social interactions are conducted in a more 

standardized, stereotypical fashion, with increased dependencies of humans on 

automated interaction partners. Social robots manifest power and represent societal 

asymmetry for instance between physician and patient in care applications. On the other 

hand they can also teach us something about the limits of social engineering and 

standardized societies. The failure of social robotic applications is, so to say, a proof for 

the genuine dynamics and diversity of human societies. 

On the other hand, social robots can also challenge humans as social beings. We 

might be forced to develop new social behavior and therefore social robots might 

function as boosters for human evolution? The questions “Why do we build social 

robots?” quickly turns into the question: “Why do we build human societies?” We do so, 

because we are not only rational beings, we are social—we depend on (human) others, 

on their and our emotions, interaction and communication (which is always more than 

only transmitting information). Rationality as such does not need sociality. IT systems 

and robots maybe function as swarms with ‘swarm intelligence,’ but do they also bear 

potentials for social life and ‘social intelligence’? Is rationality purely quantitative? 

That´s another crucial question which relates not only to AI debates but also to the 

questions: What is sociality? What is a swarm? What are differences and similarities? Do 

we build social robots for social reasons or for rational reasons? Are we pretending to 

play in order to hide commercial, political or power related reasons? Maybe we simply 

build social robots, because we have public spaces where we can put them in? Politics, 

power and public space—it seems that the question “Why do we build social robots?” 

leads us to typical areas of human expression and ethical regulation at the same time. 

4.2. What Could We Learn by Building Social Robots? 

Social robots can be seen not only as state of the art of engineering skills and scientific 

knowledge, they also serve as mirror of latest social developments. We can learn 

something about our social orientation. Robots make implicit norms and values explicit. 

While building social robots we are forced to think about how we make them explicit—

if we can make certain values explicit at all. On the other hand robots might promote a 

higher order of moral reasoning. They force us at least to rethink our moral life (e.g. 

health care applications, combat or sex robots). Therefore robots stand for both 

normative potentials and limits. (In section 4.3. more reflections about normativity will 

be sketched.)  

What else can we learn? Beside the ethical and normative dimension, we can simply 

acquire new forms of interactivity. Those forms of interactivity stand for very new ways 

of human-machine-interaction—for example by using verbal or body language. But also 

already existing interfaces are affected. Robotic apps will further develop the already 

existing high-speed development of smartphones and IT infrastructures (with all ethical 

consequences). Touchscreens might turn into universal interfaces for mobile phones, 

computers, self-driving cars and (social) robots. In a wide range technical devices will 

be connected with a strong impact to our ways of human-human and human-technology 

interrelations. Therefore philosophers can learn that they should not be reactive but 

proactive. We can learn that we should think about the interactivity we really want and 

need in the future—in advance, before we create irreversible robotic societies.  
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Many more lessons can be learned. At least one additional aspect should be 

mentioned: We can learn how to separate robots/robotic behavior from non-

robots/robotic behavior. In order to succeed with this task criteria for deciding whether 

something is a robot are needed. One solution is an ‘alien test’: how can we 

methodologically check if an (terrestrial or extra-terrestrial) alien is an alien? This 

questions leads us immediately to the question about what can we learn about our own 

cognitive and physical capacities: How to check/test other intelligence(s)? Do we need 

to learn more about a Turing Test 4.0? Aspects of terminology, epistemology, 

methodology and ethical assessment go hand in hand. How can we know, what a social 

robot is? Maybe already some human individuals behave more robotic than the best 

robots we have at the moment? If we would know what a robot is, how could we evaluate 

its application and interactivity? The last question becomes even more sophisticated 

when we take into account that we in no way fully understood mankind and human 

sociality yet. 

4.3. To What Extent Is the Building of Social Robots a Normative Affair? 

The design of social robots—in a comprehensive sense of ‘design’ that includes also 

interactive functionality—relates to norms in three ways: (a) it is regulated by norms, (b) 

it expresses extant norms, and (c) it reinforces norms and introduces new norms. In 

particular the last aspect, the normative force of human-robot interactions should not be 

underestimated. For instance, just taking issues with the most palpable issues of 

normative force, currently service robots predominantly are gendered and have female 

gender—to what extent will this reinforce gender stereotypes and to what extent can we 

use robots to promote gender equality, if this is our social goal? Similarly, should we 

design robots with idealized able-bodied human shapes, thereby reinforcing certain 

physical appearances as norm for the human body and emphasizing deviations? And 

what about the assimilation or differentiation of racial and ethnic features? 

Turning to (b), the way in which the creation of social robots express currently socio-

cultural norms is more subtle. As witnessed by the previous sections, social robots realize 

aspects of ethical and moral normativity even if these are not explicitly emphasized. For 

instance in subsection 2.1. and 4.1 it has been shown that matters of means-end-relations 

characterize the application of robots in economic, political and socio-technical praxis. 

As it has often been highlighted in 20th-century philosophy and sociology of technology, 

technical artifacts are ethically not neutral since they are embedded into concrete 

situations of design, marketing and application. Which ethical norms and moral values 

shape our decision making? How do we justify our aims and how do we evaluate 

appropriate means in order to realize our ends?  

But also already the way in which social robots use language, and the language that 

we use for social robots, has normative force. For instance language was mentioned in 

subsection 2.9.: Why and how do we transport social norms and values with words? 

Sometimes the less offensive word ‘drone’ is used in order to avoid more controversial 

phrases like ‘combat robots’ or ‘killer robots,’ even when the application remains the 

same. On the other hand, because of the many news and stories about ‘killer drones’ and 

‘drone wars’ even the word ‘drone’ received a negative stigmatization—this normative 

devaluation applies even to those drones which are used only in civil situations for non-

military purpose. Another linguistically produced normative estimation relates to terms 

like ‘autonomous robots’ or even ‘social robots.’ Autonomy is a concept which has 

originally been used to describe human capacities for ethical reasoning. It relates to moral 
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and legal self-regulation (auto + nomos = self + normative rule) and has been kept for 

centuries to be both a feature and a value of human social life.  

When words like ‘autonomy’ or ‘social’ today are used to describe robots, we 

support our human tendency to anthropomorphize these agents. Technical systems are 

described as if they would relate to categories of the social. But this does not mean that 

they are social—whatever ‘social’ means in human categories. Words of human life are 

taken in order to describe a new technical phenomenon and practice (‘autonomous smart 

social robot’). The same effect can be observed as a form of linguistic animalization in 

times of PCs: the ‘mouse’ today is not only a mammal any more—it became one of the 

most popular input devices for 21
st

 century IT systems. The crucial point is that words 

like ‘autonomy’ or ‘creativity’ already have been used in social life before PCs or social 

robots entered the stage and therefore inherently transport normative meaning which is—

just like a linguistic side effect—projected on robots in an unintended and mostly tacit 

way. It might be argued that common words receive additionally new meaning by being 

used to describe new technological systems. But there is also the danger of inadequate 

ascription of human values and norms to machines. 

Explicit ethical rules in the form of an ethos or codex relate both to the actions of 

engineers (e.g. the VDI Fundamentals of Engineering Ethics) and to the functionality of 

robots in social situations (e.g. Asimov’s 3-4 laws). Implicit moral norms can be revealed 

as a tacit foundation of historically grown diverse social behavior and habituations in 

human cultures. Therefore the normative dimension affects methodical questions as well. 

Social scientists and philosophers are challenged to critically reveal the ideologies and 

anthropomorphizations behind both ordinary language and disciplinary terminology. 

Beside other research issues this calls ones more for transdisciplinary research 

approaches.  

Finally, robots also express extant norms given that these are already written into the 

conditions of regional styles of architecture, infrastructure and cities. Robots need to be 

able to adapt to culturally diverse traditions of traffic, several architectural preconditions 

(e.g. the size of stairs and position of door handles which relate to norms of the human 

body) or the sometimes complex network of streets in old and historically grown cities. 

Building (social) robots is a response to and an expression of norms as any other task of 

social engineering, where technical, legal, ethical, moral and other kinds of norms and 

values need to be continuously reflected (Figure 3). 

5. Closing Remarks: Impromptu Mindsharing as Conference Tool? 

In the previous sections we tried to capture some of the main moves made during the 

joint impromptu session, but this summary of course does not do justice to the real 

process, to the systematic insights that were carried by the dynamics of the flow of ideas 

and thought, nor to the particular semantic spaces that each speaker opened up on her or 

his own, creating extensions, tensions, overlaps, intersections. When we later evaluated 

the session, we wondered whether the peculiar mental energy and the outstanding 

communicative dispositions for an honest, collaborative search could have come about 

without the element of a disappointing disruption—without the perception of a mishap, 

of a predicament. Surprisingly to all, the plenum had created a multi-voice instance of a 

Socratic dialogue (without the problematic element of Socrates’ leading questions). Was 

it the topic that collected us into the mental posture of the searching dialogue? Or, given 
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a similar experience at a previous conference on climate responsibility, is it not the 

content but the format and context of the session that created this engagement?     

As Michael Funk suggested, one might consider ‘intentionally-unintended-

progressive-summary-joint-disruption’ sessions as a new conference tool. Why not 

intending an (obviously) unintended disruption of the streamlined conference program? 

This might work on the second conference day or later when people already started 

interacting and already received a basic amount of impressions and inspirations. It also 

would serve cohesion in bringing together the different conference tracks of parallel 

sessions into one unified audience.  

Why not secretly planning a ‘spontaneous’ joint plenary discussion session? The 

characteristic of human creativity is the skill of adapting to unforeseen circumstances. 

But in a fixed and filled conference program everything seems to be under control. This 

is very efficient, yet it reduces the time and mental space for creative exchange. And that 

should be one of the primary purpose of a conference—transcending individual research 

and recognizing the strength of thinking together (especially on topics that call for 

multidisciplinary approaches).In order to create an ‘intentionally-unintended-

progressive-summary-joint-disruption’ at a conference the program could include a fake 

keynote. Perhaps this, “the robotic moment” (A. Turkle) is the time also to rethink 

conference schedules in a more radical way. As humans we can ‘rise to the occasion,’ 

redefine situations, remind ourselves of our creative potentials, rediscover a truth that we 

don’t share with robots, not yet at least, the truth of our own being: in dialogue.
2

 

                                                           

2

 For further discussion: #robophil, #robophilosophy 

 

Figure 3. Normative aspects of building social robots. 
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Research Network TRANSOR

An International Cross-Cultural Network 
for Transdisciplinary Research in Social 

Robotics
TRANSOR, the Research Network for Transdisciplinary Studies in Social Robotic, is an 
international initiative for research exchange and research collaboration.  The network 
aims to integrate Humanities research into Human-Robot Interaction Studies (HRI) and 
to facilitate collaborations between researchers from robotics with researchers in 
anthropology, philosophy, linguistics, sociology, art, psychology, cognitive science, 
education science, communication and media science, law, and economy.   

Since the pervasive use of social robots will change our socio-cultural practices, we 
need to explore the transformative potential of this new technology with the methods and 
categories of all fields that pertain to human social interaction.  The events of the network 
present empirical, experimental, conceptual and phenomenological research, and take 
cross-cultural variations into account. Even though currently TRANSOR events are still 
interdisciplinary, the network’s long-term aim is to facilitate a vision of social robotics 
as a transdisciplinary research area of ‘cultural engineering’.

Currently the network has over 100 members; membership is free and all researchers 
with interest in the area of social robotics are invited to join.   For further information 
see www.transor.org.
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